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Abstract: 

A large number of studies have demonstrated that a linguistic unit with higher frequency and 

that with higher contextual predictability are realized with reduced speech signals. This effect 

is known in previous literature as probabilistic reduction. A few studies also demonstrate that 

these contextual effects may be memorized; that is, average predictability may also influence 

phonetic redundancy in speech signals. This study aims to investigate the extent to which 

probabilistic reduction effects extend to morpheme duration in Japanese. It is demonstrated that 

the production of a morpheme in Japanese is influenced by morpheme frequency, contextual 

morpheme predictability, and average morpheme predictability. These findings are interpreted 

to mean that speech signals are influenced by ease of lexical access or they are modified to 

maximize communicative ease, and the productions are accumulated in the mind of a speaker.
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Probabilistic reduction and mental accumulation in Japanese: 

Frequency, contextual predictability, and average predictability 

 

1. Introduction 

Probabilistic reduction is the phenomenon in which a linguistic unit with higher predictability 

is produced with a reduced speech signal. Two types of predictability are well-known to 

influence the phonetic realization of a linguistic unit: unconditional probability and contextual 

predictability. The former type of predictability is usually referred to as “unigram probability” 

or “frequency.” It refers to how often a linguistic unit appears regardless of a given context. It 

has been demonstrated that higher word frequency leads to shorter duration of the word. For 

example, Jurafsky et al. (2001) show that a content word with high frequency is more likely to 

have deleted word-final consonants than a word with low frequency, and that the duration of a 

high frequency word is 18% shorter as compared with that with low frequency. Gahl (2008) 

investigates the pronunciation of pairs of homophonic words like time vs. thyme, which differ 

in terms of word frequency. She finds that a high frequency word is produced with shorter 

duration as compared with a low frequency homophonic word. Although these studies are 

based on natural speech, this frequency effect has been replicated under lab settings: a passage-

reading task (Baker & Bradlow 2009; Baker et al., 2011) and even a word-list reading task 

(Wright 1979; Munson 2007). Note that this frequency effect has also been attested at a 

segmental level. Cohen-Priva (2015) demonstrates that an inter-vocalic or post-vocalic 

consonant with higher unigram probability is produced with shorter duration. 

 

The evidence is also robust for the effect of contextual predictability on speech signals. The 

contextual predictability of a linguistic unit is defined using a context such as a preceding unit 

and a following unit. Along with frequency effects, Jurafsky et al. (2001) explore this variable 

in relation to word duration, and they demonstrate that a word is produced with shorter duration 

when it is more predictable given a preceding word and when it has higher predictability given 

a following word. Bell et al. (2009) point out that the effect of contextual predictability on word 

duration differs depending on the type of a word. A high frequency function word is influenced 

only by forward predictability (i.e., predictability of a word given the previous word), while a 

content word is affected solely by backward predictability (i.e., predictability of a word given 

the following word). Ejik et al. (2020) demonstrate that English speakers with dysarthria also 

produce a word with shorter duration given a predictive context. The effect of predictability 

given an adjacent word has been widely replicated by a large number of studies (see Bell et al., 

2009; Jaeger & Buz 2017, for a review). The effects of contextual predictability have been 

observed at other linguistic levels including morphemes (Cohen 2014; Rose 2017; Tang & 

Bennett 2018) and syllables and segments (van Son & Pols 2003; Aylett & Turk 2004; 2006; 

Cohen-Priva 2012; 2015; Shaw & Kawahara 2017; Sano 2018; Turnbull 2018; Turnbull et al., 
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2018; Hashimoto 2020). A plural morpheme /s/ may be phonetically realized with shorter 

duration given a preceding word such as two or several, given which a plural marker is highly 

predictable (Rose 2017). A contextually predictable vowel may be produced with a centralized 

formant value, and a contextually predictable syllable may be shorter in duration (Aylett & 

Turk, 2006). 

 

In addition to these two types of information-theoretic measures, a few recent studies have 

begun to explore another type of predictability known as informativity. The informativity of a 

word is an average log-transformed value of contextual predictability across the contexts where 

the word may appear, of which the formula will be provided in Section 3. Seyfarth (2014) 

provides the evidence that usually-predictable words (i.e., words with lower informativity) are 

likely to be produced with shorter duration than usually-unpredictable words (i.e., words with 

higher informativity). According to his study, the effect of informativity given a following word 

is consistently significant on word duration, while that of informativity given a preceding word 

depends on the length of a word. A similar finding was provided by Sóskuthy & Hay (2017) in 

relation to New Zealand English. Tang & Shaw (2021) demonstrate that forward informativity 

and backward informativity are both significantly associated with word duration in Mandarin. 

This average predictability effect is observed in relation to a sub-lexical level as well. Cohen-

Priva (2015) demonstrates that a segment that is usually predictable is likely to be deleted, even 

when it is not predictable given the current context. 

 

The aim of the current study is to fill in two gaps in the previous literature. First, the current 

study aims to investigate the extent to which the effects of the three types of information-

theoretic measures (i.e., frequency, contextual predictability, and informativity) extend to 

Japanese. As Jaeger & Buz (2017) note that “the majority of existing research on phonetic 

reduction coming from English,” a majority of the previous studies have explored the English 

language, and a few of them studied English-related European languages such as Dutch (van 

Son & van Santen 2005; Kuperman et al., 2007) and Spanish (Torreira & Ernestus 2012). To 

the best of our knowledge, only Kaqchikel (Tang & Bennett, 2018) and Mandarin (Tang & 

Shaw 2021) are the non-European languages that have been studied in relation to probabilistic 

reduction effects. Japanese has not yet been studied with regards to probabilistic reduction of 

a meaning-bearing unit, although it was explored in relation to reduction of segmental 

realizations (Sano 2018; Turnbull 2018; Shaw & Kawahara 2019). Japanese does not closely 

relate to the languages cited above, and thus addressing this question provides insights to 

whether these predictability-oriented reductions are limited to a small number of languages or 

whether they are more common phenomena in human languages. Comparing probabilistic 

reduction in Japanese and those in the languages cited above may expand our knowledge about 

the mental computation of speech sounds. 
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Second, the three information-theoretic measures have never been discussed in tandem with 

respect to morphemes. Although Seyfarth (2014) and Sóskuthy & Hay (2017) explored these 

effects alongside each other, their discussions are limited to the production of a word. Although 

the probabilistic reduction of a morpheme has been discussed by Cohen (2014), Rose (2017), 

and Tang & Bennett (2018), they discuss only the unigram probability and/or contextual 

predictability of a morpheme. The effect of informativity on morpheme realizations is still 

unknown. In addition, these three studies discuss a particular set of morphemes. For example, 

Rose (2017) focuses on the plural marker -s in New Zealand English, and Tang & Bennett 

(2018) discuss only aspect markers with regards to morpheme reduction in Kaqchikel. 

Probabilistic reduction of a morpheme has, to our knowledge, never been explored using a full 

set of morphemes. It is worth testing whether a wide range of morphemes are influenced by 

the multiple probabilistic measures that are defined at morpheme levels (i.e., morpheme 

frequency, contextual morpheme predictability, and average morpheme predictability). This 

investigation may provide the evidence that probabilistic reduction is a general behaviour over 

multiple linguistic levels (e.g., segments, morphemes, and words). Japanese provides an 

interesting test case to explore the probabilistic reduction of morphemes in general, because it 

has a rich morphological system. Japanese is usually classified as an agglutinative language, 

which expresses a complex semantic concept using a complex word that is relatively easily 

segmented into separate morphemes, and each morpheme is associated with a particular 

meaning. For example, verbal stems are always concatenated with affixes (e.g., tabe-ru “eat 

(present)” and tabe-ro “eat (imperative)”). Nominal stems are usually concatenated with affixes 

(e.g., nihon-ni “to Japan” and nihon-wa “as for Japan”), although affixes are sometimes 

dropped after nominal stems depending on a variety of factors (see Kurumada & Jaeger 2015). 

In this way, Japanese makes heavy use of morpheme concatenation, and so the linguistic system 

differs from that of English, which is the language that the majority of previous studies explored 

with respect to probabilistic reduction. Japanese is less likely to have a one-to-one 

correspondence between words and morphemes than English. A lexeme in Japanese can occur 

in many different wordforms due to the rich affixation system. Because of this, the current 

study explores the probabilistic reduction of a morpheme rather than the probabilistic reduction 

of a word, on which the typical focus of the previous literature has been. 

 

In sum, the current study addresses the following general research question: 

 

[Research Question] To what extent is the production of a morpheme affected by the 

information-theoretic measures that are defined at morpheme levels (i.e., morpheme frequency, 

contextual morpheme predictability, and average morpheme predictability) in Japanese? 
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The replication of the predictability effects on Japanese morphemes may increase our 

understanding of, more generally, how the cognitive systems of human beings memorize and 

process morphemes in relation to information-theoretic measures. 

 

2. Theoretical predictions 

This section illustrates a theoretical framework that deals with the mental representation and 

cognitive computation of speech sounds. It accounts for why phonetic redundancy in a speech 

signal is affected by frequency, contextual predictability, and average predictability, as reported 

in the previous literature. Likewise, it allows us to deduce a prediction about the effects of 

information-theoretic measures on morpheme duration in Japanese. 

 

On the basis of Exemplar Theory (Pierrehumbert 2001), the current study assumes that a 

speaker may store every token that she has previously perceived in speech as an exemplar with 

fine-detailed information (e.g., phonetic information, syntactic information, and social 

information). For example, if someone encounters a speech token of “penguin,” she may store 

the formant values of the two vowels, the Voice Onset Time duration of the first consonant, the 

voice quality of the speaker, and even a situation where the word is used, as an exemplar. 

Consequently, the linguistic knowledge may be filled with a tremendous amount of perceptual 

episodic memories, and it may develop further in accordance with future speech experience. In 

addition to these episodic memories, Exemplar Theory posits that an abstract category is also 

represented in the mental space. It is hypothesized that the episodic memories sharing similar 

properties may cluster together in the mental space, and form an abstract category. Abstract 

categories refer to generalized levels of mental representation beyond the exemplar memories 

(Drager & Kirtley 2016). For example, if a speaker is exposed to three speech tokens of 

“penguin” and stores three separate exemplars, the abstract category of PENGUIN may be 

formed with a cluster of the exemplars. As with lexical categories, phonological categories 

such as phonemes and syllable structure may be formed, and sociolinguistic categories such as 

gender and social class may also be represented in the mental space. As a result, a large cloud 

of categories associated with exemplars are stored in the mental lexicon. Speech production is 

based on these mental representations; that is, a speaker selects and activates a lexical category 

in accordance with what kind of message she would like to express, and chooses an exemplar 

amongst exemplars associated with the category to form a production target. 

 

Our mental system performs computation on these episodic memories, with the result that a 

mental representation is mapped onto a speech sound. There are mainly two theoretical 

accounts for why the production of a linguistic unit is affected by word frequency and 

contextual predictability (Jaeger & Buz 2017). One account is called a speaker-oriented view. 

This account holds that a speaker can easily retrieve and produce words with higher frequency 
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(Bell et al., 2009; Gahl et al., 2012). This is because exemplars encoding frequent experiences 

potentially have higher activation levels in comparison with those encoding infrequent and 

temporary experiences (Pierrehumbert 2001). Likewise, words with higher contextual 

predictability may also be retrievable with ease. The reason is that exemplars encoding a 

contextually predictable word may be activated by a given context to some extent, as the 

activation of a lexical category raises the activation of relevant categories. A lexical category 

which is associated with more activated exemplars has an advantage in lexical competition. 

Easier access to high frequency words and contextually predictable words results in ease of 

articulation planning, the result of which is that a word is produced with shorter duration. On 

the other hand, low frequency words and unpredictable words take more time to retrieve from 

the lexicon and plan the articulation, and thus the speech is slowed down. Consequently, the 

pronunciations are lengthened.1 

 

The other account is listener-oriented. This view was originally formulated by Lindblom (1990), 

and it has been developed as Message-Oriented Phonology further in detail by Hall et al. (2016; 

2018). According to the listener-oriented accounts, a speaker is hypothesized to take into 

account the perspective of the listener while producing speech sounds (Pate & Goldwater 2015; 

Turnbull 2019). From the listener’s point of view, a speaker may balance a bias minimizing 

articulatory effort and a bias maximizing message transmission accuracy. The message 

transmission of high frequency words and contextually predictable words is potentially 

accurate. This is because a listener can infer the messages carried by these kinds of words, even 

if the listener misses the speech signals. Hence, a speaker can minimize articulatory effort 

without incurring a serious miscommunication. As a result, the duration of a speech signal may 

be shortened, and the formant frequency of a vowel may be centralized. On the other hand, a 

listener cannot easily infer the messages carried by low frequency words and contextually 

unpredictable words. This is why a speaker is required to produce intelligible speech sounds to 

ensure that the message transmission is successful. Increasing the intelligibility of a speech 

signal usually incurs higher phonetic redundancy. A speaker may improve the intelligibility of 

a word by lengthening word duration, thereby facilitating listeners’ word recognition. 

 

It still remains a question which account shows the reality of human mental computation 

(Jaeger & Buz 2017), as their predictions largely overlap. It may be true that both the 

mechanisms work simultaneously in the brain of a speaker. In any case, as long as these 

 
1 Cohen-Priva (2017) speculates that this causal relationship between speech rate and 
predictability may be reversed; that is, a speaker prefers a particular speech rate, in 
accordance with which she selects a word. He demonstrates that fast speakers are likely to 
use words with higher frequency. This observation can be interpreted to mean that a fast 
speaker limits the use of low-frequency words to ensure the fast speech rate. This hypothesis 
lies outside the scope of this study, but will have to be investigated in future research. 
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cognitive computations are common human traits, something similar should be observed in 

relation to Japanese morphemes as well. This is because morphemes are retrieved from the 

lexicon and computed in the mind as with words. The following predictions can be put forward: 

 

[Prediction 1] High frequency morphemes are produced with shorter duration in Japanese as 

with other languages, all else held equal. 

[Prediction 2] Morphemes with higher contextual morpheme predictability are produced with 

shorter duration in Japanese as with other languages, all else held equal. 

 

Seyfarth (2014) demonstrates that the contextual predictability effects may be lexicalized, as 

reviewed in Section 1. He demonstrates that words that usually appear in predictable contexts 

are realized with reduced signals in American English, even when they are not contextually 

predictable. This result can be neatly captured by Exemplar Theory (Sóskuthy & Hay 2017). 

As discussed above, the current study assumes that a speaker stores rich phonetic detail with 

regards to a lexical item, that is, each perceptual input is stored as an exemplar. Because of the 

production ease or the communicative ease, a word with higher contextual predictability may 

be produced with a phonetically reduced signal. Taken together, words that frequently occur in 

predictable contexts are likely to be produced with reduced phonetic signals (e.g., shorter 

duration), with the result that the lexical category is likely to be represented with a larger 

number of exemplars encoding reduced signals. The reverse is true for words that frequently 

appear in unpredictable contexts, i.e., words that frequently occur in unpredictable contexts are 

likely to be produced with fully-articulated phonetic signals (e.g., longer duration), the result 

of which is that the lexical category is likely to be associated with many exemplars encoding 

fully-articulated signals. That is, local predictability effects are hypothesized to accumulate in 

the mental lexicon. It can be expected that the accumulation of past usage should take place in 

relation to morphemes in Japanese as with words in English, because the two language units 

are both stored in the mental lexicon: 

 

[Prediction 3] Morphemes with higher average morpheme predictability are produced with 

shorter duration in Japanese as with English, all else held equal. 

 

These predictions will be tested using a speech corpus, as explained in what follows. These 

hypotheses have been formed and developed mainly by observing probabilistic reduction in 

English and its related languages. Testing these predictions with regards to morphemes in 

Japanese allows us to develop our knowledge in relation to the mental representations and 

computations. 
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3. Methodology 

This section describes what kind of data the current paper explores, and how relevant 

information was measured on the basis of the data. Then, we will explain the data structure of 

the response variable (i.e., morpheme duration), the key variables (i.e., the three types of 

information-theoretic measures), and some control variables that are known to influence word 

duration in other languages. 

 

3.1 CSJ corpus and overall data 

The source of data is a speech corpus called Corpus of Spontaneous Japanese (CSJ), which is 

the largest corpus with annotated files in relation to Japanese speech (Maekawa 2004; see also 

https://pj.ninjal.ac.jp/corpus_center/csj/en/data-index.html). This corpus includes recordings 

of speech by 1,417 Japanese speakers, which are more than 661 hours long in total. Some of 

the recordings are fully annotated using TextGrid files and XML files, and this sub-corpus is 

called CSJ-Core. These files include a variety of information such as phonological information, 

syntactic information, and sociolinguistic information. 90% of CSJ-Core consists of academic 

presentation speech and simulated public speech, which will be analysed in what follows. 

Academic presentation speech files are recordings of conference presentations. The conference 

themes are various, including humanities, social sciences, and natural sciences. Simulated 

public speech files are recordings of casual presentations. The speakers talk about their happy 

memories, sad memories, and living places in front of three or four people. That is, simulated 

public speech is supposed to be closer to daily speech than that of academic presentation speech. 

 

Using scripts in R (R Core Team 2020) and Praat (Boersma & Weenink 2019), the XML files 

and the TextGrid files were converted into a csv file. This leads to a dataset with approximately 

450 thousand short-unit word (SUW) tokens in speech. SUW is defined as the smallest 

meaningful unit in Japanese (Ogura 2006: 134-135). For example, a compound like nihon-go 

“Japanese” is analysed to consist of two SUWs nihon “Japan” and go “language,” and a verbal 

form such as age-ta “gave” is analysed to have two SUWs age “give” and ta “PAST.” These 

units are called morphemes in the current study to the extent that they are defined as minimally 

meaningful units. The current study explores the duration of SUWs and calculates the 

information-theoretic variables on the basis of these units. This is because our interest lies in 

the duration of morphemes and the information-theoretic variables that are defined at 

morpheme levels, and it is also because the TextGrid files are built based on SUWs, which 

allow us to retrieve phonological and phonetic information such as prosodic boundaries and 

speech rate. Through the conversion into a csv file, each morpheme observation was measured 

on the same set of variables, which represent its speaker information, phonological information, 

and syntactic information. This initial file included some number of rows with missing values 

(NAs). For example, some personal information, which may identify the speaker, is concealed 
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in CSJ, and thus those morphemes are made inaudible in the sound files, and they are specified 

with missing values in both the XML files and the TextGrid files. These rows with NAs were 

omitted from the dataset. In addition, tokens were excluded if they include or are adjacent to 

disfluencies and noises. The exclusion of disfluent sequences is widely employed in previous 

studies (Bell et al., 2009). There were 328,178 tokens remaining until this point. As stated in 

Section 3.3, the three types of probabilistic measures (i.e., frequency, contextual predictability, 

and average predictability) are calculated on the basis of these 328,178 morpheme tokens. 

 

The current study focuses on content morphemes. This is because the key previous studies 

(Seyfarth 2014; Soskuthy & Hay 2017; Tang & Shaw 2021) also explore major syntactic 

categories (i.e., nouns, adjectives, adverbs, verbs) in English, and limiting our discussion to the 

corresponding syntactic categories (i.e., nouns, adjectives, adjectival nouns, adverbs, verbs) in 

Japanese allows us to compare our finding with the previous findings straightforwardly. It has 

been demonstrated that function words are influenced by information-theoretic measures in a 

different fashion from content words (Bell et al, 2009; Tang & Bennett, 2018; Barth 2019).  

The following analyses only include morphemes that are classified into adjectival nouns (e.g., 

suki “like” and kantan “easy”), adjectives (e.g., komakai “small” and takai “high”), adverbs 

(e.g., totemo “very” and mata “again”), nouns (e.g., oto “sound” and toki “time”), and verbs 

(e.g., kangae “consider” and sasae “support”). We removed function morphemes (auxiliary 

verbs, particles, and pronouns), and some morphemes classified into minor syntactic categories 

such as exclamations, derivational affixes, numerals, and symbols. There were 142,066 tokens 

remaining at this point. 

 

Data cleaning was performed further in accordance with previous studies. First, an observation 

was excluded, if the speech rate of the utterance (explained in Section 3.4) was more than 2.5 

SD away from the mean of the speaker (after Seyfarth 2014). This reduced the number of 

tokens to 139,437. Second, the dataset was filtered to include only morpheme forms that 

occurred at least 5 times in the CSJ-Core. This omission may help a statistical model to deal 

with a singular fit with by-morpheme random slopes. This reduced the number of tokens to 

125,852. Next, speech tokens that solely constitute an utterance were removed. This reduced 

the number of tokens to 125,146. Finally, the periphery 1% of data points were removed with 

regards to the morpheme duration, see Section 3.2 for morpheme duration. In particular, the 

longest 0.5% and the shortest 0.5% were removed. This allows a statistical model not to over-

represent outlier values (Cohen-Priva 2015). 

 

Consequently, 123,895 morpheme tokens remained in our dataset, which include 177 speaker 

types and 3,093 types of morpheme forms. The following statistical analyses are based on this 

data set. 
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3.2 Response variable: morpheme duration 

As our interest lies in the relationship between morpheme duration and information-theoretic 

measures, the response variable in the statistical analyses is word duration. Figure 1 shows the 

distribution of raw duration. The vertical broken line indicates the mean value. The mean 

duration is 0.26 seconds, and the standard deviation is 0.12. 

 

 

Figure 1. Histogram of raw duration of content morpheme 

 

Following previous literature (Bell et al., 2009; Seyfarth 2014), the raw duration was log-

transformed, and the log-transformed value will be discussed in what follows. The mean value 

is -1.47, and the standard deviation is 0.54. The current study employs a base-e logarithm, 

which is the default in R (R Core Team, 2020). Note that this numeric response variable is not 

z-scored, while the numeric predictors that will be explained below are all z-scored. This is 

because it makes the statistical model more interpretable as discussed below. This duration 

variable is mentioned as logDur. The density plot will be provided in Appendix A. 

 

3.3 Key variables: frequency, contextual predictability, and average predictability 

The current paper aims to study the relationship between the morpheme duration and the three 

types of information-theoretic measures (i.e., morpheme frequency, contextual morpheme 

predictability, and average morpheme predictability). In what follows, we will explain how 

these key variables were measured. 

 

Our dataset includes information in relation to both a morpheme form and a lemma. For 

example, a morpheme meaning “do” in Japanese can be realized as shi and su depending on 

the following particle. That is, this lexeme can be realized as two morpheme forms or 

allomorphs, as a lexeme play appears as play or plays depending on the preceding subject. 
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Apparently, previous studies count word forms rather than lexemes, e.g., year and years are 

counted independently (see Sóskuthy & Hay 2017: 4.1). As the current study aims to extend 

the previous findings to Japanese, we decided to count morpheme forms rather than lemmas in 

order to calculate the probabilistic measures. This is because the employment of the same 

method as those previous studies allows us to make a clear comparison to the current study. In 

addition, counting frequency based on a morpheme form seems to make more sense from the 

perspective of the exemplar-based accounts. As an exemplar encodes detailed experience in 

speech, exemplars should encode speech signals that correspond with morpheme forms rather 

than abstract units; that is, lexemes or lemmas. Hence, our speech signal formation may depend 

on morpheme forms rather than lemmas. 

 

Morpheme forms were defined based on parts of speech and orthographic transcriptions with 

kanji (Chinese logograph) and kana (Japanese syllabary). Japanese has a large number of 

homophones such as seisan “production” vs. seisan “brutal” vs. seisan “hydrocyanic acid.” 

Using parts of speech and orthographic transcriptions reduces the likelihood that two or more 

homophones are counted as the same morpheme form. On the basis of this counting, frequency, 

contextual predictability, and average predictability were calculated. Note that the calculation 

was performed on the 328,178 tokens (see Section 3.1), which exclude disfluency tokens and 

those with missing values (NAs). This means that the information-theoretic variables were 

measured while taking into consideration not only content morphemes but also function 

morphemes and bound morphemes. This is because our interest lies in the morpheme-based 

predictability effects in general. 

 

A. Frequency 

Following Cohen-Priva (2015), the current study employs the number of bits of information 

rather than raw frequency. The procedure of the calculation is as follows. First, we counted the 

number of morpheme form appearances in the corpus (1a). Then, it was transformed into 

probability by comparing each morpheme’s frequency with the frequency of all morphemes in 

the corpus (1b). Finally, it was transformed into information content (IC) by taking negative 

log base 2 (1c). The reason for exploring IC is that it has been widely employed in the literature 

about the amount of information (Shannon 1948; Hume & Mailhot 2013). The current paper 

transforms all the probabilistic measures into IC, which allows us to compare their effects on 

morpheme duration in a statistical model. 

 

(1a) 𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦 = 𝑁(𝑀 ) 

(1b) 𝑝𝑟𝑜𝑏𝑎𝑏𝑖𝑙𝑖𝑡𝑦 = 𝑁(𝑀 )/ ∑ 𝑁(𝑀 ) 

(1c) 𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦𝐼𝐶 = −𝑙𝑜𝑔 (𝑝(𝑀 )) 
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The IC value of morpheme probability (1c) will be used as a variable expressing morpheme 

frequency in the following statistical analyses. Note that the raw probability and the IC value 

negatively correlate; that is, morphemes with lower frequency have higher IC, and vice versa. 

The mean value is 9.48 bits, the median is 9.62 bits, and the standard deviation is 2.78. The z-

scored values will be fitted into statistical models, which will be called freqIC in what follows. 

The distributions of the z-scored values are provided in Appendix A. 

 

B. Contextual predictability 

In previous studies (Jurafsky et al., 2001; Bell et al., 2003), the contextual predictability of a 

word is usually defined as the probability of word occurrence given adjacent words, i.e., 

p(wordx|wordx-1) and p(wordx|wordx+1). For example, the conditional probability 

p(wordx|wordx-1) can be calculated by dividing the probability of the word and the preceding 

word being used together p(wordx-1 ∩ wordx) by the unconditional probability of the preceding 

word p(wordx-1). Based on orthographies and parts of speech, we calculated the conditional 

predictability of a morpheme given a preceding morpheme and that given a following 

morpheme. As noted above, contextual morphemes can be not only content morphemes but 

also function morphemes and bound morphemes, even if the current study only explores the 

duration of content morphemes. For example, the backward contextual predictability can be 

not only the predictability of a content morpheme given a following content morpheme but 

also that given a following function morpheme and that given a following bound morpheme. 

This is because our interest is in the morpheme-based predictability effects in general. 

 

As with frequency, contextual predictability was also transformed into IC. IC is calculated by 

taking negative log base two of raw contextual predictability. The formulas are given with 

regards to forward contextual IC and backward contextual IC in (2a) and (2b). For example, if 

the contextual predictability of a particular morpheme is 1/4, then the IC value is 2 bits (i.e., -

log2(0.25)). Likewise, if the contextual predictability of a morpheme is 1/2, then the IC value 

is 1 bit (i.e., -log2(0.5)). In this way, IC correlates negatively with raw probability. 

 

(2a) 𝑓𝑜𝑟𝑤𝑎𝑟𝑑𝐼𝐶(𝑀 |𝑀 ) = −𝑙𝑜𝑔 𝑝(𝑀 |𝑀 ) = −𝑙𝑜𝑔 (𝑝(𝑀 ∩ 𝑀 )/𝑝(𝑀 )) 

(2b) 𝑏𝑎𝑐𝑘𝑤𝑎𝑟𝑑𝐼𝐶(𝑀 |𝑀 ) = −𝑙𝑜𝑔 (𝑝(𝑀 |𝑀 )) = −𝑙𝑜𝑔 (𝑝(𝑀 ∩ 𝑀 )/ 𝑝(𝑀 )) 

 

The mean value of forward IC is 6.86 bits, the median is 6.85 bits, and the standard deviation 

is 3.72; the mean value of backward IC is 6.58 bits, the median is 6.39 bits, and the standard 

deviation is 3.48. As with other numeric variables, forward IC and backward IC are both z-

scored, and they are called forIC and bacIC in the following statistical analyses. Z-scoring 

allows us to make the slopes of multiple predictors in the statistical analyses more comparable 

(Winter 2020: 108). Their density plots are shown in Appendix A.  
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One technical issue is that contextual predictability is highly collinear with frequency and 

average predictability (Cohen-Priva 2015; Cohen-Priva & Jaeger 2018). This is because a 

morpheme with higher contextual predictability is likely to have higher frequency and higher 

average predictability. Fitting two or more variables with higher collinearity in one 

simultaneous analysis is known to pose a problem in relation to interpretation. This problem 

will be addressed in Section 4. 

 

C. Average predictability 

The average predictability of a word can be measured via a concept called informativity 

(Seyfarth, 2014; Cohen-Priva, 2015). Informativity represents an expected value of IC of a 

word across the whole set of the contexts where the word may appear. The formula is given in 

(3a) and (3b) with regards to informativity given a preceding morpheme and that given a 

following morpheme. For example, imagine that the word penguin appears only after the word 

cute and the word small, and the contextual predictability of penguin given the preceding word 

is 1/4 (e.g., 20 of 80 tokens of cute precede penguin) and 1/8 (e.g., 10 of 80 tokens of small 

precede penguin) respectively. There are 30 tokens of penguin, 20 of which appeared after cute 

and 10 of which appeared after small. In this case, the IC value of “penguin” given the 

preceding word “cute” is 2 bits (i.e., -log2 (1/4)) and that given “small” is 3 bits (i.e., -log2 

(1/8)), and the informativity of “penguin” is 2.333 (i.e., 2/3*-log2 (1/4) + 1/3*-log2 (1/8)). On 

the basis of orthographies and parts of speech, the informativity of a morpheme given a 

preceding morpheme and that given a following morpheme were calculated. Recall that the 

information-theoretic variables are calculated while taking into consideration not only content 

morphemes but also function morphemes and bound morphemes as a context. 

 

(3a) 𝑓𝑜𝑟𝑤𝑎𝑟𝑑 𝑖𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑣𝑖𝑡𝑦(𝑀 |𝑀 ) = ∑ 𝑝(𝑀 |𝑀 ) ∗ 𝐼𝐶(𝑀 |𝑀 ) 

(3b) 𝑏𝑎𝑐𝑘𝑤𝑎𝑟𝑑 𝑖𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑣𝑖𝑡𝑦(𝑀 |𝑀 ) = ∑ 𝑝(𝑀 |𝑀 ) ∗ 𝐼𝐶(𝑀 |𝑀 ) 

 

As informativity is a weighted mean value of information content, the average predictability 

and the informativity negatively correlate, that is, morphemes with lower average predictability 

have higher informativity, and vice versa. the mean value of forward informativity is 6.82 bits, 

the median is 6.89 bits, and the standard deviation is 2.72; the mean value of backward 

informativity is 6.65 bits, the median is 6.63 bits, and the standard deviation is 2.56. Forward 

informativity and backward informativity are both z-scored along with the other numeric 

predictors, and they are called forInf and bacInf in the following statistical analyses. The 

distributions are provided as density plots in Appendix A. 

 

Once again, average predictability is highly collinear with contextual predictability and 
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frequency (Cohen-Priva 2015; Cohen-Priva & Jaeger 2018). That is, a morpheme with higher 

average predictability is likely to have higher frequency and higher contextual predictability. 

This may lead to a problem in the interpretation of a statistical model. This technical issue will 

be addressed in Section 4. 

 

3.4 Control variables 

Word duration is known to be affected by a variety of factors such as repetition, speech rate, 

speech register, prosodic breaks, syntactic categories, word length, and inherent phonetic 

duration. As these variables may also influence morpheme duration, they need to be fitted as 

control variables into a statistical model along with the variables of interest. This allows us to 

examine whether the key variables reach significance independently from these well-known 

factors. 

 

First, repetition is a well-known factor (Fowler & Housum 1987). It is known that a word is 

produced with shorter duration if it is already mentioned in the speech. Following Sóskuthy & 

Hay (2017), it was coded whether the morpheme form was produced in the preceding 20 

seconds. This binary variable is called repetition in the following analyses. 35% of morphemes 

(43,684 observations) were coded as yes in our data set. 

 

It is apparent that the duration of a linguistic unit is affected by utterance speed, and it is likely 

to be shorter in fast speech. To address this, we first counted the number of morae within an 

utterance and the duration of the utterance. Then filler tokens such as ē “well” and disfluent 

pronunciation were excluded from the measurement. Speech rate was calculated by dividing 

the number of morae by the duration. This numeric variable is called speechRate. The overall 

mean is about 9.24 morae per second. As with the other numeric variables, it is z-scored when 

fitted into a statistical model, and thus their means are 0 and standard deviations are 1 as fitted 

predictors. 

 

Our dataset includes two types of speech: academic presentation and simulated public speech 

(see also Section 3.1). The type of speech may also influence the duration of a morpheme. 

According to the CSJ manual (Maekawa 2006), simulated public speech is more casual and 

relaxed. It is probable that words produced in simulated public speech may be produced with 

shorter duration, as speech sounds are more likely to be reduced in casual speech. This binary 

variable is called speech in the following analyses. 55.6% of content morphemes (68,947 

observations) were coded as academic. 

 

Boundary lengthening is a well-known effect (see Turk 2012). A linguistic unit is likely to be 

realized with longer duration around prosodic boundaries. This boundary lengthening effect is 
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known to be stronger in final position than in initial position. As for prosodic breaks, the current 

study takes intonational phrase (IP) into consideration. Note that IP is a domain of downstep 

caused by a lexical accent (Pierrehumbert & Beckman, 1988). precIP is a variable that 

represents whether a morpheme immediately follows an IP boundary, and folIP is a variable 

that indicates whether a morpheme immediately precedes an IP boundary. These variables are 

binary, coded as yes vs. no. 14.2% of the observations (17,667 tokens) were coded yes with 

regards to precIP, and 6.2% of the observations (7,650 tokens) were coded yes with respect to 

folIP. The reason why there are a small number of observations in prosodic boundaries may be 

because the current study excluded tokens classified as function morphemes and those that are 

adjacent to disfluencies. In addition, some tokens were not regarded as adjacent to prosodic 

boundaries due to misalignments caused by small pauses and erroneous annotations. 

 

Parts of speech are also known to affect word duration, and they are included as control 

variables in previous studies (Bell et al., 2009; Seyfarth 2014). As noted in 3.1, our dataset 

includes nouns, adjectival nouns, adjectives, adverbs, and verbs. Hence, POS is a five-level 

factor. There are 45,745 tokens classified as 4,987 tokens as adjectivalNoun, 4,492 tokens as 

adjective, 7,189 tokens as adverb, 62,579 tokens as noun, and 44,648 tokens as verb. 

 

The phonological length of a morpheme was measured as the number of segments and morae 

within a morpheme. They are called NofSeg and NofMora. The means are 4.69 segments and 

2.6 morae. As with other numeric variables, they are z-scored when fitted into a statistical 

model. 

 

Recent work on probabilistic reduction fits baseline duration as a control variable. Fitting 

baseline duration along with information-theoretic measures allows us to investigate whether 

the probability measures influence word duration, relative to the estimates of word duration 

derived from inherent duration that segments within the word have (Bell et al., 2009; Gahl et 

al., 2012; Tang & Bennett 2018). Although there are several ways to estimate baseline duration 

for a word given the building-block segments (see Seyfarth 2014: 2.3), the current study 

employs the method used in Bell et al. (2009). In particular, we calculate the mean duration of 

a segment type using CSJ-Core, and sum together the average segment durations for each 

segment in the morpheme’s phonemic transcription. That is, the baseline duration of a 

morpheme was generated by multiplying the number of each segment in the morpheme by the 

mean duration of the segment and summing them together. The summed duration was log-

transformed as with the response variable. This variable is called baselineDuration. The 

average segment durations were estimated based on approximately 1.2 million tokens 

excluding infrequent segments (e.g., Fy (palatalized bilabial fricatives), dy (palatalized coronal 

voiced plosives), and other 6 types of segments) and irregular annotations such as those with 
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unidentified boundaries between consonants and vowels. They were retrieved from the 

TextGrid files using a Praat script. A closure phase and a release phase are annotated separately 

with regards to plosives and affricated /z/ in the TextGrid files of CSJ-Core, and they were 

systematically unified into a segment in our analyses. This variable was also z-scored when 

statistically analysed in what follows. 

 

4. Statistical analysis 

Linear mixed-effects models were fit to our dataset, using the lmer function in the lme4 library 

(Bates et al., 2015) implemented in R (R Core Team, 2020). The default calculations reached 

the maximum number of iterations without convergence. This may be because the size of the 

data is very large, and there are a number of variables fitted alongside each other. Hence, we 

specified an optimx package optimizer (Nash 2014) in the models, which enable complex 

models to converge better. The models reported below successfully converged without any 

error message. 

 

Following Barr et al. (2013), a hypothesis-driven full model is primarily reported in what 

follows; that is, model selection was not performed. This is because a parsimonious model 

chosen through model comparison may lead to a high rate of false positives, especially when 

some of the predictors are collinear under examination (Harrell 2015: 67-72). In addition, the 

elimination of hypothetically motivated factors may underestimate the effects (Pandey & 

Elliott 2011). The full model includes the full set of predictors (i.e., key variables and control 

variables), which are expected to influence morpheme duration as discussed in the preceding 

sections, along with maximal random effects structure for the variables of interest, namely by-

speaker and by-morpheme random intercepts as well as by-speaker random slopes for the five 

key variables and by-morpheme random slopes for the variables that represent contextual 

predictability (i.e., forIC and bacIC). Note that by-morpheme random slopes for the other three 

key variables (i.e., freqIC, forInf, and bacInf) do not make sense, because these variables are 

morpheme-specific characteristics and remain constant with regards to a morpheme. Hence, 

they are not explored. The theoretically motivated model is reported below, and the p-values 

were calculated via the ANOVA comparison, that is, by comparing the full model and the 

smaller model that lacks a particular predictor. 

 

As discussed in Section 3.3, it is known that frequency, contextual predictability, and average 

predictability are highly collinear with each other. This correlation also takes place with regards 

to our dataset (see Figure 2). Note that the correlation matrix includes not only the five key 

variables but also the response variable (logDur), of which the correlation with the key 

variables will be carefully discussed in the end of this section. A similar relationship can be 

found in Table A.3 in Seyfarth (2014), which shows that the correlation between frequency and 
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forward informativity is very strong (|R|=0.86). It is also a fact that there is a strong correlation 

in our dataset amongst the phonological length variables (NofSeg and NofMora) and the 

variable estimating phonetic inherent duration (baselineDuration), as discussed below. 

According to Friedman & Wall (2005) and Wurm & Fisicaro (2014), collinearity itself is not 

necessarily problematic from the perspective of statistical computation, as long as the currently 

available advanced information technology is employed. In fact, there is no convergence error 

in the statistical models reported in what follows, which fit together two or more variables that 

correlate strongly together. The VIF values were also checked to make sure that the 

multicollinearity is tolerable in the full model. It turns out that the values of the numeric 

variables and the binary variables are all below 5.0, which suggest that the model is not 

unnecessarily complex (Tomaschek et al., 2018).  

 

 
Figure 2. Correlation matrix amongst key variables and response variable (Pearson 

correlation coefficient) 

 

Even if the full model successfully converges despite the collinearity amongst the predictors, 

it is apparent that fitting two or more variables with higher collinearity in one simultaneous 

analysis poses a problem in the interpretation of a statistical model. Following the discussion 

of Wurm and Fisicaro (2014) and the suggestion during a review procedure, the current study 

chose to simply fit together the predictors that correlate to some extent, rather than performing 

residualization of one of the correlated variables. This is because residualization leads to a 

situation where unresidualized variables may explain more variance than they are supposed to, 

i.e., they may be assigned variance that is attributed to residualized variables. Consequently, 

the effects of the non-residualized predictor may be distorted (see Wurm & Fisicaro 2014). We 

will rather handle the problem in the interpretation of a statistical model with collinearity by 

performing multiple statistical tests such as Pearson’s correlation tests and follow-up linear 

mixed-effects analyses, as employed by Seyfarth (2014), Sóskuthy & Hay (2017), and Johnson 



17 

 

(2019). The details will be provided after the explanation of the full model. 

 

The summary of the full model is shown in Table 1, and the structure of the model is given in 

Appendix B. The marginal R2 value is 0.708, and the conditional R2 value is 0.763. These were 

calculated using the r.squaredGLMM function in the MuMIn library (Barton, 2020). This 

means that approximately 71% of the variance in the response variable is captured by the model 

without random factors, and about 76% of the variance is explained by the model with the 

random structure. The reason why it has a very high R squared value may be due to the fact 

that we fit as many potential predictors as possible, with the result that much variance in the 

outcome variable is well-explained by this model. It seems that the two variables (speechRate 

and baselineDuration) especially contribute to the substantiality of the model. Note that the 

reference levels of the factorial predictors are repetition no, speech academic, precIP no, folIP 

no, and POS adjectivalNoun. 

  
Estimate Std. Error t value p-value  

(Intercept) -1.42346 0.009751 -145.988   

freqIC 0.01615 0.003782 4.27 2.591e-05 *** 

forIC 0.007955 0.001426 5.579 3.089e-16 *** 

bacIC 0.021772 0.001864 11.68 < 2.2e-16 *** 

forInf -0.00399 0.002931 -1.362 0.1743  

bacInf -0.008 0.002572 -3.111 0.00197 ** 

repetition yes -0.00877 0.001462 -6.001 1.988e-09 *** 

speechRate -0.11834 0.000797 -148.343 < 2.2e-16 *** 

speech simulated 0.002032 0.005315 0.382 0.7121  

precIP yes 0.052932 0.001906 27.777 < 2.2e-16 *** 

folIP yes 0.089983 0.002889 31.144 < 2.2e-16 *** 

NofSeg -0.00351 0.003768 -0.932 0.159  

NofMora 0.121113 0.003349 36.166 < 2.2e-16 *** 

baselineDuration 0.227789 0.004447 51.218 < 2.2e-16 *** 

POS adjective 0.043232 0.011266 3.837 

< 2.2e-16 *** 
POS adverb 0.023905 0.010102 2.366 

POS noun 0.020104 0.008103 2.481 

POS verb -0.01663 0.00864 -1.925 

Table 1. Model summary of hypothetically motivated full model 

 

First, we would like to explore this summary table. As for key variables, it was found that 

frequency IC, forward IC, and backward IC were found to positively influence the duration of 

a morpheme, e.g., a morpheme with higher frequency IC (i.e., a morpheme with lower 
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frequency) is produced with longer duration, and a morpheme with higher forward IC (i.e., a 

morpheme with lower contextual predictability given a preceding morpheme) is produced with 

longer duration. Back-transforming to raw scale using the exp() function in R (R Core Team, 

2020) suggests that the estimated change in morpheme duration is about 3.9 milliseconds when 

accompanied by one standard deviation change in frequency IC; it is about 1.9 milliseconds 

when accompanied by one standard deviation change in forward IC; and it is about 5.3 

milliseconds when accompanied by one standard deviation change in backward IC. On the 

other hand, it was found that forward informativity has no significant effect on morpheme 

duration, and backward informativity negatively influences morpheme duration. As noted 

above, these effects have to be carefully interpreted, as there is strong collinearity amongst 

these key predictors. This issue will be addressed further in detail below. 

 

The following six control factors were found to influence morpheme duration in an expected 

manner: a morpheme that was previously mentioned in speech (repetition) is produced with 

shorter duration; a morpheme is produced with shorter duration in fast speech (speechRate); 

the duration of a morpheme is lengthened before or after prosodic boundaries (precIP and 

folIP); a morpheme with longer moraic length (NofMora) has longer duration; a morpheme 

with longer inherent segmental duration (baselineDuration) is produced with longer duration. 

As for segmental length (NofSeg), the effect on morpheme duration seems non-significant. This 

may not necessarily mean that morpheme duration is not a function of segmental length. As 

this variable is highly correlated with NofMora (r=0.87) and baselineDuration (r=0.91), there 

may be no longer further variance in the outcome variable that NofSeg can explain (see 

Friedman & Wall 2005; Tomaschek et al., 2018). If a simple regression model is fit between 

logDur and NofSeg, the coefficient slope is surely positive (β = 0.40931, SE = 0.00104, t = 

393.5, p < 2e-16). Unexpectedly, speech has no effect on morpheme duration; that is, 

morpheme duration does not vary between academic speech or simulated public speech. This 

may suggest that speakers produce speech sounds as carefully in simulated public speech as in 

academic presentation. This may not be surprising as they talked about their memories and 

living places in front of audiences that they do not know well. It may be worth comparing these 

two speech styles by studying other types of reduction (e.g., segment deletion and formant 

centralization) in future study. As a reviewer pointed out, the null effect may also be due to the 

inclusion of by-speaker random intercepts, since each speaker is fitted into a statistical model 

with one of the two speech styles. As for parts of speech (POS), it was found that adjectives 

are produced with the longest duration, while verbs are produced with the shortest duration. It 

seems that morpheme duration is a function of parts of speech, much like word duration in 

English. 

 

Now, let us carefully inspect the effects of the key variables. Tomascheck et al. (2018) note that 
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the effects of predictors tend to be “counterintuitive and uninterpretable” when there is strong 

correlation amongst the predictors. As Friedman & Wall (2005) demonstrate, this 

uninterpretability is likely to influence a predictor that is less strongly correlated with the 

response variable as compared with another predictor, when the two predictors are in 

correlation with each other. The regression coefficient may be flipped or distorted to non-

significance status. These two collinearity effects are respectively called “enhancement” and 

“suppression,” see Friedman & Wall (2005: Section 3). The five information-theoretic 

variables have some correlations between them (see Figure 2), and therefore the coefficients 

may suffer from enhancement or suppression, caused by the correlating variables. Hence, we 

have to carefully interpret the model summary, and thus performed follow-up inspections. 

Following the previous studies (Seyfarth 2014; Sóskuthy & Hay 2017; Johnson 2019), we 

performed two types of follow-up analyses. First, we checked the zero-order correlation for the 

five key variables with the response variable, as shown in Figure 2. As the rightmost column 

indicates, the five key variables have concordant associations with the response variable. These 

relationships are in line with the coefficients of frequency IC, forward IC, and backward IC in 

the full model, but indicate discrepancies with the coefficients of forward informativity and 

backward informativity in the regression model. That is, forward informativity and backward 

informativity positively correlate with morpheme duration, but the statistical model indicates 

negative estimates (see Table 1). These discrepancies suggest that the model estimates of the 

two informativity variables may be distorted by collinear variables. Needless to say, the 

positive correlations of the five key variables with the outcome variable are supported by 

simple regression analyses (see Appendix C). Second, in order to inspect the true coefficients 

of the five key variables, we refitted the regression model, excluding collinear predictors. 

Following Sóskuthy & Hay (2017), the threshold was set at |R| > 0.5. Once again, the three key 

predictors (i.e., frequency IC, forward IC, and backward IC) did not show any substantial 

changes, and they positively influence morpheme duration: frequency IC (β = 0.116, SE = 0.007, 

t = 15.72, p < 2.2e-16), forward IC (β = 0.007, SE = 0.001, t = 4.498, p < 1.745e-05), backward 

IC (β = 0.02, SE = 0.001, t = 11.591, p < 2.2e-16). Note that frequency IC largely increased the 

magnitude of the estimate, while the estimates of forward IC and backward IC in the refit 

models did not largely differ from those in the full model. This may be because frequency IC 

correlates with a variety of variables (see Figure 2). In fact, a similar demonstration is made by 

Cohen-Priva & Jaeger (2018), which show that the variance that informativity potentially 

explains is attributed to other information-theoretic factors when informativity is not properly 

fitted into a model. On the other hand, the two informativity predictors flipped their signs in 

the refit models. With collinear predictors excluded, the effect for forward informativity 

changed direction and reached significance (β = 0.078, SE = 0.006, t = 12.58, p < 2.2e-16) as 

well as backward informativity (β = 0.018, SE = 0.002, t = 6.504, p = 1.434e-10). That is, the 

refit models suggest that these two informativity variables positively influence morpheme 
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duration as with the other information-theoretic variables. These findings could be interpreted 

to mean that the negative effects of the two informativity variables on morpheme duration in 

the full model are simply artifacts of collinearity, i.e., forward informativity and backward 

informativity undergo suppression and enhancement respectively in the full model with highly 

collinear variables. The positive estimates obtained through the follow-up analyses may better 

reflect the real effects of informativity on morpheme duration. 

 

5. Discussion 

Our results suggest that the duration of a morpheme in Japanese is influenced by a variety of 

information-theoretic measures, as have been reported in relation to other languages. 

Simultaneously, it was also uncovered that the effects observed in Japanese are not always 

identical to those observed in English and other languages. These findings will be discussed in 

the following sections. 

 

5.1 Frequency effect 

As reviewed in Section 1, frequency effects are the most well-known effects in probabilistic 

reduction. It has been demonstrated that content words with higher word frequency are 

produced with shorter duration (Jurafsky et al., 2001; Gahl 2008; Bell et al., 2009), and 

segments with higher segment frequency are produced with shorter duration and are likely to 

be deleted (Cohen-Priva 2015). As shown in the preceding section, the current study 

demonstrates that content morphemes with higher morpheme frequency (i.e., lower frequency 

IC) are produced with shorter duration in Japanese. This provides evidence that the production 

of speech sounds is influenced by frequency-based variables that are defined at multiple 

linguistic levels (i.e., word, morpheme, and segment). 

 

According to the hypothesis-driven full model, the estimated change in morpheme duration is 

about 3.9 milliseconds when accompanied by one standard deviation change in frequency IC. 

The current study z-scored all the numeric predictors, which allows us to compare the 

magnitudes of the effects of multiple predictors in a straightforward manner (Winter 2020: 108). 

Frequency IC is the second most crucial amongst the five key variables next to backward IC in 

the full model. According to the refit models, excluding all the collinear variables, frequency 

IC is the most crucial factor. It results in about 33 milliseconds lengthening by one standard 

deviation increment. This finding is different from those about English (Seyfarth 2014; 

Sóskuthy and Hay 2017) and Mandarin (Tang & Shaw 2021). These previous studies show that 

frequency plays a role as a suppressor variable when fitted into a model with informativity. 

Seyfarth (2014) pointed out that informativity has concordant association with word duration 

more strongly (|R|=0.58) than frequency does (|R|=0.28), and consequently frequency becomes 

a suppressor variable in a regression model. On the other hand, our studies suggest that 
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frequency is more crucially associated with reduction effects (|R|=0.62) as compared with 

forward informativity (|R|=0.58) and backward informativity (|R|=0.53), see Figure 2. This may 

be why informativity-based predictors become suppressor variables in the full model (Table 1). 

The relationship between frequency and informativity will be discussed in more detail in 

Section 5.3. 

 

The frequency effects can be captured by both speaker-oriented accounts and listener-oriented 

accounts, as discussed in Section 2. From the perspectives of speakers, high-frequency 

morphemes are represented by a large number of exemplars in the mental lexicon. As a result, 

speakers can access the mental representations with ease, and thus they can plan the articulation 

quickly. From the perspectives of listeners, the occurrence of high-frequency morphemes is 

inferable in general, and they do not contribute to successful message transmission so much. 

Accordingly, speakers can reduce their efforts in articulation and maximize the efficiency of 

message transmission while maintaining sufficient message transmission accuracy. 

 

5.2 Contextual predictability effect 

The current study shows that content morpheme duration in Japanese is influenced by both 

forward contextual morpheme predictability and backward contextual morpheme predictability. 

It is statistically demonstrated that a morpheme is produced with longer duration when it is not 

predictable given a preceding morpheme (i.e., it has higher forward IC) and when it is not 

predictable given a following morpheme (i.e., it has higher backward IC). These results are 

also in line with previous studies with regards to content words, as reviewed in Section 1. Tang 

& Shaw (2021) demonstrate that content words in Mandarin are influenced by both forward 

and backward predictability. Although Bell et al. (2009) show that content words in English 

are affected only by backward predictability, Seyfarth (2014) and Sóskuthy & Hay (2017) 

actually demonstrate that they are affected by both forward and backward predictability. These 

conflicting results might be attributed to the size of data. Bell et al. (2009) did not fit random 

factors in a model, and thus they sampled only one word from an intonational phrase in order 

to ensure the assumption of independency. On the other hand, Seyfarth (2014) and Sóskuthy & 

Hay (2017) fitted random factors in a model, which allow them to sample a larger number of 

observations. The size of their data sets is comparable to the one in this study (see Footnote 2). 

It is probable that forward predictability could not achieve significance due to the smaller size 

of data set in Bell et al. (2009). It may be the case that forward predictability effects exist in 

English, even if they are less robust as compared with backward predictability effects. In 

addition, our results are compatible with the previous findings about the effects of segment 

predictability and syllable predictability. Cohen-Priva (2015) shows that contextual segment 

predictability is associated with reduction effects on inter-vocalic segments, and Aylett & Turk 

(2004) demonstrate that contextual syllable predictability is associated with reduction effects 
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on syllables. As reviewed in Section 1, the current study may be the first study that has explored 

morpheme reduction effects by taking into consideration a full set of content morphemes. Our 

results suggest that probabilistic reduction as a function of morpheme predictability takes place 

with regards to not only a specific type of morpheme (e.g., case marker and plural marker) but 

also a wide range of morphemes. Taken together, these findings provide evidence that the 

production of speech sounds is influenced by contextual-predictability-based variables that are 

defined at a variety of linguistic levels (i.e., word, morpheme, and segment). 

 

Our results can be neatly captured by the theoretical framework reviewed in Section 2. As for 

speaker-oriented accounts, a related context raises further activation of a morpheme in the 

lexicon of a speaker, and this facilitates the speaker’s mental access to the morpheme. The 

easier access to a morpheme leads to ease of articulation planning, resulting in a reduced 

production. The listener-oriented accounts are in what follows: a speaker is a mind reader of 

an interlocutor (Turnbull 2019), and she knows that a morpheme is activated further by 

contextual predictability. The higher activation level facilitates lexical competition, with the 

result that the comprehension of the message becomes easier. Hence, a speaker can decrease a 

larger amount of phonetic redundancy in a morpheme with higher predictability as compared 

with a morpheme with lower predictability while keeping the accuracy of message transmission 

sufficient. 

 

It is notable that the effects of backward predictability are greater as compared with those of 

forward predictability in Japanese. As noted above, z-scored values allow us to compare the 

magnitudes of their effects on morpheme duration in a straightforward manner (Winter 2020: 

108). The estimate of backward IC is 0.021, while that of forward IC is 0.007, see Table 1. 

Back-transforming to raw scale suggests that the estimated change in morpheme duration is 

about 5.3 milliseconds when accompanied by one standard deviation change in backward IC; 

and about 1.9 milliseconds when accompanied by one standard deviation change in forward 

IC. When considering the slight difference in standard errors (0.0014 vs. 0.0018), the effect of 

backward predictability is about three times greater than that of forward predictability. The 

relationship between backward predictability and forward predictability remains intact in the 

refit models. These results are actually in line with previous studies about English probabilistic 

reduction (Seyfarth 2014; Sóskuthy & Hay 2017), which demonstrate that backward 

predictability is associated with greater reduction effects as compared with forward 

predictability. The stronger effect of backward contextual predictability in comparison with 

forward contextual predictability may make sense from the perspective of speech planning. 

Tang & Bennett (2018) propose that speech productions are “essentially future-oriented,” and 

thus speech sounds should be influenced more crucially by upcoming linguistic units as 

compared with already produced units. Speakers always have to plan speech articulation of 
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upcoming morphemes after the production of a morpheme, and pay more attention to the 

upcoming morphemes. They propose that this hypothesis could be supported by the fact that 

anticipatory speech errors are more common than retrospective speech errors. It may also be 

supported by the fact that regressive articulatory assimilation is more common than progressive 

assimilation in human languages. Zsiga (2011) notes that “Assimilation in consonant clusters 

tend to be anticipatory.” In other words, following speech sounds are more likely to influence 

speech sounds in speech production than preceding speech sounds. The more crucial effect of 

backward predictability in Japanese may reflect the fact that speakers take following 

morphemes into more consideration than preceding morphemes during speech planning. 

According to Tang & Shaw (2021: 4.3), a listener is more likely to infer the message depending 

on forward predictability than backward predictability, because forward inference is faster and 

more efficient than backward inference in perception. The results of the previous studies and 

the current study may suggest that production ease plays a more important role than 

communicative ease in English and Japanese. 

 

Before concluding this section, we have to admit that it is not always true that backward 

predictability plays a dominant role in the probabilistic reduction of human languages. As noted 

in Section 1, high-frequency function words in English are crucially influenced by forward 

predictability (Bell et al., 2009). Tang & Bennett (2018) show that function words are likely to 

be affected by backward predictability in Kaqchikel, but content words are likely to be 

influenced by forward predictability. According to the durational model reported in Tang & 

Shaw (2021), the magnitude of backward predictability seems a bit stronger than that of 

forward predictability, but they are almost the same. Apparently, backward predictability tends 

to play a more dominant role in many of the languages studied so far, but forward predictability 

also plays some role. It would be worth studying whether the backward predictability effect is 

more common in human languages, and what kind of factor determines the direction of 

probabilistic reduction in future study. This requires a vast amount of documentations of the 

probabilistic reduction effects in a variety of languages. 

 

5.3 Average predictability effect 

Finally, we would like to consider the effects of average morpheme predictability on morpheme 

duration. As explained in Section 4, this effect is a bit difficult to conclude in this research. The 

full model suggests that forward informativity has no significant effect on morpheme duration, 

while backward informativity negatively affects morpheme duration. These results conflict 

with the predictions provided in Section 2. We suspect that these results may be distorted by 

their collinearity with the other information-theoretic variables, and a series of follow-up 

analyses were performed. Then, we found the evidence that morpheme informativity actually 

positively influences morpheme duration, i.e., a morpheme with higher informativity (i.e., 
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lower average predictability) is produced with longer duration. The non-collinear models show 

the effect of forward informativity on morpheme duration is significantly positive (β = 0.07, 

SE = 0.006, t = 12.58, p < 2.2e-16) as is backward informativity (β = 0.01, SE = 0.002, t = 

6.504, p = 1.434e-10). According to the back-transformation to raw scale, morpheme duration 

increases by about 24 milliseconds for every increase in forward informativity by one standard 

deviation, and morpheme duration increases by about 4.6 milliseconds for every increase in 

backward informativity by one standard deviation. Recall that the refit models do not include 

frequency IC and other collinear variables, and thus the magnitudes of the effects become very 

strong (See Section 4). 

 

As discussed in Section 2, these effects are amenable to an account within Exemplar Theory. 

A morpheme which usually appears in a predictable context is frequently produced with shorter 

duration. Consequently, the mental representation is filled with a large number of exemplars 

that encode reduced speech signals. That is, the contextual reduction effects are accumulated 

in the mental lexicon. Our speech production is based on these mental representations, and 

therefore an exemplar encoding a reduced speech signal is likely to be chosen as a production 

target when a morpheme category with higher average predictability is selected and activated. 

 

As pointed out in Section 5.1, the relationship between informativity and frequency is different 

from what was reported with respect to content words in English (Seyfarth 2014; Sóskuthy & 

Hay 2017). 2  The previous studies show that frequency is a suppressor variable in their 

regression models in English, while our studies show that informativity is a suppressor variable 

in Japanese. As noted in Section 5.1, this may be because informativity has a stronger positive 

correlation with word duration (|R|=0.58) than frequency does (|R|=0.28) in English (Seyfarth 

2014), while frequency is more strongly associated with reduction effects (|R|=0.62) as 

compared with forward informativity (|R|=0.58) and backward informativity (|R|=0.53) in 

Japanese. When two predictors strongly correlate, it is known that suppression influences the 

 
2 As for the frequency-informativity relation, a reviewer pointed out that frequency may be estimated 
reliably, but informativity may not in the current study. Cohen-Priva & Jaeger (2018) discuss two types of 
samples employed in the probabilistic studies: the researcher’s lexical database and the researcher’s 
behavioural database. The researcher’s lexical database refers to a sample that includes all available lexical 
data and is used to estimate the information-theoretic measures (e.g., frequency and predictability), and the 
researcher’s behavioural database refers to a sample that includes well-annotated data and is used to 
analyse the phonetic properties (e.g., duration and formant values). For example, our lexical database 
includes 328,178 samples, and our behavioural database includes 123,895 samples. According to Cohen-
Priva & Jaeger, informativity requires a huge number of tokens to estimate properly, and even 1.2 million 
tokens may not be enough. In fact, Seyfarth’s lexical database includes 12 million tokens, and Sóskuthy 
and Hay’s lexical database includes 2.1 million tokens. Note that Seyfarth’s two behavioural databases 
include about 41 thousand tokens and about 108 thousand tokens respectively, and Sóskuthy and Hay’s 
behavioural database includes about 270 thousand tokens, which are relatively comparable to our 
behavioural database (i.e., about 124 thousand tokens). It could be possible that the informativity effects 
overwhelm the frequency effects in Japanese as with the key studies, as long as a much larger corpus than 
CSJ-Core were available to estimate informativity. This is left for future studies. 
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predictor that is less strongly correlated with the response variable as compared with the other 

predictor (see Friedman & Wall 2005; Pandey & Elliott 2010; Tomascheck et al., 2018). Our 

speculation about strong frequency effects in Japanese is that a morpheme with higher 

frequency may be influenced by both online effects and offline effects, and therefore frequency 

is more crucially associated with morpheme reduction. As discussed in Section 5.1, a 

morpheme with higher frequency is reduced due to production ease biases and communication 

ease biases. In addition to these online biases, these reduction effects may accumulate in the 

lexicon. That is, a larger number of reduced exemplars are stored in relation to a morpheme 

category with higher frequency (see Pierrehumbert 2001; Bybee 2010: Section 3.3). On the 

other hand, a morpheme with higher informativity may be primarily affected only by offline 

effects; that is, the contextual reduction effects solely accumulate in the mental lexicon. This 

raises a question: why does English show a reversed relationship between frequency and 

informativity? Addressing this question awaits more documentations of the probabilistic 

reduction effects in a variety of languages, since there are only a few studies so far which 

explore frequency and informativity alongside each other. Some factors (e.g., word order and 

particle omission) may exist that lead to the more robust effects of frequency than those of 

informativity in Japanese. The discrepancy may also be due to the case that the current study 

explored morpheme-based predictability effects, whereas the key studies explored word-based 

predictability effects. 

 

In the end, we would like to warn that the informativity effects, which the current study has 

argued for, have to be carefully accepted. Although the whole set of our analyses seem to 

indicate that average predictability is associated with reduction effects in Japanese, it is a fact 

that average predictability effects are distorted as suppressor variables in the full model. As 

cited by Wurm & Fisicaro (2014), Darlington (1968) notes that it is a “misconception about 

collinearity...that more advanced statistical methods might someday eliminate the problem. But 

the problem is essentially that when two variables are highly correlated, it is harder to 

disentangle their effects than when the variables are independent. This is simply an unalterable 

fact of life.” In order to overcome this collinearity problem, what we may be able to do is to 

design an experiment which allows us to tease apart informativity effects and frequency effects. 

Even if frequency and informativity strongly correlate in relation to the majority of morphemes, 

they do not show perfect correlation. For example, our corpus data suggests that kissa “tea 

drinking” has lower frequency (i.e., higher frequency IC) but higher average predictability (i.e., 

lower informativity), and tokoro “place” has higher frequency but relativity lower informativity 

given a preceding morpheme. Collecting these sorts of morphemes, we may be able to design 

a passage-reading task, which allows us to disentangle frequency effects and average 

predictability effects on morpheme duration. In fact, several previous studies explore 

probabilistic reduction using a passage-reading task instead of a natural speech corpus (Baker 
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et al., 2011; Cohen 2014; Turnbull 2019; Ejik et al., 2020). This kind of experimental work 

needs to be done in relation to not only Japanese but also English, where frequency and average 

predictability tightly correlate in the corpus-based studies (Seyfarth 2014; Sóskuthy & Hay 

2017). 

 

6. Summary 

This study explores probabilistic reduction of morphemes in Japanese using a large natural 

speech corpus. This sort of large-scale study on probabilistic reduction has been done with a 

limited set of languages, and the discussions are usually made in relation to word levels. The 

current study has demonstrated that the duration of a morpheme is influenced by a variety of 

information-theoretic measures that are defined at morpheme levels in Japanese. The current 

study has shown that the duration of a morpheme is a function of morpheme frequency and 

contextual morpheme predictability. As for the contextual predictability effects, it turns out that 

backward predictability is, in general, more crucially associated with reduction effects as in 

English. This may be interpreted to mean that speakers generally take following morphemes 

into more consideration than preceding morphemes during speech planning. These frequency 

effects and contextual predictability effects can be captured neatly by production ease accounts 

and communication ease accounts. In addition, it was also argued that the duration of a 

morpheme is influenced by average morpheme predictability. This result is consistent with 

Exemplar Theory, in which speech sounds in past usage are hypothesized to be stored with 

detailed phonetic information. The mental representations encoding speech sounds are updated 

in accordance with the past usage of the morpheme, and contextual effects are accumulated in 

memory. These findings might imply that probabilistic reduction effects and cumulative usage 

effects are both general human behaviours over multiple linguistic levels. 
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Appendix A. Density plots of response variables and key variables 
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Appendix B. Structure of the hypothesis-driven full model in the syntax of lme4 

logDur~freqIC+forIC+bacIC+forInf+bacInf+repetition+speechRate+speech+precIP+folIP+N

ofSeg+NofMora+baselineDuration+POS+(1+freqIC+forIC+bacIC+forInf+bacInf|speaker)+(

1+forIC+bacIC|morpheme) 
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Appendix C. Scatter plots with simple regression lines 
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