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Abstract. The cell suppression problem (CSP) for tabular data has been studied
for many years. In CSP, we prefer to suppress regular internal cells to marginal
cells because information on marginal sums is more likely to be available else-
where. We, however, find that there is a class of tables with no cell suppression
pattern for regular cells that protects sensitive cell values properly. Such a situa-
tion occurs when a marginal sum of multiple cell values is smaller than a given
threshold value or when a difference between a cell value and its marginal sum
is smaller than that threshold; the marginal sum restricts the upper bound of each
cell contributing to that sum narrowing the ranges of their possible values. To
study positive aspects of suppressing marginal cells in CSP, we compare the ap-
proach of suppressing both marginal cells and regular cells with that of suppress-
ing only regular cells after preprocessing unsafe rows and columns. Our initial
experimental results show that suppressing marginal cells is an effective way of
reducing information loss in terms of the number of suppressed cells.

Keywords: Cell suppression problem · Data utility · Statistical disclosure con-
trol.

1 Introduction

The cell suppression problem (CSP) for tabular data has been studied for many years.
Castro [4] formulates the CSP as an optimization problem of linear programming and
presents an algorithm for an optimal solution based on the Benders decomposition
technique. Since the CSP is a NP-hard problem, several researchers [5, 6, 11] propose
efficient algorithms for an approximate solution. Statistics Netherlands has been de-
veloping a statistical disclosure control (SDC) tool called τ-Argus [2] adopting those
algorithms. The purpose of those algorithms is to find the minimum set of secondary
suppressed cells in tabular data such that every sensitive cell, which is determined based
on some sensitivity rule (e.g., p% rule) [3, 7], has enough width of a confidentiality in-
terval under the presence of linear relationships concerning marginal sums.

In CSP, we prefer to suppress regular internal cells to marginal cells because in-
formation on marginal sums is more likely to be available elsewhere. A malicious ad-
versary can use such additional information to perform a differential attack on linked
tables [10, 12] to infer values of suppressed cells. However, when we apply a SDC tool
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for CSP [8, 9] to tabular data produced from the official survey “National Survey of
Family Income and Expenditure,” in Japan [1], we find that, if we suppress only regular
internal cells in a table, there exist a class of tables with no feasible suppression pattern
for a safe table. Such a situation occurs when a marginal sum restricts the upper bound
of each cell contributing to that sum narrowing the ranges of their possible values. There
are two cases. One is that a marginal sum of multiple cell values is smaller than a given
threshold value. The other is that a difference between a cell value and its marginal sum
is smaller than that threshold. If either case holds with a given table, we cannot convert
it to a safe table even if we suppress every regular cell of the input table.

We consider two approaches to address this issue. One is to perform preprocessing
on an input table to remove “unsafe” rows and columns, which we cannot ensure enough
uncertainty of values for primary suppressed cells. After the preprocessing, we perform
secondary cell suppression on regular internal cells. Although this approach allows us
to publish all the marginal cells of the preprocessed table, deleting entire rows and
columns tends to increase information loss of the original table significantly. The other
approach is to include marginal cells as possible targets for suppression. Since it is not
clear whether previous formalization of CSP in [4] considers marginal cells as targets
for suppression, we explicitly call the CSP that considers marginal cells as well as
regular cells for suppression as the extended cell suppression problem (ECSP). This
latter approach of solving ECSP allows us to keep some non-sensitive cells in unsafe
rows and columns by suppressing their marginal cells.

In this paper, we experimentally evaluate those two approaches using tabular data
produced from the official survey “National Survey of Family Income and Expendi-
ture [1]. Our initial results show that suppressing small number of marginal cells is an
effective way of reducing information loss; that is, the second approach of suppress-
ing marginal cells reduces less number of suppressed cells than the first approach of
suppressing only regular cells after preprocessing.

The rest of the paper is organized as follows. Section 2 introduces the cell sup-
pression problem (CSP) and describes the issue of no feasible solution due to a rigid
marginal constraint. Section 3 describes two approaches to address the issue making
a distinction between the CSP for regular cells and the ECSP for both regular and
marginal cells. Section 4 shows our initial results and Section 5 discusses related work.
We finally conclude in Section 6.

2 Background

We briefly introduce the cell suppression problem and describe the issue of no feasible
suppression pattern due to the existence of unsafe rows or columns.

2.1 Cell suppression problem (CSP)

We briefly introduce CSP by example highlighting important points that are relevant to
the issue of no feasible solution discussed in Section 2.2. For the rigorous formalization
of CSP, see [4].
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T1 T2 T3 Sum
L1 7 11 60 78
L2 10 60 11 81
L3 60 12 60 132

Sum 77 83 131 291

T1 T2 T3 Sum

L1 x11 x12 60 78

L2 x21 x22 11 81

L3 60 12 60 132

Sum 115 121 132 291

T1 T2 T3 Sum
L1 1 1 0 0
L2 1 1 0 0
L3 0 0 0 0

Sum 0 0 0 0

Fig. 1. CSP algorithm. We represent suppressed cell values in the output table as variables x11,
x12, x21, and x22

Figure 1 shows an overview of the CSP algorithm. The algorithm takes an orig-
inal table and security parameters as inputs and outputs a suppressed table and its
corresponding suppression pattern, which is a binary matrix where each cell speci-
fies whether the corresponding position of the cell should be suppressed or not. If a
binary value in suppression pattern is 1, then the corresponding cell in the original table
must be suppressed; otherwise, the cell keeps the original value. The cell suppression
algorithm minimizes the number of ’1’s in a suppression pattern (i.e., the number of
suppressed cells).

There are two security parameters in the input. The unit frequency threshold t is used
for primary suppression. The algorithm determines a set of primary suppressed cells by
comparing each value vi of cell i with the threshold t. If vi < t, then cell i is classified as
a primary suppressed cell. The second parameter is a confidentiality interval threshold,
which is a pair of two values l pl and upl. Each suppressed cell has the range of possible
values called a confidentiality interval if there exist linear relations concerning marginal
sums. A confidentiality interval for a cell of a value a is represented as an interval (a,a)
where a and a are the minimum and maximum possible values respectively. Figure 2
describes constraints on a confidentiality interval of a primary suppressed cell p of a
value ap. Two values ap and ap are the minimum and maximum possible values for cell
p under the presence of linear relations among cell values concerning marginal sums.
The two conditions below ensure that a confidentiality interval (ap,ap) has a sufficient
width from the real value ap to both directions.

ap < ap− l plp (1)
ap +uplp < ap (2)
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Fig. 2. The notion of a confidentiality interval. We denote by variable ap an actual value of a
cell p. Two variables ap and ap refer to the minimum and maximum possible values for cell p,
respectively. We say that an interval (ap,ap) is a confidentiality interval of cell p.

Example: Suppose that cell (L1,T1) is a primary suppressed cell and three cells (L1,T2),
(L2,T1), and (L2,T2) are secondary suppressed cells in Figure 1. Then, the following
four linear relations must hold among them.

x11 + x12 = 18 (3)
x21 + x22 = 70 (4)
x11 + x21 = 17 (5)
x12 + x22 = 71 (6)

if we choose l pl and upl be 5,

x11 = 0 < 2 = x11− l pl (7)
x11 +upl = 12 < 17 = x11 (8)

satisfying the two conditions on a confidentiality interval.

2.2 Issue of no feasible suppression pattern

We find that there is a class of tables with no feasible solution for a safe suppression
pattern of the table. We describe two such situations with an example frequency table
in Table 1. The first case is that there is a marginal cell whose value is smaller than
an upper bound threshold upl for the confidentiality interval. Suppose that upl = 5
and a unit frequency threshold t = 5. Since every cell value ap in the first column is
smaller than t = 5, all the cells in the first column are primary suppressed. Therefore,
those cell variables must have an enough width of a confidentiality interval specified by
parameters l pl and upl. We here omit the discussion regarding l pl. The marginal sum
of the first column is 1 < 5. Since each cell value ap of the first column must be smaller
than its marginal sum, 1, their confidentiality intervals are [0,1] (i.e., ap = 0 and ap = 1,
respectively), violating the condition that ap +upl < ap.

The second case occurs when a difference between the cell value ap of a primary
suppressed cell and its marginal sum asum is smaller than upl even if the marginal sum
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asum is greater than upl. The second column in Table 1 is an example of the second
case. Each cell in the second column must be primarily suppressed since their values are
smaller than t = 5. In this case, the marginal sum of the second column, 6, is greater than
upl. However, since the difference between the value of cell (l2,a2) and its marginal is
6−4 = 2, the possible maximum value of that cell is greater than the actual value only
by 2, which is smaller than upl. This situation again violates the condition concerning
the width of a confidentiality interval. Such situations often occur when the majority
of cell values in a row or column are zero and several cells of small values. We find
that this situation is common in tabular data with the fine-grained granularity of ”Age”
attribute, which we produced from the official survey data in Japan.

a1 a2 a3 a4 Sum
l1 0 1 7 8 16
l2 1 4 6 8 19
l3 0 1 1 10 12

Sum 1 6 14 26 47

Table 1. An example frequency table with no feasible suppression pattern. Given a unit frequency
threshold t = 5, the columns a1 and a2 are unsafe.

3 Approaches

There are two approaches to address the issue of no feasible suppression pattern for
tabular data. The first approach is to perform preprocessing to remove unsafe rows
and columns with cell variables that cannot satisfy the requirement on a confidentiality
interval. The other approach is to include marginal cells as well as regular internal cells
as possible targets for suppression. We describe each approach in detail below.

3.1 Preprocessing

We examine each row and column to decide its safety by checking 1) whether its
marginal sum is smaller than a given threshold for a confidentiality interval and 2)
whether the difference between its member cell and the marginal sum is smaller than
the threshold. Algorithm 1 describe the procedure of preprocessing. While checking the
safety of each row and column, the algorithm updates two sets D1 and D2 that maintain
a set of rows and columns to be deleted respectively. After we decide the safety of each
row and column, we remove unsafe rows and columns in those two sets.

After the preprocessing phase, we perform secondary cell suppression only on reg-
ular internal cells following Castro’s formalization of CSP [4]. The drawback of this
approach is to remove entire rows and columns that are unsafe, which leads to sig-
nificant information loss of the original table. For example, this approach requires to
remove even cells of zero value if they belong to either a unsafe row or a column.
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Algorithm 1 Function chkMarginalCells(tbl,upl)
1: % Input: a table: tbl, a threshold width: upl
2: % Output: a table whose unsafe rows and columns deleted: dtbl
3:
4: dtbl← tbl // Make a copy of an input table
5: mtbl← addmargins(tbl) // Add marginal sums to the input table
6: N← nrow(mtbl) // #rows
7: M← ncol(mtbl) // #columns
8: D1← /0 // A set of rows to be removed
9: for each row i in table tbl do

10: if mtbl[i,M]< upl then
11: D1← D1∪{i}
12: end if
13: for each column j in table tbl excluding the marginal column do
14: if mtbl[i,M]−mtbl[i, j]< upl then
15: D1← D1∪{i}
16: break
17: end if
18: end for
19: end for
20: D2← /0 // A set of columns to be removed
21: for each column j in table tbl do
22: if mtbl[N, j]< upl then
23: D2← D2∪{ j}
24: end if
25: for each row i in table tbl excluding the marginal row do
26: if mtbl[N, j]−mtbl[i, j]< upl then
27: D2← D2∪{ j}
28: break
29: end if
30: end for
31: end for
32: dtbl← dtbl[−D1,−D2] // Remove unsafe rows and columns
33: return dtbl



Extended Cell Suppression Problem Towards Better Data Utility 7

3.2 Extended cell suppression problem (ECSP)

The other approach is to expand the scope of candidate cells to be suppressed in a table;
that is, we consider the possibility of suppressing marginal cells as well. To suppress
the marginal cell of a unsafe row or column is an effective way of getting round the
issue of no feasible suppression pattern because we can eliminate the upper bound of
each member cell contributing to the marginal sum. If that marginal sum is suppressed,
the strict upper bound on the member cells will be released so that each cell can achieve
a much wider range of a confidentiality interval. Also, we do not have to suppress all
cells belonging to a unsafe row or column if their marginal sum is suppressed. Thus,
this approach can potentially achieve better data utility than the first approach of pre-
processing.

We explicitly define the CSP for both regular and marginal cells as the ECSP by
elaborating Castro’s formalization of CSP [4]. The only difference between the CSP for
regular cells and the ECSP is the representation of linear constraints we describe below.
We can use the same optimization algorithm for minimizing the number of suppressed
cells.

In [4], linear constraints concerning marginal sums in a table are defined as

Ax = b (9)

where A is a coefficient matrix and x a vector of cell variables. However, since [4] does
not describe how matrix A should be constructed, it is not clear how vector b should be
interpreted. We thus assume that b is a vector of marginal sums in this paper.

Each row of matrix A contains a set of coefficients for a marginal constraint. If
cell variable j is involved in the i-th constraint, A[i, j] = 1, otherwise, A[i, j] = 0. If we
introduce another vector x̄ for vector x, where each element x̄i contains a difference
between the real value of a cell i and the possible value that cell i could take. Then, for
vector x̄, the following equation must hold.

Ax̄ = 0. (10)

Since all the values in x̄ in the same linear constraint must be canceled out, we have
the zero vector on the right side of equation (10). If our previous implementation for
secondary cell suppression [9] uses the constraint (10) and solve a CSP for suppressing
only regular internal cells.

When we additionally suppress marginal cells, we need to modify a matrix A as
follows. First, we append a set of variables x̂ for marginal cells to vector x̄ obtaining
a vector x̃. Second, we append M columns for coefficients of marginal variables to a
matrix A where M is the number of marginal cells. We name the expanded matrix B.
However, the coefficients for marginal variables in B must be defined in a different way
because a marginal cell takes a different role in each linear constraint. When a marginal
cell x̂k is involved in a linear constraint, the sum of regular cell variables no longer have
to be zero canceling their values; that non-zero sum can be canceled with the value of
marginal cell. Thus, when a marginal cell x̃k is involved in the i-th liner constraint in
B, B[i,k] = −1 otherwise, B[i,k] = 0. We use the following constraint using the same
Benders decomposition algorithm to solve an ECSP.

Bx̃ = 0. (11)
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4 Evaluation

We apply the implementations of the two approaches in Section 3 to a set of frequency
tables produced from the public survey data of National Survey of Family Income and
Expenditure [1] in 2014. The sample size of the survey is 51,768 households, and their
geographical areas in Japan are divided into ten regions. We prepare frequency tables of
the households by crossing geographical regions and exact age of a head of household
in several different ranges.

Table 2 summarizes the results. We count the number of suppressed cells with each
approach to compare the degree of information loss. The first column labeled “Pre-
process” is the result of the preprocessing method and secondary cell suppression for
regular cells. The second column labeled “ECSP” shows the results of suppressing both
regular and marginal cells. The first three rows show the size of frequency tables we
used. The fourth row shows the number of suppressed cells with the preprocessing
method. There are suppressed cells with the preprocessing method while there is no
suppressed cell with the ECSP method. The fourth row shows the number of primarily
suppressed cells. This number with the ECSP method is slightly greater than that with
the preprocessing method because the ECSP method suppresses marginal cells while
the preprocessing method has already removed unsafe rows and columns. Th 6th and
7th rows show how many are internal cells and marginal cells respectively at the pri-
mary suppression phase. The 8th row shows the number of secondary suppressed cells.
The 9th and 10th rows show the breakdown of secondarily suppressed cells. The 11th
row shows the number of suppressed cells in total and 12th row shows the ratio of the
suppressed cells compared with the total number cells.

Table 2. Comparison of two approaches with frequency tables produced from the microdata of
National Survey of Family Income and Expenditure.

Preprocess ECSP
#cells 121 231 341 121 231 341
#rows 11 11 11 11 11 11
#columns 11 21 31 11 21 31
#preprocessed 30 30 30 0 0 0
#primary suppresssed 45 53 54 54 62 63

internal cells 45 53 54 51 59 60
marginal cells 0 0 0 3 3 3

#secondary suppressed 2 4 5 0 4 5
internal cells 4 4 5 0 4 5
marginal cells 0 0 0 0 0 0

Total 77 87 89 54 66 68
Ratio of suppressed cells 0.63 0.37 0.26 0.44 0.29 0.19
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Fig. 3. Comparisons of suppressed cells in total. The bars for the new method consists of the
counts of internal cells and marginal cells with different colors.

The bar graph in Figure 3 compares the total number of suppressed cells with the
two methods. This results shows that the ECSP method performs better than the pre-
processing method in terms of data utility because the ratio of suppressed cells in 12th
row of Table 2 are reduced than those of the preprocessing method by 6% to 20% re-
spectively.

We observe that suppressing a small number marginal cells significantly reduces
the number of internal cells to be suppressed. The reason that the difference becomes
smaller is that as we increase the range of age values from 18 years old, the newly
added columns usually contain cells of a large unit frequency number and thus there is
not much need for additional suppression.

5 Related work

Although τ-Argus [2] implements algorithm for ECSP in Section 3.2, the distinction
between the CSP for regular cells and the ECSP has not been formalized clearly. Also,
there is no experimental research for studying the benefits of suppressing marginal cells.

The documentation of τ-Argus [2] discusses the singleton issue where the same
row or column contains two cells of a single unit. When we consider a participant of
the survey as a possible attacker, there is a risk of revealing sensitive information if one
of the units is a malicious insider. Although we only consider an external attacker in our
security model, we believe that the approach of suppressing marginal cells is effective
to address the issue of the singleton problem.
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6 Conclusions

In this paper, we identify the issue of tabular data with no feasible suppression pat-
tern when we use a CSP algorithm of suppressing only regular internal cells. We con-
sider the approach of suppressing marginal cells as well as regular cells formalizing
the extended cell suppression problem (ECSP). Our experimental results show that to
suppress marginal cells not only solves the issue of unsafe tables and but also reduces
information loss of the original table effectively. For future work, we plan to evaluate
the risk of suppressing marginal cells under the presence of inference attacks using a
set of linked tables.
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