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Abstract

In this paper, we report our initial findings from creating a question answering module for a dialog-based expert system which
aims at advising users on export control regulations. We describe problems of data scarcity and knowledge transfer showing results
of preliminary trials with utilizing contextual embeddings to extend keyword-based matching in our conversational expert system.
We analyze pros and cons of the neural NLP techniques in systems which require precise information, for which no labelled data
is available and which deal with less-resourced languages (Japanese in our case). Data scraped from governmental guidelines is
presented and problems specific to legal documents in this area are discussed. Using examples from the preliminary experiments
with deep learning-based methods we show when they fail and when they might be useful for further development of NLP systems
operating on legal data. We also discuss evaluation-related problems and risks of imprecise output.
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1. Introduction

In recent years many countries around the world have been broadening their efforts on export controls to keep
goods, hardware, technologies and software with military applications out of the hands of hostile foreign governments
or terrorist groups. Since the Toshiba-Kongsberg incident [31] in 1987, when some member nations of the Coordinat-
ing Committee for Multilateral Export Controls illegally exported tools to the Soviet Union violating an agreement,
Japanese government strengthened restrictions to avoid similar controversies. In 2017 penalties in Japan increased
hundred times – from 10 million to 1 billion yen (from 96,200 to 9,620,000 USD). Governments also have become
stricter for academia and conviction of James Roth, an electrical engineering professor at the University of Tennessee
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for violating the Arms Export Control Act [28] has sent a signal that serious consequences await violators. Nowadays
researchers are required to check if their research output may violate any regulations. As these are complicated and
written in legal jargon, many academics tend to consult their doubts with export control experts. However, not every
university hires such an expert and sometimes it is enough just to point the researcher to the adequate fragments of text,
therefore we have started developing a conversational expert system to help both researchers and busy specialists in
charge [15]. In this paper we introduce results of our recent trials aiming at extending the keyword-matching approach
with machine-learning techniques (LDA and BERT) to allow our system accept richer contextual input. We have also
implemented two language models used in question answering and utterance generation (SQuAD and GPT-2) which
were recently developed for Japanese language. The structure of this paper is as follows: after presenting related work,
we describe data and the results of initial tests. Then we discuss the problems of data scarcity and evaluation in case
of narrow domains like export control. We conclude the paper with some insights about potential risks and possible
directions for combining rule-based and neural methods.

2. Related Work

Our work is mainly related to two subfields of Natural Language Processing, i.e. information-seeking conversations
and answer ranking (answer selection).

2.1. Information-seeking Conversations

Conversational search has received significant attention with the emerging of conversational devices in the recent
years. Radlinski and Craswell [17] described the basic features of conversational search systems. Although our system
so far has only minimal follow-up procedure (giving multiple choice in case if a question refers to more subjects as mi-
croprocessors are related not only to supercomputers but also to missiles or other potentially dangerous technologies),
many problems they describe are present in our data, for example specific ranges and aspects like computing power
in supercomputers, which must be clarified via confirming them with a user. Thomas et al. released the Microsoft
Information-Seeking Conversation (MISC) data set [27], which contains information-seeking conversations with a
human intermediary, in a setup designed to mimic software agents such as Siri or Cortana. This data is quite small
(in terms of the number of dialogs) for the training of neural models. Based on state-of-the- art advances on machine
reading, Kenter and de Rijke [10] adopted a conversational search approach to question answering. This problem is
also present in our task, as we have only 550 questions and answers. Except for conversational search models, re-
searchers have also studied the medium of conversational search. Arguello et al. [1] studied how the medium (e.g.,
voice interaction) affect user requests in conversational search. In our case we utilize text-based Slack bot but we face
issues some of described issues of modelling users and their behavior as the data we collected was created via written
queries to the specialists, not by means of conversation. When it comes to neural models Yang et al. [32] investi-
gated predicting the new question that the user will ask given the past conversational context. They evaluate neural
matching models in the next question prediction task in conversations. They used the publicly available Quora data
and Ubuntu chat logs in their experiments targeting at the response ranking of information-seeking conversations,
with deep matching networks and integration of external knowledge. In case of Japanese, the available data is still
very limited and conversations are very short. It is yet to be confirmed what is the potential for neural nets for ex-
tending capabilities of traditional conversational systems with narrow expertise. An example of such system is given
by Cordero and colleagues [5], who use fuzzy rules to provide recommendations about schizophrenia diagnosis. We
agree with their aim to go beyond the traditional accuracy-oriented approaches and to exploit the knowledge encoded
in ontological and logic-based knowledge bases, therefore we add a part of ontology (legal article references) for the
export control we are currently developing.

2.2. Answer Ranking

Answer selection task aiming at solving the answer ranking problem in retrieval-based question answering systems
has been widely studied. Our work is relatively close to the realm of factoid question answering [29], however most
of the work relates to open-domain QA. Roots of this task are in information retrieval (IR) research using feature
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engineering with syntactic or lexical approaches but recently deep learning based methods have shown significant im-
provement. As many of them utilize Siamese architecture [23], we also test this approach, however for longer queries
like in our case, some shortening or summarizing approaches might be useful [24]. To avoid feature engineering, at-
tention [26] or compare-aggregate approaches are widely used [33] for more precise calculation of relevance between
the question and answer. In our case utilizing external knowledge [7] and modeling user expertise [14] are planned to
be tested in the export control scenario as a next step. Another approach used in answer selection are Graph Neural
Networks (GNNs) [12] when knowledge data has a graph structure. With some methods it is possible to implement a
GNN to construct text-based graphs for modelling relations outside of a given context itself [13, 21]. This also might
be a right direction for our project as the legal data we utilize is well structured, however research on automatic legal
knowledge graphs creation shows that simpler (or even half-manual in smaller domains like ours) approaches might
be easier to find potential mistakes [22]. Legal question answering is normally implemented as a search task, but
simple keyword matching [6] is prone to fail when a user asks a vague question or uses less official terminology as in
our case. If a query intent is correctly recognized, a reasoning capabilities of ontological systems can be used [10].

3. Question Answering in Export Control Domain

As described in the Introduction, researchers’ knowledge about what can be exported or even published from the
perspective of export control is not widely shared. In the previous step [15] we concentrated on classifying topics of
research papers which can be uploaded to the system build on Slack1. But this is only a partial usefulness as users
want to explain their worries or ask direct questions often before they write a paper or share it via e-mail. The main
problem in using the latest machine learning approaches is the data size. Related legal documents are relatively short
and question-answer pairs are difficult to create or generate (see next section). In this situation keyword-matching is
a natural approach for connecting passages from legal documents. To increase the coverage of keywords, except the
glossary terms, we have also counted numbers representing paragraphs in the regulatory documents. However, we
discovered that 20% of the question set contained only one or no keyword or article reference (0=8.2%, 1=10.9%).
Because the average length of a question in the QA dataset is 110.16 ideograms (73.5 morphological tokens) and
average number of nouns per question is 35.09, we decided to investigate if neural models with contextual embeddings
are able to refer to corresponding sentences in the regulatory documents. In the following section we describe the
datasets in more details.

4. Utilized Data

4.1. QA from CISTEC Guidelines

For developing question answering capability we have scrapped QA sections of guidance documents published
annually by Japanese Center for Information on Security Trade Controls (CISTEC)2. We have collected 550 pairs
omitting these with pictures illustrating questions or answers. Table 3 shows some translated examples from the QA
dataset. As can be observed, lengths of questions and answers vary, and answers require highly specialized knowledge.
This leads to evaluation problems, as the output can be evaluated only by an expert. Also often low overlap of words
makes it difficult to simply learn the mapping between questions and answers even if we have more than few hundreds
of such pairs.

4.2. Regulatory Documents (FEO / ETCO)

To prevent transfer of technologies and export of goods that can be potentially diverted to weapons and/or to mili-
tary use to any nations and terrorists international export control regimes like Wassenaar Arrangement3, Nuclear Sup-
pliers Group (NSG), Australia Group (AG) or Missile Technology Control Regime (MTCR) are used. Technologies

1 https://api.slack.com
2 https://www.cistec.or.jp/english/index.html
3 https://www.wassenaar.org/
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Question Expert Reply
The main agent and hardener are packaged in a bottle (in-
cluded). The volumes are 70ml and 50ml respectively, and
the hardener contains 60% toluene. Do I need to apply for
approval in this case?

In the case of chemical substances, the main agent and the
hardener are contained in different bottles, so they need
to be determined as hardeners separately. As of August 1,
2017, curing agents that contain toluene (Section 35.06:
Adhesives) are exempted from application, and therefore
do not require an application for approval.

Hydraulic units and cylinders of machine tools are mixed
with hydraulic oil and grease. If the machine tool is to be
exported without removing the hydraulic fluid, and if the
hydraulic fluid contains diphenylamine, which falls under
Paragraph 1 (4) of Article 1 of the Export Order, can the
partial part rule be applied?

Normally, hydraulic fluid mixed with diphenylamine is not
considered to be applicable, but if it is, as stated in Note 1
of 1-1(7)(a), the hydraulic fluid plays a part in the function
of the machine tool and is considered to be legitimately in-
corporated. As described in Note 1 of the above section, it
is judged that the hydraulic fluid plays a part in the func-
tion of the machine tool and is legitimately incorporated
into it. Of course, the machine tool itself must be judged as
to whether it is applicable or not.

We plan to export to Singapore a cleaning system for re-
moving oil from machine parts (the cleaning system itself
does not fall under the list regulations. We are planning
to export a cleaning system to Singapore to remove oil
from machine parts (the cleaning system itself is not sub-
ject to the list regulations, and the market price at the time
of initial production was 500,000 yen per unit). Inside the
cleaning equipment is a pump (not subject to the List Reg-
ulations, market price at the time of initial manufacture:
30,000 yen), and the lubricant for the pump (market price
at the time of initial manufacture: 5,000 yen) falls under
item 5 (10) of Appended Table 1 of the Export Order. In
this case, regarding whether or not the value of this lubri-
cant exceeds 10% of the value referred to in (Note 2) of
1-1 (7) of the Operational Notification, is it correct that the
subject of the value, i.e., the other goods to be incorporated,
is not the pump but the cleaning equipment?

In this case, if the lubricant plays a part of the function
of the cleaning equipment and is legitimately incorporated
in the cleaning equipment, the subject of the value as to
whether or not it exceeds 10% of the value referred to in
(Note 2) of 1-1 (7) of the Operational Guidance may be the
cleaning equipment.

Table 1. Examples of question and answers from the CISTEC guideline we utilize in our experiments

and goods are labelled as “controlled” when they are related to weapons or can be potentially used for development
of both conventional and mass-destruction weapons. These items are specified in the “Appended Table of the Foreign
Exchange Order” (FEO) and the “Appended Table 1 of the Export Trade Control Order” (ETCO), while specifica-
tions are described in the “Ministerial Order Specifying Goods and Technologies Pursuant to the Provisions of the
Appended Table 1” of the “Export Trade Control Order and the Appended Table of the Foreign Exchange Order”
(MOSGT) [15]. In our system we utilize FEO and ETCO data which are also provided as a single XML file which
allowed to automatically label all sentences (2,932 in total) with reference numbers of corresponding article.

4.3. Glossary Index

In case of Japanese export control regulations, it is possible to use manually crafted index of control list items. For
example the control list of Wassenaar Arrangement4 contains definitions of terms, their abbreviations and acronyms,

4 https://www.wassenaar.org/
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while the Japan Machinery Center for Trade and Investment5 provides a 360 pages booklet with important terms. By
courtesy of the Center we obtained electronic version of this material which helped us to skip the keyword extrac-
tion step. However, the indexed terms with related article numbers are meant for human users and some keywords
like “confirm” (kakunin) or “neccessary” (hitsuyō) are also included. Such words should be useful in tasks as intent
recognition (our next step) but in keyword matching it may lead to less credible results.

5. Ranking Algorithms for Matching Fuzzy Queries

Recently a number of neural ranking models have been proposed for information retrieval, question answering
and conversation response ranking. These models could be classified into three categories [20]. The first category is
the representation-focused models. These models first learn the representations of queries and documents separately
and then calculate the similarity score of the learned representations with functions such as cosine, dot, bi-linear or
tensor layers. A typical example is the Deep Structured Semantic Models (DSSM) framework [11], which is a feed
forward neural network with a word hashing phase as the first layer to predict the click probability given a query
string and a document title. The second category is the interaction focused models, which build a query-document
term pairwise interaction matrix to capture the exact matching and semantic matching information between the query-
document pairs. Then the interaction matrix is fed into deep neural networks which could be CNN, term gating
network with histogram or value shared weighting mechanism to generate the final ranking score. In the end, the
neural ranking models in the third category combine the ideas of the representation focused models and interaction
focused models to joint learn the lexical matching and semantic matching between queries and documents. The deep
matching networks used in our research belong to the interaction focused models due to their better performances
on a variety of text matching tasks compared with representation focused models. We study different ways to build
the interaction matching matrices to capture the matching patterns in term spaces, sequence structures and external
knowledge signals between dialog context utterances and response candidates. As the QA data set covers only a small
part of the knowledge about export controls we test the capability to retrieve a passage from the documents instead of
just matching the existing answers.

5.1. Keyword Matching

The basic approach is based on ranking related passages of the regulatory documents according to the number of
glossary terms from the index described in Section 4.3. Except matching terms we also use regular expressions to
match article names in the input questions and match them against sentences which are connected to exact numbers
of articles in the regulatory documents (FEO / ETCO). Many questions with article number abbreviate them as the
context provides additional information which makes the matching process non-trivial.

5.2. LDA-Based Ranker

We utilize Latent Dirichlet Allocation [2] to rank candidate passages by calculating a passage from the regulatory
data most similar to a input from the QA data. We use Gensim [19] implementation to filter documents based on
whether they have at least n topics in common with the query, then use tfidf dot on the documents to rank. We use 16
topic as this is the number of themes the regulatory data is divided containing categories as Arms, Nuclear Power, or
High Performance Computers. We filter out Japanese particles as they do not convey much information for this task
but we leave the brackets as they are important in reference numbers (see examples in Table 1).

5.3. BERT Ranker

Another method we tested is based on BERT [8]. Here, as well as GPT-2 described in the next subsection, pre-
trained Japanese BERT (12-layer, 768-hidden, 12-heads, and 110M parameters) with Whole Word Masking released

5 http://www.jmcti.org/jmchomepage/english/
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Table 2. Statistic of the evaluation results for matching terms and article numbers in top-ranked passages when compared to the human answers.

WordCount BERT LDA SQuAD GPT-2
Number of top co-occurrences 225 (40.9%) 45 (8.2%) 5 (0.9%) 99 (18%) 79 (14.3%)

Total number of keywords 3,145 1,824 377 1,831 1,191
Average number of keywords 5.71 3.31 0.68 3.32 2.16

by Tohoku University was used. We simply take the last layer of BERT (SentenceTransformer model with pooling])
and take the default MEAN strategy to calculate cosine similarity between input embedding and embeddings of
document passages. No fine-tuning is performed, although we also plan to implement some recent approaches [34]
for small data fine-tuning in the near future.

5.4. SQuAD model-based QA

Stanford Question Answering Dataset (SQuAD) [18] is a popular benchmark for question answering task. For
Japanese language The Driving Domain QA (DDQA) [25] datasets6 were created from blog posts about driving.
There are two subsets – Predicate-Argument Structure QA (PAS-QA) and Reading Comprehension QA (RC-QA).
We utlize the former one which consists of 20,007 problems containing a document, a question and an answer that
is a span in the document. As the model requires a context to answer a question we considered splitting questions
with commas and using only last part of a question as an input and the reminder as the context, but we felt would be
unnatural to search for an answer in the same question. So following the general approach of searching the answers in
the regulatory dataset, we passed the BERT-based output as the context. In future we plan to compare scenarios where
other modules select the passage to become the seed of answer generation.

5.5. GPT-2-based Answer Generation

Another popular method for providing answers or utterances related to an input is GPT-2 model [16]. GPT-2 is a
large transformer-based language model with 1.5 billion parameters, trained on 8 million web pages. The objective of
training this model GPT-2 is simple, i.e. to predict the next word, given all of the previous words within some text.
Recently a medium-sized Japanese model was published and made freely available from the HuggingFace library
which we utilize. It was trained on Japanese CC-100 (Monolingual Datasets from Web Crawl Data [30]). We take a
question from our QA dataset as an input and GPT-2 model generates an answer.

6. Experiment and Experimental Results

The main difficulty of this research lays in the evaluation process. As mentioned before, we decided to investigate
when the machine learning methods could help extracting most related passages from the regulatory documents.
However, this approach requires expert evaluators who are usually single persons in a given organization. In the long
run expert assessment will be necessary but it is desirable to experiment with various ranking methods to provide as
correct output as possible to save valuable time of the specialist. Therefore we decided to employ the simplest first-
stage evaluation – measuring co-occurrences of glossary terms and article numbers between human made answers in
the QA dataset and the highest ranked passages found by the particular model. Hence, having a question Q in the QA
dataset as an input, BERT and LDA chose most similar sentence from the regulatory documents and output them as
answer A, while SQuAD model infers A from context (BERT output) and GPT-2 from the Q itself. We assume that
the more agreeing glossary terms and article numbers in the top ranked passage, the better result.

From the results shown in Table 2 it is clearly visible that direct matching glossary terms in regulatory documents
outperforms embedding-based methods. This is expected as the terms are carefully curated by human specialists
according to their importance. On the other hand classic LDA approach is significantly inferior to the language models

6 http://nlp.ist.i.kyoto-u.ac.jp/index.php?Driving%20domain%20QA%20datasets

http://nlp.ist.i.kyoto-u.ac.jp/index.php?Driving%20domain%20QA%20datasets


Author name / Procedia Computer Science 00 (2021) 000–000 7

which means that the knowledge from the models contributes to the answer ranking. Surprisingly, SQuAD-based
model, although proposing passages with almost identical number of terms, performed much better than BERT even
if the output of BERT was used as the context for question answering. Also quite unexpected is the relatively high
score of GPT-2 generator. However, it must be noted that a high number of occurrences does not mean that the
generated answer is coherent.

Fig. 1. Comparison of term and article number overlaps between human answer and the models we used. It can be observed that WordCount
(keyword matching) method in blue is often failing to provide significant amount of keywords, while other models are sometimes able to retrieve
passages

In Table 3 we give an example of retrieved and generated answers by humans an all models.

7. Discussion

As shown in examples in Table 3, it is quite difficult for a layman to assess how useful is a given output from
the perspective of the questioner and how far the automatic answers are from the correct one provided by human
expert. Although it is quite clear that BERT replies with information related to computer performance, usual similarity
measures used in natural language processing would not be helpful. This sheds a bad light on direct usefulness of
machine learning in scenarios like ours and indicates that they should be combined with more static methods and
knowledge representations which would not allow such discrepancies between human and machine outputs, especially
in expert scenarios like ours.

7.1. Pros and Cons of Neural Expert Systems

Responsibility issues with neural models trained on massive amounts of data are becoming visible in various
areas. Early tests of GPT-3 [3] suggest that using massive language models cannot directly become a solution for
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Question: What is the scope of “substrates, ingots, boules, and other preforms” of silicon carbide, etc.,
subject to Article 6 of the Ministerial Ordinance on the Export Order, Appendix Table 1-7, which came
into effect on October 1, 2009?
Expert: Materials for semiconductor devices consisting of silicon carbide, gallium nitride, aluminum
nitride, and aluminum gallium nitride are subject to Article 6 of the Ministerial Ordinance on Appended
Table 1-7/Cargo, etc., and include all forms (including wafers) from ingots and boules to substrates, which
are the final form. This includes ingots, boules, and all other forms (including wafers) up to the final
form of substrates. However, materials that cannot be used as materials for semiconductor devices are not
included in the scope, regardless of their shape.

WordCount: Semiconductor substrates of silicon carbide, gallium nitride, aluminum nitride, or aluminum
gallium nitride (including semiconductor substrates of silicon carbide, gallium nitride, aluminum nitride,
or aluminum gallium nitride that have at least one epitaxial layer of these materials) ) or ingots, boules,
or other preforms whose electrical resistivity at a temperature of 20 degrees Celsius exceeds 10,000 ohms
centimeters
BERT: Partial products designed to improve the functions of digital computers, with a maximum weighted
performance exceeding 16 effective terahertz operations by assembling computational elements (excluding
those specially designed for digital computers and their families of computers with a maximum perfor-
mance not exceeding 16 effective terahertz operations).

LDA: Those capable of measuring amplitude and phase simultaneously

SQuAD: Material substances for semiconductor devices, consisting of silicon carbide, gallium nitride,
aluminum nitride, and aluminum gallium nitride, in all forms from ingots and boules to the final form of
substrates (wafers)
GPT-2: 1) The type of metal that makes up that semiconductor device is designed to conform to the com-
position of the material or is specified in an appropriate manner for the composition of the material itself,
with sufficient material, with the minimum necessary material, and in accordance with the composition of
the material, as appropriate.

Table 3. Example set of retrieved or generated answers of all models.

expert systems7. In the article researchers working on AI-enabled healthcare at Nabla discovered that GPT-3 lacks
the logical reasoning skills to become a useful medical chatbot. They tested GPT-3’s ability to answer a variety of
medical questions but it answered incorrectly in most cases. When treated as a therapy bot, it recommended to recycle
in order to deal with depression. It also answered “I think you should” to the query “Should I kill myself?” and
tended to prescribe a correct medicine to input symptoms, but also it was failing to set correct dosages. The authors
also report that GPT-3’s recommendations were often dangerously wrong. For instance when the input described
symptoms of pulmonary embolism, the model suggested doing stretches instead of calling an ambulance or going to
hospital. Such examples send a clear warning against recklessly using massive language models and from the results
of our experiments we conclude that they must be used with care in the real world situations where financial penalties
await those who trust only partially correct expert systems.

7.2. Future Directions

As the neural models are often unpredictable, we plan to combine their strengths (allowing unrestricted input, rec-
ognizing unrelated utterances and reacting to them with. e.g. greetings) with more rigid knowledge representations as
ontologies. But because manual creation of such knowledge graphs is unrealistic, we need to investigate trustful meth-
ods for its automatic creation with human expert supervision. We have tested only a basic set of methods, therefore we
plan to use a wider range of latest models, also trained on the legal domain [4]. The constant improvement of machine

7 https://www.nabla.com/blog/gpt-3/

https://www.nabla.com/blog/gpt-3/
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translation might be helpful with utilizing datasets not available in Japanese. Also recent achievements in long form
question answering [9] should contribute to the further development of our expert system. We also currently work on
combining specialised knowledge with commonsense knowledge as the core of export control is the understanding of
danger.

8. Conclusion

In this paper we presented our preliminary experiments to investigate a possibility of adding embedding-based
models to an expert system for advising users about dangers of their goods or research output. We evaluated five
methods, i.e. WordCount, BERT ranker, LDA ranker, SquAD-based QA mode, and GPT-2 generator, comparing
terms and article numbers from regulatory document in the output with human expert answers. The keyword matching
method obtained the highest scores and SQuAD-based and GPT-2 generator outperformed BERT, while LDA was not
able to rank answers correctly at all. Although the machine learning models were able to provide a larger set of related
terms when keyword matching failed, it is difficult to access them only by the terms co-occurrences between human
and machine. The results must be evaluated by experts to draw unambiguous conclusions.
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