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Image annotation is a process of finding appropriate semantic labels for images in order to obtain a more
convenient way for indexing and searching images on the Web. This article proposes a novel method for image
annotation based on combining feature-word distributions, which map from visual space to word space, and
word-topic distributions, which form a structure to capture label relationships for annotation. We refer to
this type of model as Feature-Word-Topic models. The introduction of topics allows us to efficiently take word
associations, such as {ocean, fish, coral} or {desert, sand, cactus}, into account for image annotation. Unlike
previous topic-based methods, we do not consider topics as joint distributions of words and visual features,
but as distributions of words only. Feature-word distributions are utilized to define weights in computation
of topic distributions for annotation. By doing so, topic models in text mining can be applied directly in our
method.

Our Feature-word-topic model, which exploits Gaussian Mixtures for feature-word distributions, and
probabilistic Latent Semantic Analysis (pLSA) for word-topic distributions, shows that our method is able
to obtain promising results in image annotation and retrieval.
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1. INTRODUCTION

As high-resolution digital cameras become more affordable and widespread, the use of
digital images is growing rapidly. At the same time, online photo-sharing Web sites and
social networks (Flickr, Picasa, Facebook, etc.), hosting hundreds of millions of pictures,
have quickly become an integral part of the Internet. On the other hand, traditional
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image retrieval systems are mostly based on surrounding texts of images. Since the
visual representation of images is not fully utilized during indexing and processing
queries, the search engines often return irrelevant images. Moreover, this approach
cannot deal with images that are not accompanied with texts.

Content-based image retrieval, as a result, has become an active research topic [Datta
et al. 2008; Snoek and Worring 2009] with significant evaluation campaigns such as
TRECVID [Smeaton et al. 2006] and ImageCLEF [Müller et al. 2010]. While early
systems were based on the query-by-example schema, which formalizes the task as
search for best matches to example-images provided by users, the attention now moves
to the query-by-semantic schema in which queries are provided in natural language.
This approach, however, needs a huge image database annotated with semantic labels.
Due to the enormous number of photos taken every day, manual labeling becomes an
extremely time-consuming and expensive task. As a result, automatic image annotation
receives significant interest in image retrieval and multimedia mining.

Image annotation is a difficult task due to three problems, namely semantic gap, weak
labeling, and scalability. The typical “semantic gap” problem [Smeulders et al. 2000;
Datta et al. 2008] is between low-level features and higher-level concepts. It means
that extracting semantically meaningful concepts is difficult when using only low level
visual features such as color or textures. The second problem, “weak labeling” [Carneiro
et al. 2007], originates from the fact that the exact mapping between keywords and
image regions is usually unavailable. In other words, a label (say “car”) is given to
an image without the indication of which region in the image corresponds to “car.” Since
image annotation is served directly for image retrieval, scalability is also an essential
requirement and a problematic issue. Here, the scalability should be considered both in
the data size and in the vocabulary size, that is, we are able to scale up to a large amount
of new images with hundreds or thousands of labels. In this article, we use labels and
words interchangeably to indicate the elements in the annotation vocabulary.

A considerable amount of effort has been made to design automatic image annota-
tion systems. Statistical generative models [Blei and Jordan 2003; Feng et al. 2004;
Lavrenko et al. 2003; Monay and Gatica-Perez 2007] introduce joint distributions of
visual features and labels by making use of common latent variables. In general, this
approach is scalable in database size and the number of labels. However, since they
do not explicitly treat semantics as image classes, what they optimize does not di-
rectly imply the quality of annotation. On the other hand, several attempts have been
made to apply multi-instance learning to image annotation [Carneiro et al. 2007; Zha
et al. 2008]. Multi-instance learning (MIL) is a variation of supervised learning for the
problems with incomplete knowledge about the labels of training examples. In MIL,
instances are organized into “bags” and a label is assigned to the whole bag if at least
one instance in the bag corresponds to the label. Applying MIL to image annotation, an
image can be considered as a “bag” while subregions in the image are the “instances”
of the bag. The advantage of this approach is that it provides a potential solution to the
problem of “weak labeling” stated above. Among MIL methods, Supervised Multiclass
Labeling model (SML) [Carneiro et al. 2007] was successfully exploited in image an-
notation and retrieval. This method is also efficient enough to apply to a large dataset
with a considerably large number of labels. Unfortunately, SML does not take into
account the multilabel relationships in image annotation. The essential point is that
label correlations such as {beach, sand}, or {ocean, fish} should be considered to reduce
annotation error, thus improve performance.

This article proposes a general framework for image annotation. The main idea is
to use topics of words to guess the scene setting or the story of a picture for image
annotation. Here, a topic is a set of words that consistently describe some “content of
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Fig. 1. Example of annotations in SML and our method.

interest” such as {sponges, coral, ocean, sea, anemone, fish, etc.}. In order to illustrate
the importance of topics, let us consider the left picture in Figure 1 as an example, if
we (human) see this picture, we first obtain the story of the picture such as “a scene of
forest with a lot of trees and a narrow path, in dark”. Next, we can select “keywords”
as “labels” based on it. Unfortunately, only based on “visual features,” SML selects
“masts” for the best keywords since it has several small white parts, which resembles
to sails. Here, branches are confused with “mast” learned from images with sea scene
in the training dataset. If, somehow, we can guess the scene setting (via topics) of the
picture, we can avoid such confusion. We successfully resolve it, and our annotations
in Figure 1 capture the scene better.

In general, any method that produces feature-word distributions and any topic
model can be exploited in our framework. For simplicity, we focus on mixture hier-
archies [Vasconselos 2001; Carneiro et al. 2007] and pLSA [Hofmann 2001] to build
a Feature-Word-Topic model. In particular, we learn two models from the training
dataset: 1) a model of feature-word distributions based on multi-instance learning and
mixture hierarchies; 2) a model of word-topic distributions (topic model) estimated
using probabilistic latent semantic analysis (pLSA). The models are combined to form
a feature-word-topic model for annotation, in which only words with the highest values
of feature-word distributions are used to infer latent topics for the image (based on
word-topic distributions). The estimated topics are then exploited to rerank words for
annotation. As a result, the proposed framework provides some advantages as follows:

—The model inherits the advantages of Multi-instance learning. In other words, it
is able to deal with the “weak labeling” problem and optimize feature-word distri-
butions. Moreover, since feature-word distributions for two different words can be
estimated in a parallel manner, it is convenient to apply in real-world applications
where the dataset is dynamically updated.

—Hidden topic analysis, which has shown the effectiveness in enriching the semantics
in text retrieval [Nguyen et al. 2009; Phan et al. 2010; Phan et al. 2008], is exploited
to infer scene settings for image annotation. By doing so, we do not need to directly
model word-to-word relationships and consider all possible word combinations, which
could be very large, to obtain topic-consistent annotation. As a result, we can extend
the vocabulary while avoiding combinational explosion.

—Unlike previous generative models, the latent variable is not used to capture joint
distributions among features and words, but among words only. The separation of
topic modeling (via words only) and low-level image representation makes the anno-
tation model more adaptable to different visual representations, or topic modeling.
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The rest of this article is organized in seven sections. Section 2 gives a brief overview
of existent approaches to image annotation and related problems. The general learning
framework is described in Section 3. Our deployment of the proposed framework will
be given in Section 4, 5 and 6. Moreover, Sections 6 discusses the relationships of our
annotation model with related works as well as the time complexity analysis. Section 7
shows our experiments and result analysis on three datasets. Finally, some concluding
remarks are given in Section 8.

2. PREVIOUS WORK

Image annotation has been an active topic for more than a decade and led to several
noticeable methods. In general, image annotation should be formulated as a multil-
abel multi-instance learning problem [Zhou and Zhang 2006; Zha et al. 2008]. Multi-
instance learning [Dietterich et al. 1997] is a special case of machine learning where
we have ambiguities in the training dataset. The training dataset in MIL contains a
set of “bags” of instances where labels are assigned to “bags” without the indication of
the correspondence between the labels and the instances. Note that traditional super-
vised learning, that is, single-instance learning, is just a special case of multi-instance
learning [Zhou and Zhang 2006] where no ambiguity is considered and one bag con-
tains only one instance. Multilabel learning [Guo and Gu 2011; Zhang and Zhang
2010; Ghamrawi and McCallum 2005] tackles the learning problem when an example
is annotated with multiple (often correlated) labels instead of one label in multiclass
learning. Due to the exponential explosion of label combination, this problem is much
more challenging than multiclass learning.

Although image annotation should be considered in a multi-instance multilabel for-
malization, the current methodologies are too expensive to be applied in practice. Most
of current solutions [Zhou and Zhang 2006; Zha et al. 2008] are exploited for image
classification with the number of labels from 10 to 20. In the following, we focus on the
solutions to image annotation from multi-instance multilabel learning. Related issues
in multimedia retrieval can be found in Snoek and Worring [2009].

2.1. Statistical Generative Models

As mentioned earlier, statistical generative models introduce a set of latent variables
to define a joint distribution between visual features and labels. This joint distribution
is used to infer conditional distribution of labels given visual features. Jeon et al. [2003]
proposed Cross-Media Relevance Model (CMRM) for image annotation. The work
relies on normalized cut to segment images into regions. The authors then build blobs
(or visual terms) by clustering feature vectors extracted from image regions. CMRM
model uses training images as latent variables to estimate the joint distribution
between blobs and words. Continuous relevance model (CRM) [Lavrenko et al. 2003] is
also a relevance model like CMRM, but different from CMRM by the fact that it models
directly the joint distribution between words and continuous visual features using
non-parametric kernel density estimate. As a result, it is less sensitive to quantization
errors compared to CMRM. Multiple Bernoulli Relevance Model (MBRM) [Feng et al.
2004] is similar to CRM except that it is based on another statistical assumption for
generating words from images (multiple Bernoulli instead of multinomial distribu-
tion). These methods (CMRM, CRM, and MBRM) are also mentioned as the keyword
propagation methods since they transfer keywords of the nearest neighbors (in the
training dataset) to the given new image. One disadvantage of the propagation meth-
ods is that the annotation time depends linearly on the number of training set, thus
leads to the scalablibility limitation in terms of the dataset size [Carneiro et al. 2007].

Topic-model based methods [Blei and Jordan 2003; Monay and Gatica-Perez 2004,
2007] do not use training images but hidden topics (concepts/aspects) as latent
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variables. The methods also exploit either quantized features [Monay and Gatica-
Perez 2007] or continuous variables [Blei and Jordan 2003]. The main advantages
of the topic model-based methods are the ability to encode scene settings (via topics)
[Lienhart et al. 2009] and to deal with synonyms and homonyms in annotation.

To some extent, statistical generative models can encode label correlations using the
cooccurrence of labels within topics or images. However, most of the above methods
neither explicitly tackle the multilabel nature of image annotation, nor study the
impact of it on image annotation. As a result, it is not clear that the good performance
of a system is owning to the visual representation, the learning method or the ability
to encode word relationships. It is, therefore, difficult to tune the performance of the
annotation system.

2.2. Multi-Instance Learning

The common effort of early works is to formalize image annotation as a single-instance
learning problem, that is, the standard classification in one-vs-all (OVA) mode, in which
one classifier is trained corresponding to one concept/label versus everything else.
Support Vector Machines [Schölkopf et al. 1999], which learns a hyperplane to separate
positive and negative examples, is one of the most popular and successful methods for
classification. Many groups attending ImageCLEF competition [Nowak et al. 2011]
have succeeded in applying SVMs with OVA strategy to the photo annotation task.
The difficulty of this approach is caused by the imbalance among labels, that is, when
training a classifier, the number of negative examples dominates the number of positive
examples. Although it has not been drawn a lot of attentions in image annotation, class-
imbalance learning [Liu et al. 2006] needs to be taken into account to deal with this
problem.

Recently, multi-instance learning has received more attentions in the task of image
annotation. Supervised Multiclass labeling (SML) [Carneiro et al. 2007] is based on
MIL and density estimation to measure the conditional distribution of features given
a specific word. SML considers an image as a bag of patch-based feature vectors (in-
stances). A mixture density for a label (say “mountain”) is estimated on the collections
of images with “mountain” in a hierarchical manner. Since SML only uses positive bags
for each label, the training complexity reduces in comparison with OVA formalization
given that we use the same feature space and density estimate. Stathopoulos and Jose
[2009] followed the method of Carneiro et al. and proposed a Bayesian hierarchical
method for estimating models of Gaussian components. Zhang and Zhang [2009] pre-
sented a framework on multimodal image retrieval and annotation based on MIL in
which they considered instances as blocks in images. Other MIL-based methods extend
Support Vector Machine (SVM) [Andrews et al. 2003; Bunescu and Mooney 2007] to
explicitly deal with ambiguities in training dataset. MIL is suitable to cope with the
“weak labeling” problem in image annotation, but the disadvantage of current MIL-
based methods for image annotation is that they often consider words in isolation while
context plays important role in reducing annotation error.

2.3. Multilabel Learning

In order to incorporate the correlations among labels (multilabel learning) to reduce
annotation error, most of previous works are based on word-to-word correlations [Liu
et al. 2008; Jin et al. 2004; Qi et al. 2007] or fixed semantic structures such as Wordnet
[Jin et al. 2005; Wang and Gong 2007]. These methods can also be roughly categorized
into two classes: 1) Post-processing or annotation refinement [Liu et al. 2008; Wang
and Gong 2007] in which word-to-word relationships are used to refine label candidates
generated from a base annotation method; and 2) Correlative labeling [Jin et al. 2004;
Qi et al. 2007] in which word-to-word relationships are integrated to annotate images in
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Fig. 2. Overview of our multi-instance multilabel framework for image annotation. Here, we make use of
topic modeling to capture word correlations for multilabel learning.

a single step. The disadvantage of the refinement approach is that the errors incurred
in the first step can propagate to the second fusion step [Qi et al. 2007]. On the other
hand, the correlative labeling approach is much more expensive because the number
of word combination is exponential to the size of the vocabulary. Consequently, it limits
the extension of the annotation vocabulary.

3. THE PROPOSED METHOD

3.1. Problem Formalization and Notations

Image annotation is an automatic process of finding appropriate semantic labels for
images from a predefined vocabulary. This problem can be formalized as a machine
learning problem with the notations as follows:

—V = {w1, w2, . . . , w|V |} is a predefined vocabulary of words.
—An image I is represented by a set of feature vectors XI = {xI1, . . . , xIBI

}, in which
BI denotes the number of feature vectors of I and xIj is a feature vector. A feature
vector is also referred to as an instance, thus XI forms a bag of instances.

—Image I should be annotated by a set of words WI = {wI1, . . . , wITI }. Here, TI is the
number of words assigned to image I, and wI j is the j-th word of image I selected
from V.

—A training dataset D = {I1, I2, . . . , IN} is a collection of annotated images. That means
every In has been manually assigned to a word set WIn. On the other hand, In is also
represented by a set of feature vectors XIn. For simplicity, we often use Wn = WIn

and Xn = XIn to indicate the word set and the feature set of image In in the training
dataset.

Based on V and the training dataset D, the objective is to learn a model that automat-
ically annotates new images I with words (in V ).

3.2. The General Framework

The overview of our method is summarized in Figure 2. As we can see from the figure,
the training step consists of two stages:

(1) Estimating feature-word distributions: Feature vectors of images along with their
captions in the training dataset will be exploited to learn feature-word distribu-
tions p(X|w) for words in the vocabulary. Depending on the learning method, we
may obtain p(X, w) (with generative model) or p(w|X) (with discriminative model)

ACM Transactions on the Web, Vol. 7, No. 3, Article 12, Publication date: September 2013.



TWEB0703-12 ACM-TRANSACTION August 28, 2013 18:31

A Feature-Word-Topic Model for Image Annotation and Retrieval 12:7

instead of p(X|w). In either case, we are able to apply Bayes rule to derive p(X|w):

p(X|w) = p(X, w)
p(w)

= p(w|X) × p(X)
p(w)

. (1)

Besides probabilistic learning methods, functional learning methods such as Sup-
port Vector Machines [Schölkopf et al. 1999] can also be exploited by taking into
account the probabilistic estimates of the outputs of SVMs [Lin et al. 2007].

(2) Estimating word-topic distributions: The word sets associated with the images in
the training dataset are considered as textual documents and used to build a topic
model, that are represented by word-topic distributions. We use that topic model
to obtain appropriate combinations of words to form scenes.

In the annotation step, two types of the distributions are combined to form a feature-
word-topic model for image annotation, in which feature-word distributions are used
to define weights of words for topic inference. If feature-word distributions are not
obtained directly, we have to apply Bayes rule as in Equation (1). In this case, the
feature-word distributions are proportional to the outputs of the learned model (p(w|X)
or p(X, w)) and reversely proportional to p(w). This is appropriate because we want
words with higher confidence values, which are obtained from multiple instance classi-
fiers, to contribute more to topic inference while common words (such as “sky,” “indoor,”
etc.), which occur in many scenes, to have less contribution.

In general, we can apply any MIL method and any topic model to estimate two
types of distributions. Keeping in mind that MIL learning is more general than tra-
ditional supervised learning, we can also apply any single-instance learning method,
which generates feature-word distributions, to our framework. For simplicity, we ex-
ploit Gaussian Mixture hierarchy [Vasconselos 2001; Carneiro et al. 2007], which can
obtain p(X|w) directly, and pLSA [Hofmann 2001] in our deployment of the framework.

4. ESTIMATION OF FEATURE-WORD DISTRIBUTION

Feature-word distributions can be obtained directly based on Mixture Hierarchies
[Vasconselos 2001; Carneiro et al. 2007]. The objective of mixture hierarchies is to
estimate word-conditional distributions P(x|w ) from feature vectors in a hierarchical
manner to reduce computational complexity. It is worth noting that given the feature-
word distributions, SML depends on label frequencies for annotation whereas our
Feature-Word-Topic model relies on topic models to obtain topic-consistent annotations.

From Multi-instance learning perspective, an image corresponds to a bag of feature
vectors (examples/instances). A bag is considered positive to one label if at least one of
those examples is assigned to that label. Otherwise, the bag is negative to that label.
The positive examples are much more likely to be concentrated within a small region
of the feature space in spite of the occurrence of negative examples in positive bags
[Carneiro et al. 2007]. As a result, we can approximate the empirical distributions
of positive bags by a mixture of two components: a uniform component of negative
examples, and the distribution of positive examples. The consistent appearance of the
word-related visual features makes the distribution of positive examples dominate over
the entire positive bag (the uniform component has small amplitude). The distribution
of positive examples is then used as the feature-word distribution. Let Dw be the subset
of D containing all the images labeled with w, the distribution P(x|w) is estimated from
Dw in a two-stage (hierarchical) procedure as follows:

(1) For each image I in Dw, we estimate a Gaussian mixture of C components
{π I

j , μ
I
j, �

I
j | j = 1, . . . , C}. We thus obtain a set of |Dw|C image-level components. The

mixing parameters π I are summed and normalized among |Dw|C components to
obtain Mim = {π im

j , μim
j , �im

j | j = 1, . . . , |Dw|C} - a collection of image-level densities.
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(2) In the second stage, we would like to cluster the image-level densities into a Gaus-
sian mixture of L components at word-level Mw = {πw

i , μw
i , �w

i |i = 1, . . . , L}.
The word-level Gaussian mixture can be obtained by Expectation-Maximization al-
gorithm [Carneiro et al. 2007; Vasconselos 2001], which iterates between E-step and
M-step. The E-step calculates:

hij =
[
G
(
μim

j , μw
i , �w

i

)
exp

( − 1/2 trace
{(

�w
i

)−1
�im

j

})]π im
j N j

πw
i

∑L
k=1

[
G
(
μim

j , μw
k , �w

k

)
exp

( − 1/2 trace
{(

�w
k

)−1
�im

j

})]π im
j N j

πw
k

,

where G(x, μ,�) is a Gaussian with mean μ and covariance �, and Nj is the number
of pseudo-sample drawn from each image-level component, which is set to 1 as in
Carneiro et al. [2007]. We can roughly consider hij as the probability of assigning
the j-th image-level component to the word-level component i-th. For the M-step, we
update:

πw
i =

∑
j hij

|Dw|C

μw
i =

∑
j

λi jμ
im
j , where λi j = hijπ

im
j∑

j hijπ
im
j

�w
i =

∑
j

λi j

[
�im

j + (
μim

j − μw
i

)(
μim

j − μw
i

)T
]
.

After obtainingMw = {πw
i , μw

i , �w
i |i = 1, . . . , L} for all w ∈ V , we calculate feature-word

distributions for a new image I and a word w as follows:

p(XI|w) =
BI∏

n=1

L∑
i=1

πw
i G

(
xn, μ

w
i , �w

i

)
.

5. ESTIMATION OF WORD-TOPIC DISTRIBUTION

Considering the word sets of images as small documents, we use pLSA to analyze
the combination of words to form scenes. Like pLSA [Hofmann 2001; Monay and
Gatica-Perez 2007] for textual documents, we assume the existence of a latent aspect
(topic assignment) zk (k ∈ 1, . . . , K) in the generative process of each word w j (w j ∈ V )
associated with an image In (n ∈ 1, . . . , N). Given K and the label sets of images, we
want to automatically estimate Z = {z1, z2, . . . , zK}. Note that, we only care about
annotations, not visual features in this latent semantic analysis. The generative model
of pLSA is depicted in Figure 3 and described as follows:

(1) First, an image In is sampled with p(In) - the probability that an image In is selected
and it is proportional to the number of labels of the image.

(2) Next, an aspect (topic assignment) zk is selected according to p(z|In) - the conditional
distribution that a topic zk ∈ [1, K] is selected given the image In.

(3) Given the aspect zk, a word w j is sampled from p(w|zk) - the conditional distribution
that a word w j is selected given the topic assignment zk. The image In and the word
w are conditionally independent given z:

P(In, w) =
K∑

z=1

P(In)P(In|z)P(w|z). (2)
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Fig. 3. probabilistic Latent Semantic Analysis.

We want to estimate the conditional probability distributions p(w|zk) and p(z|In),
which are multinomial distributions and can be considered as parameters of pLSA. We
can obtain the distributions by using EM algorithm [Monay and Gatica-Perez 2007],
which is derived by maximizing the likelihood L of the observed data.

L =
N∏

n=1

|V |∏
j=1

{p(In)
K∑

k=1

p(zk|In)p(w j |zk)}N (In,w j ), (3)

where N (In, w j) is the count of element w j assigned to the image In. The two steps of
the EM algorithm are described as follows [Hofmann 2001]:

E-step. The conditional probability distribution of the latent aspect zk given the ob-
servation pair (In, w j) is updated to a new value from the previous estimate of the
model parameters:

p(zk|In, w j) ← p(w j |zk)p(zk|In)∑K
k′=1 p(w j |zk′)p(zk′ |In)

. (4)

M-step. The parameters of the multinomial distribution p(w|z) and p(z|In) are up-
dated with the new expected values p(z|I, w):

p(w j |zk) ←
∑N

n=1 N (In, w j)p(zk|In, w j)∑|V |
m=1

∑N
i=1 N (Ii, wm)p(zk|Ii, wm)

, (5)

p(zk|In) ←
∑|V |

j=1 N (In, w j)p(zk|In, w j)

N (In)
. (6)

Here, N (In) is the total number of words assigned to In. When EM algorithm con-
verges, we obtain word-topic distributions p(w|z) to capture label correlations for our
Feature-Word-Topic model.

6. FEATURE-WORD-TOPIC MODEL FOR IMAGE ANNOTATION AND RETRIEVAL

6.1. Feature-Word-Topic Model

A Feature-Word-Topic model (FWT) combines the feature-word distributions p(X|w)
and the word-topic distributions p(w|z) for image annotation and retrieval (see
Figure 4). In our proposed method, features (X) are determined by words w, which
are in-turn controlled by topics z of images I. In the training phase, the feature-word
distributions and the word-topic distributions are estimated independently due to the
observation of words w. In the testing phase, only words with the highest values of
feature-word distributions are used to infer the latent topics of images. The estimated
topics are then exploited to rerank words for annotation. In the following, we first
introduce the basic assumptions of our FWT model, then give the detailed descriptions
of FWT in the training and testing phases.
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Fig. 4. Feature-Word-Topic Model for Image Annotation. Here, N′ is the number of images in the testing
dataset.

6.1.1. Generative Model. The generative model of our FWT model is depicted in Figure 4,
where words are generated from multinominal distributions as in pLSA, and features
are generated from Gaussian Mixtures. Like pLSA in Section 5, I, w, and z indicate
images, words, and topic assignments respectively. As in Section 4, X denotes the set
of feature vectors. Here, W is introduced as the set of annotation words of image I
in training (or the set of candidate words in testing), thus w is one word from W. We
assume that there exist a set of (distinguishable) visual representations {g1, g2, . . . , g|V |}
determined by the occurrences of words {w1, w2, . . . , w|V |} in the vocabulary V . However,
for any given image, due to the feature extraction method and the ambiguity of “weak
labeling,” we only observe noisy occurrences ( fi) of gi. In case that I is divided into
regions, we can consider fi as the subset of X corresponding to one specific region in
the image. Here, we consider each fi simply as one copy of X. The fact that fi is one copy
of X reflects the ambiguities caused by the weak labeling nature of image annotation,
that is, we know X triggers a specific label w but do not know what part of X (the subset
of X) stipulates w.

In the training phase, we have w, I, X, W, and f observed. W indicates the annotation
set, that is, a set of words that is assigned to image I. From the model (see Figure 4), we
see that the observed w blocks the way from z to f . In other words, the word-topic part
(from I to w) is independent of the feature-word part (from w to X) given words. The
generative model for the topic-word part is the same as pLSA (Section 5). By ignoring
the feature part, word-topic distributions are estimated as in Section 5 to obtain p(w|z).
By ignoring the topic part and noting that f is one copy of X, we estimate feature-word
distributions p(x|w) as in Section 4. The independence of the feature-word part and the
word-topic part is an important aspect in our approach since it reduces computational
complexity and makes the model much more flexible. The advantages of this design
will be discussed more in Section 6.3 where we compare our approach with the previous
work.

In the testing phase, we have I, X, f observed. W is formed by selecting a set W
of M candidate words with the highest values of p(X|w) = ∏BI

i=1 p(xi |w ) where xi is a
feature vector of image I. In this article, we fixed M to 20. Early experiments show
that slightly changing M will not affect the performance very much. Since each f is
one copy of X, we define the assumption as follows:

p( f1:M|w, X,W) = p( fi|w, X,W) =
{

ψ(X, w,W) w ∈ W
0 otherwise,

(7)

where ψ(X, w,W) is a weighting function depending on p(X|w) and W. Different
weighting functions can be used for different feature-word estimation methods to
leverage the high ranking words in topic inference. The weighting function also makes
the model extendable to multimodality, in which the function is formed as a weighted
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combination of a set of feature-word distributions (one from one modality). As a result,
we have topic-based multimodality fusion where the basic idea is that the topics
determined in different modalities should be consistent leading to correct annotation.
In this article, the following weighting function is exploited.

ψ(X, w,W) ∝ p(X|w) − min{p(X|wm)|wm ∈ W}. (8)

Note that the weighting function ψ preserves the order of the initial ranking of the
candidate words in W, but it makes words with higher values of p(X|w) gain even more
influence in topic inference in relative comparison with words with lower values of
p(X|w). ψ is normalized to make

∑
w∈W ψ(X, w,W) = 1.

The definition in Equation (7) also ensures that we only select words w from W
instead of the whole vocabulary V. Here, each w is one word from W, and the model
works as we sample M times from a multinominal distribution parameterized with
ψ(X, w,W) but the selection of w also be controlled by the topic distribution of the
whole image I. In the following subsections, we will discuss about how to infer topic
distribution for an image in the testing phase with given ψ(X, w,W) and W, and use
the topic information for refining image annotation. Note that estimation and inference
in the training phase are done independently, as in Section 4 and Section 5.

6.1.2. Inference in the Testing Phase. Given the model depicted in Figure 4 and a new
image I while fixing p(w|z) and p(X|w) from the training phase, an EM algorithm is
used to obtain p(zk|I) for k = 1, 2, . . . , K. Since each f is one copy of X, we can replace
each fm by X . The EM starts with an initiation and iteratively run through E-step and
M-step until convergence.

—E-step updates posterior distributions:

p(zk, wm|I, X,W) ← p(zk |I ) × p(wm |zk ) × ψ(X ,wm ,W)
Z

, (9)

where Z = ∑
k′

∑
w′∈W p(zk′ |I)p(w′|zk′)ψ(w′, X,W)

—M-step maximizes the expectation of the complete log likelihood Lc with respect to
posterior distribution (from E-step). Denote E = Ep(w,z|I,X,W)logLc, we have:

E =
∑

zk

∑
wm∈W

p(zk, wm|I, X,W) log p(I, zk, wm,W, X)

∝
∑

zk

∑
wm∈W

p(zk, wm|I, X,W)

×{log p(zk|I) + log p(wm|zk) + log ψ(X, wm,W)}.
.

Maximizing E with the constraint that
∑K

zk=1 p(zk|I) = 1, we obtain:

p(zk|I) ←
∑

wm∈W
p(wm, zk|I, X,W). (10)

After EM algorithm converges, we obtain the topic distribution p(zk|I) (k = 1, . . . , K)
for image I.
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6.1.3. Annotation. Given p(zk|I) (k = 1, . . . , K) inferred from W, for each w ∈ W, we
calculate:

p(w|I, X,W) ∝
∑

zk

p(w, zk, X, I,W)

=
∑

zk

p(zk|I) × p(w|zk) × ψ(X, wm,W)

= ψ(X, w,W)
∑
zk

p(zk |I ) × p(w |zk ) (11)

Based on p(w|I, X,W) for w in W, we attain new ranking for image annotation.
Here, Equation (11) refines the original ranking (given by ψ(X, wm,W)) with the topic
distribution of the image p(zk|I). It is observable that words with higher feature-word
probabilities via ψ(X, w,W) and high contributions (the high values of p(w|zk)) to the
emerging topics (the topics with high values of p(zk|I)) will result in higher ranks in
the new ranking list. The refinement process will be demonstrated in our experiments
(see Section 7.6 for more details).

6.2. Complexity Analysis

We compare time complexity of our proposed method with SML, which is based on the
same feature-word distributions but does not consider topic modeling. For annotating
one image, SML requires O(BL|V |) in which B, L and |V | are respectively the number
of feature vectors (of the given image), the number of Gaussian components at word-
level and the vocabulary size. Our method needs O(BL|V |) + O(MKe) where e is the
number of EM iterations in Section 6.1.2, and K is the number of topics. In real-
world dataset, since BL|V | is usually much larger than MKe, the extra time for topic
inference is relatively small. For instance, one image in ImageCLEF (Section 7) has
BL|V | ≈ 5,000 × 64 × 99 and MKe ≈ 20 × 10 × 30, thus FWT (in MATLAB) needs
10 seconds to obtain feature-word distribution including feature extraction time but
only 0.001 (second) for topic refinement in a computer of 3GHz CPU, 4GB memory.

6.3. Comparison with Related Approaches

6.3.1. Supervised Multiclass Labeling. As mentioned earlier, our method estimates
feature-word distribution based on mixture hierarchies and MIL, which is the same
as SML [Carneiro et al. 2007]. The difference of our approach compared with SML is
the introduction of latent topics in the annotation. For annotating a new image I with
SML, words are selected based on p(w|X) calculated as follows:

p(w|X) ∝ p(X|w) × p(w) (12)

From Equations (11) and (12), we see that SML only integrates word frequencies
(from the training dataset) into image annotation but our method considers word
relationships (via topics).

6.3.2. Topic Models for Image Annotation. There were a lot of applications of topic models,
which are originated from text mining, in image-related problems. Most of the current
approaches model directly topic-feature distributions [Blei and Jordan 2003; Hörster
et al. 2007, 2008; Monay and Gatica-Perez 2004, 2007, Lienhart et al. 2009, Wang et al.
2009]. If continuous features are used [Blei and Jordan 2003; Hörster et al. 2008],
topic estimation becomes very complicated and expensive (in terms of time complexity)
since the feature space is very large in comparison with word space. If features are
clustered to form discrete visual-words [Hörster et al. 2007; Lienhart et al. 2009;
Monay and Gatica-Perez 2004; Wang et al. 2009], the clustering step on a large dataset
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Fig. 5. The difference of our method in comparison with other topic-based approaches: (a) Other approaches;
(b) Our method

of images is also very expensive and may reduce the annotation performance [Jeon
et al. 2004]. Moreover, the indirect modeling of visual features and labels make it
harder to guarantee annotation optimization. Topics of features are also more difficult
to interpret than topics of words.

The difference of our method from previous approaches is that we model topics via
words, not words and features (see Figure 5). As a result, we do not need to modify topic
models for training, where captions are available. To infer topics for an unannotated
image, we only need to consider weights based on p(x|w) instead of word occurrence in
the original models. Since feature-word distribution for a concept is estimated using
a subset of the training dataset, it is more practical in comparison with visual-word
construction. Moreover, the separation of feature-word distribution and word-topic
distribution makes it easier to optimize the performance. For example, if we already
have good models for recognizing some of the concepts in the vocabulary such as “tigers,”
“face,” we can replace those models to obtain more-confident p(X|“tigers”) or p(X|“face”),
which improves the final ranking in Equation (11). Similarly, we can construct more
suitable topic model, which deals with the sparseness of words per scene, but still be
able to reuse the whole feature-word distributions.

6.3.3. Multilabel Learning for Annotation. Among the approaches that make use of word
relationships in annotation, our method falls into the refinement category as aforemen-
tioned in Section 2. The difference of our method is that we make use of a topic model
to capture word relationship rather than word-to-word correlations or fine-constructed
semantic structures like Wordnet. As a result, we are able to extend the vocabulary
easier and exploit the current advances of topic modeling in text. Although we use
pLSA for topic estimation, other topic models can be used to capture stronger relation-
ships such as Correlative Topic Model (CTM) [Blei and Lafferty 2007], in which the
presence of one topic {sand, ocean, sky, dune} may lower the probability of another
topic like {sand, desert, dune, sky}.

7. EXPERIMENTS

We conducted experiments to investigate the empirical performance of FWT on
3 datasets, that is, UWDB, Corel5K and ImageCLEF. We begin by describing visual
representation and evaluation methods that are used in all the following experiments.
The next subsections address our experimental results and analysis.

7.1. Visual Representation

In order to obtain visual features for annotation and retrieval, various feature extrac-
tion methods can be applied [Makadia et al. 2008; Deselaers et al. 2008; Snoek and
Worring 2009]. For comparison purpose, we make use of a similar method as SML
[Carneiro et al. 2007] and pLSA-based annotation and retrieval [Hare et al. 2008]. For
each image I, a set XI of feature vectors are extracted as follows:
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(1) An image I is represented in YBrCr color space. A set of BI overlapping 8×8 regions
are extracted from I using a sliding window. Note that, one region has three planes,
each of which is a square of size 8 × 8 and in one of three color channels (Y, Br or
Cr).

(2) For each region r ∈ {1, 2, . . . , BI}, we apply discrete cosine transform to each of its
color channels and kept lower frequencies to obtain 22 coefficients (for Y channel)
or 21 coefficients (for Br, Cr channels). We then concatenate all the coefficients to
obtain a feature vector xr of 64 dimensions.

(3) Applying step 2 for all BI regions of I, we obtain a set XI = {x1, . . . , xBI} of feature
vectors representing I.

We then perform training as described in Sections 3, 4, and 5. Image annotation for
test dataset is performed as described in Section 6, where we set M = 20. In most of
the following experiments, we compared our method with SML that is based on the
feature-word distributions with the same values of C and L.

7.2. Evaluation Methods

The annotation performance is measured using mean Average Precision (mAP) in two
views (image-based and label-based). For image-based mAP, we compare the ranking
list of words, which are automatically generated, with the truth manually assigned
by annotators. The main idea is that a relevant word at a higher rank will give more
credits than a lower rank. More specifically, we calculate the average precision (AP) for
one image as follows:

AP =
∑|V |

r=1 P(r) × rel(r)
Number of manual labels of the image

,

where r is a rank, rel(r) is a binary function to check the word at r is in the manual list
of words or not, and P(r) is the precision at r. Finally, Image-based mAP is obtained by
averaging APs over all images in the testing dataset.

Besides annotation evaluation, we also perform retrieval evaluation by making use
of the label-based mAP, which is similar to [Carneiro et al. 2007; Feng et al. 2004; Hare
et al. 2008; Monay and Gatica-Perez 2007]. For each image, top words are indexed based
on the probabilities of those words. Given a single-word query, the system returns a list
of images ordered by probabilities. We then calculated average precision (AP) based
on the returned ranking list of each query; then Label-based mAP is obtained by
calculating the mean of average precisions over all queries.

7.3. UWDB Dataset

UWDB is a freely available benchmark dataset for image retrieval, which is maintained
at University of Washington.1 This dataset contains 1109 images that are classified into
categories like “spring flowers,” “Barcelona,” and “Iran.” They also provide an uncatego-
rized dataset containing 636 landscape images. All of those images are annotated with
captions. For experiments in this paper, we obtain color images from UWDB and resize
them to 40% of original size, which results in images with size 300 × 200. For image
labels, we performed a small preprocessing by spell checking, text stemming (such as
“trees” to “tree”). Finally, we obtained 1490 images (of size 300 × 200) annotated with
292 unique words for annotation and evaluation. The maximum of words per image is
22, and the minimum is 1. On average, we have 4.32 captions per image.

UWDB dataset is evaluated using 5-fold cross-validation with C = 4; L = 32 and K
is set to 10, 50, 100. Here 5-fold cross-validation means we divide dataset into 5 folds,

1www-i6.informatik.rwth-aachen.de/∼deselaers/uwdb.
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Fig. 6. Five-fold-validation of SML, FWT with different number of topics (K = 10, 50, 100).
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Fig. 7. The conditional probability distributions top 20 words inferred from the image of “polar bear” in
Figure 8 in (a) FWT-100; and (b) SML.

each of which contains 298 images, and in turn take one fold for testing and the rest
for training.

The results from 5 folds are reported in Figure 6(a) and Figure 6(b), where the error
bars imply the standard variations over 5 folds. Figure 6(a) shows image-based mAPs
on 5 folds of UWDB. It can be observed that FWT-50 and FWT-100 outperform SML, in
which FWT-100 increases 9.8% of image-based mAP on average. Regarding FWT-100,
the improvement of image-based mAP varies from 5.6% on fold 4 to 13.1% on fold 1.
The values of label-based mAP are shown in Figure 6(b). Here, we indexed top 20 words
for each image based on word-image probabilities for label-based mAP evaluation. It
can be seen from Figure 6(b) that FWT-K models achieve gains from 29.4% (K = 10)
to 39.6% (K = 100) on average. Significant test shows that FWT-100 is significantly
better than SML on UWDB dataset.

On the other hand, Figure 6(a) and Figure 6(b) lead to an interesting observation
that although FWT-10 is a little worse than SML according to Image-based mAP, it
improves SML considerably (29%) with respect to Label-based evaluation. One of the
reasons is due to the ambiguity caused by negative instances of positive bags. Since
SML excludes negative bags in learning feature-word distributions, the discriminative
power of SML is lower than other MIL methods. Consequently, the probabilities of
top 20 words generated by SML for an image forms a near-uniform distribution (see
Figure 7(b)). When we index images based on top 20 words, the ambiguity becomes
more severe across images with SML. On the contrary, the top topic-consistent words,
which are generated by FWT, appear to receive much larger probabilities than the rest
of words in top 20 candidates (Figure 7(a)). This observation suggests that we are able
to automatically determine the length of annotation with FWT.
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Fig. 8. UWDB- Examples of Image Annotation with SML and FWT (K = 100).
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Fig. 9. Evaluation on Corel5K with SML, FWT with different number of topics K. The numbers inside
brackets indicate the annotated words per image. For example: SML(5) means we obtained top 5 words per
image for annotation.

Some demonstrative examples of annotation results on UWDB dataset are shown in
Figure 8. These examples show that our method is able to annotate images with more
topic-consistent words.

7.4. Corel5k Dataset

The Corel5k benchmark is obtained from Corel image database and commonly used
for image annotation [Duygulu et al. 2002; Carneiro et al. 2007; Hare et al. 2008]. It
contains 5,000 images from 50 Corel Stock Photo CDs and is predivided into a training
set of 4,000 images, a validation set of 500 images, and a test set of 500 images. The
validation set can be used to tune parameters such as the number of topics K, the
training and validation sets can afterward be merged to form a new training set. Each
image is labeled with 1 to 5 captions from a vocabulary of 374 distinct words. On
average, one image has 3.22 captions. The total number of labels that are included
both in the training and testing datasets is 260, which is also the number of labels that
we take into account for annotation and evaluation.

We evaluate performance of FWT with C = 4; L = 32 when changing K in Figure 9(a)
and Figure 9(b). Here, we fix feature-word distributions and trained a number of topic
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Table I. Retrieval Results of Some Related Methods and
FWT Reported on Corel5K

Method Label-based mAP
SML (our implementation) 0.164

pLSA-mixed [Hare et al. 2008] 0.141
pLSA-words [Hare et al. 2008] 0.162

FWT (K=250) 0.213

models to annotate with FWT. For each K, due to the random nature of EM algorithm,
10 attempts are conducted and the average mAP are obtained. Since the standard
deviations are small (less than 10−4), they have not been shown in the figures.

Figure 9(a) demonstrates performance of different FWT models on Corel5k when
changing the number of topics K. Overall, FWT models obtain better image-based
mAPs than SML on all settings. However, we can observe that the improvement on
image-based mAP is bounded by a threshold, which is certainly the best way to re-rank
the top 20 candidates generated from the feature-word distributions. In other words,
if correct annotations are not in the candidate list, they will not appear in the final
re-ranking by FWT. Multiple feature-word distributions from feature spaces can be
used to overcome this limitation and obtain more robust annotation results.

Figure 9(b) presents label-based mAPs of SML and FWT models on Corel dataset.
Although image-based mAPs may decrease sightly when K increase, the larger the
number of topics leads to better retrieval performance with FWT. We investigate how
the number of indexed words per image (or the annotation length) affects the retrieval
performance of SML and FWT. As probabilities of top words assigned by SML are not
much different from each other as analyzed in the previous section, the smaller number
of words being indexed per image provides the better retrieval results for SML. FWT,
on the other hand, has better results when the annotation length is larger. Noticeably,
FWT(5) is worse than SML(5) except when the number of topics is large (K = 250).
This is because the small number of topics brings more bias towards popular labels
such as “sky,” “cloud,” or “water.” Those popular words are so obvious that they are not
included as captions in some cases. For example, a lot of images with “pool” caption
do not contain “water” as their captions even though “pool” and “water” are topic-
consistent. Because the number of popular words is much smaller than the number
of less popular words, FWT(5) is consequently worse than SML(5). When we increase
the annotation length, the less popular words have chance to be selected with FWT,
hence the label-based mAPs of FWT(10) and FWT(20) are higher than FWT(5) and
even SML(5). A better strategy that weighs less popular words more than popular ones
in topic estimation and inference can help to overcome this situation. For FWT, further
studies can be conducted to estimate the length of topic-consistent annotation instead
of fixed annotation length in most of current studies.

Table I summarizes significant results obtained in our implementation of SML, FWT-
K models, and two models of joint distribution of words and features based on pLSA in
Hare et al. [2008]. These methods also use DCT-based feature selection and were tested
on Corel5k. In comparison with these baselines, FWT shows promising improvement.
Note that the performance of SML in our implementation is suboptimal compared to
the results in [Carneiro et al. 2007]. This is partly because we made use of smaller
values for parameters C and L to reduce computational complexity. However, better
feature-word estimation is expected to improve the performance of SML and FWT.

7.5. ImageCLEF Photo Annotation Dataset

The task of image annotation and retrieval is a part of the Cross Language Evaluation
Forum (CLEF) since 2003 [Müller et al. 2010]. The photo annotation challenge, namely
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Table II.
Comparison of FWT models with SML and Tag-based retrieval on ImageCLEF
photo annotation dataset. Here, SML (h) means we obtain top h words as anno-
tation for indexing for retrieval. The FWT (being modeled with K = 10, 50 and
using visual, and visual+tag) annotate images with words that have non-zero
probabilities according to Equation (11).

Method Label-based mAP Image-based mAP
Tag-based 0.186 0.170
SML (10) 0.141 0.180
SML (20) 0.144 0.214
FWT-10-visual 0.163 0.222
FWT-50-visual 0.161 0.211
FWT-10-visual+tag 0.241 0.248
FWT-50-visual+tag 0.238 0.243

ImageCLEF photo annotation, has attracted significant interest from research groups
with promising results in image annotation [Müller et al. 2010; Nowak et al. 2011].
The ImageCLEF photo annotation challenge in 2011 [Nowak et al. 2011] contains
18,000 Flickr images with 99 visual concepts (labels) and Flickr user tags (more
than 50,000 tags). This dataset is divided into 2 parts: the annotated part containing
8,000 images and the non-annotated 10,000 images. The average of annotation length
is around 12 words per image. We can see that although the number of labels of
ImageCLEF photo annotation dataset is smaller than Corel5K and UWDB, this
dataset is more “fully” annotated than Corel5K (3.22 labels per image) and UWDB
(4.32 labels per image).

We performed annotation and evaluation on all 99 labels. Indeed, the number of la-
bels in ImageCLEF photo annotation dataset is rather small to obtain good topic models
with pLSA. Fortunately, thanks to the user tags provided with this dataset, we are able
to perform word-topic estimation with pLSA on both the labels and the tags of Image-
CLEF. This, actually, shows an interesting demonstration of how feature-word-topic
models can provide a natural way to combine multimodal (textual, visual representa-
tion) for image annotation. Note that, we use user tags for word-topic estimation and
inference but only take 99 labels into account for annotation and evaluation.

Feature-word distributions are estimated as in Section 4 with C = 8, L = 64. For
word-topic estimation, we first filter tags that are too long (>10 characters), too short
(<3 characters), tags containing numbers, and those that appear less than 20 times.
Finally, we obtain a vocabulary of ≈1300 tags. From the textual parts (user tags,
annotations) of the images in the training data, we performed topic estimation with
pLSA with K = 10, K = 50. Two settings of FWT are trained for each K: 1) the FWT-
visual, which uses only the candidate labels from the feature-word distributions for
annotation; and 2) the FWT-visual+tag, in which we modify the FWT model to include
the user tags in the topic inference. More specifically, the set W contains not only
the candidate labels (with weights specified as in Section 6), but also the user tags
(with weight = 1 for each tag). It is noteworthy that after inferring p(z|I) from both
user tags and the label candidates (top candidates from feature-word distribution), the
annotation step is performed as in Equation (11) with and only with the candidate
labels, that is, the user tags will not be considered in this step. We compare FWT
models with SML using the same feature-word distributions. Moreover, we contrast
our method with a simple Tag-based retrieval, in which an image is annotated with a
label (of 99 labels) if that label appears in its tags. Note that our Tag-based retrieval is a
simple, direct matching, thus, it provides the baseline of textual-based image retrieval
in ImageCLEF photo annotation dataset.
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The experimental results are reported in Table II, which reveals some interesting
observations. First the table shows that Tag-based retrieval outperforms both SML(10)
and SML(20) in Label-based mAP but achieves lower Image-based mAP. This is due to
the imbalance among label frequencies. More specifically, suppose that we are able to
obtain Label-based mAP of 1 with both labels label1 and label2, which have frequencies
of 70% and 30% in the testing dataset. Moreover, we assume that all the testing images
have a fixed length of annotation of annot len = 5 labels. Now, if we consider 2 cases: 1)
we assign testing images with label1, and 2) we assign testing images with label2. In
the first case, we can obtain Image-based mAP of 0.7/annot len, while in the second case,
we only obtain Image-based mAP of 0.3/annot len. The label-based mAPs, on the other
hand, are the same in two cases (1/number of labels). This observation shows that
although a perfect annotation results in a perfect image retrieval system, the higher
Image-based mAP does not always imply higher Label-based mAP particularly when
we consider two different systems. In spite of this fact, FWT models outperform SML in
both Label-based mAP and Image-based mAP when we make use of visual information
only. When tags are considered for topic inference, FWT-visual+tags outperforms both
Tag-based and SML significantly in two evaluation methods. Second, the table also
reveals that SML(20) outperforms SML(10) in ImageCLEF, which is different from
the observations in Corel5K. This is obvious because the average length of annotation
(around 12 labels per image) is much larger than in Corel5k (around 3.2 labels).
Last but not least, it is shown that FWT models with K = 10 (FWT-10-visual, FWT-
10-visual+tag) are better than FWT models with K = 50 ((FWT-50-visual, FWT-50-
visual+tag). This fact is because we treat tags and labels equally when performing topic
estimation with pLSA, which leads to the drifting of the topic models toward tag con-
tent when the number of topics is larger. This issue should be considered in the future
work.

It is reported in Nowak et al. [2011] that the best performance on ImageCLEF is
obtained by fusing SVMs from multiple visual feature spaces. In general, estimating
feature-word distributions based on only positive examples (and from single feature
space) has limited discriminating power, which leads to the poor performance of
SML (0.14 of Label-based mAP), and FWT (FWT-10-visual, FWT-20-visual) (0.16 of
Label-based mAP) in comparison to the best performance in the competition (>0.4
of Label-based mAP). However, FWT always outperform SML in both evaluation
measures. This proves that FWT can always improve the base classifiers. Although
our FWT works with one visual feature extraction method, it is easy to extend to
include outputs from different feature spaces by integrating the outputs into the
weighting function (Section 6). We can also use the probabilistic outputs of SVMs
for feature-word distributions. The improvements can be tuned in both feature-word
distributions and word-topic distributions. However, this goes out of the scope of this
article, thus we would leave these for future work.

Figure 10 shows several cases when tags and visual representation affect the an-
notation in our experiment. First if one label appears in the tags and agrees with
the candidate labels from visual information (e.g., the label “architecture” in the first
picture), it obtains high rank in the annotation of FWT-visual+tag. Second, in the
second and fourth images, the tags infer the topics of “flowers, park garden” and
“painting, graffiti” although there is a mismatching between the tags and the labels
(flower/flowers) in the second image, and no “painting, graffiti” in the fourth image. As
a result, the topics affect the ranking of the candidate labels in spite of some confusing
annotations from the visual information. Finally, although there is no tag in the third
image, we are still able to annotate it with relevant labels with FWT. These examples
shows that FWT provides a natural way to integrate tags, visual features into an effec-
tive framework. Since we still have a long way to obtain a practical and fully automatic
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Fig. 10. Image Annotation with FWT-10-visual+tag on ImageCLEF Photo Annotation Dataset.

Fig. 11. Topics estimated from Corel5k (K = 250).

Candidates: tracks formula cars arch guard seals elephant dock wall ice bulls 
elk steps rock-face prototype baby straightaway snow mist boats 

cars tracks formula straightaway prototype
arch wall elk bulls snow boats steps seals ice city mountain sky sun water 

SML: tracks, formula, cars, arch, guard 
FWT:  cars, tracks, formula, 
straightaway, prototype 

Emerging topic: Cars, turn, tracks, 
formula, straightaway, prototype, 
sky, grass 

Fig. 12. Refinement with Topics.

image annotation system, it is beneficial to integrate these systems to our traditional
text-based image search.

7.6. How Topics Can Help to Reduce the Semantic Gap

Figure 11 demonstrates sample topics estimated from the dataset of the training and
validation parts of Corel5k, and Figure 12 shows how topics can be used to improve
annotation performance. Based on feature-word distributions, the top 20 candidates
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are selected. It is observable from Figure 12 that the visual representation gives some
wrong interpretation of the picture, which results in words like “arch,” “guard,” or
“elephant” at higher positions than more suitable words like “prototype.” The appro-
priate interpretation of the picture, however, makes the topic describing the scene
(topic 131 in Figure 11) surpass the other topics. By taking topics into account, the
more relevant words can be at higher ranking positions than only based on features.
Due to the “semantic gap,” the visual representation is not good enough for image
annotation. We need more “semantic” from scene settings to infer relevant labels.

The performance of FWT depends on the quality of feature-word distributions and
topic models. In this article, we weight words with higher ranks from feature-word
distributions more than the lower rank ones for topic inference. Certainly, when the
top words from feature-word distributions are not correct, the estimated topics that
only depends on feature-word distributions can not be helpful. Fortunately, images
in the Internet usually come with surrounding texts. If we consider the surrounding
texts as some types of features, we can have great chance to infer appropriate topics
from surrounding text beside those from visual representation. As the annotation in
FWT should be topic-consistent, it is more robust to outliers (or misspelling) in training
dataset. If a misspelling word does not highly contribute to the dominated topics, which
are supported based on visual information; it will be less recommended for annotation.
Because image annotation as well as object recognition are still difficult problems to
cope with, a solution that combines multiple modalities (surrounding texts, and visual)
is promising for image annotation and retrieval.

In practice, we need to choose two parameters for FWT, which are M (the number of
candidate words) and K (the number of topics). For M, we have tried M ∈ [18, 25] in
ImageCLEF photo annotation dataset, and the performance just varies slightly. This
shows that FWT is not sensitive to M. For general cases, we can choose M from cross-
validation. For K, there are two ways to estimate K in general: 1) we can estimate the
topic model of labels independently using label perplexity from the feature-word topic
distributions just like LDA [Blei et al. 2003]; or 2) we use a validation set to estimate
K from annotation performance.

8. CONCLUDING REMARKS

This article has introduced an effective general framework for image annotation. From
machine learning perspective, it can be considered as a multi-instance multilabel learn-
ing framework, where we exploit topic models to capture label correlations. We have
demonstrated a deployment of the framework with Mixture Hierarchies and pLSA.
From the thorough evaluation and demonstrations, we showed that our method is able
to obtain noticeable results on three datasets, that is, UWDB, Corel5K and ImageCLEF.

The proposed approach is simple and can be extended in several ways. First of all,
we can easily adapt to a different topic model or a different MIL method, thanks to the
separation of topic modeling from low-level feature representation. The topic modeling
will capture the multilabel nature of image annotation. While multilabel learning with
word-to-word setting or Bayesian setting is expensive, it is proved that topic modeling
is effective for a large number of words and documents. This property brings us a lot
of benefits from the recent development of text modeling and MIL approach in image
annotation. There are several open questions that we need to address to build topic
models for scenes such as the sparsity of labels per image, the sparsity of topic models,
and the topic drifting issue when we mix labels and tags.

Second, we can modify the approach to include many types of feature extraction,
which has been shown effective in improving annotation performance as well as object
detection [Makadia et al. 2008; Torralba et al. 2010]. One feature representation can
be considered as one view of an image, different views of an image can be used to obtain
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better annotation. For example, we can train one model of p1(x|w ) for local feature de-
scriptors (such as SIFT, DCT, and so on), one model p2(y|w ) for global features (such as
contour, shapes). Weighted candidates from different views can be selected, merged and
refined for annotation using topics. Considering an image in different views not only
help to improve annotation performance but also reduce the time complexity to estimate
feature-word distribution. Instead of using feature vectors with large dimension, we
can divide them to several types of feature vectors, each of which has smaller dimension.

Third of all, although we made use of mixture hierarchies in this article, we are able
to exploit other machine learning methods for feature-word estimation. Since single-
instance learning is just a special case of multi-instance learning [Zhou and Zhang
2006], we can make use of any traditional classifier such as Naive Bayes, Hidden
Markov Models, and so on in this step. The framework also applicable to Support
Vector Machines [Schölkopf et al. 1999] by taking the output of the classifiers (0 or 1)
as probabilities or performing probability estimates on the output of SVM [Lin et al.
2007; Wu et al. 2004].

Finally, we can perform topic modeling using a larger vocabulary, which includes both
annotation words and surrounding texts (or name of image files). Since we consider
only M selected candidates in the annotation vocabulary, the annotation step works
exactly the same as described. Due to computation complexity and the dynamic of
human language, the annotation vocabulary is usually limited. By modeling topics for
a larger vocabulary, we are able to infer topics based on surrounding texts and features
(via feature-word distributions). In fact, the surrounding text may be not enough for
searching but can be used as a hint for annotation refined by topics. For example,
suppose that we model topics with an extended vocabulary containing “Eiffel,” an
image file name “Eiffel” should increase the probabilities for topics related to “tower,”
“city” even if “Eiffel” is not in the annotation vocabulary. This property also allows us
to search with queries that are not in the annotation vocabulary.
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