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RESUME

Le présent travail de recherche concerne le champ de la conversion de la voix.
La conversion de voix consiste à modifier les caractéritistiques de la voix d’un
locuteur dit source pour la rendre similaire à celle d’un locuteur dit cible. Un
système de conversion de voix se décompose en deux modules principaux : un
module de conversion de l’information de timbre (représenté par l’enveloppe
spectrale). La fonction de conversion est généralement estimée à partir d’un
modèle statistique qui permet de modéliser les dépendances entre les car-
actéristiques du locuteur source et du locuteur cible. Et un module d’analyse
et de modification des caractéristiques de la voix source après conversion du
timbre.

Malheureusement, les systèmes de conversion de voix actuels sont encore
loin d’atteindre une qualité de conversion naturelle. D’une part, la qualité
de la parole convertie est généralement dégradée. D’autre part, la qualité
de l’effet de conversion demeure insatisafisante, dans la mesure o la parole
convertie n’est pas toujours perue comme provenant du locuteur cible. Ceci
peut tre principalement attribuée à deux causes : une estimation insuffisante
des paramètres de la fonction de conversion entre les caractéristiques de la
voix source et les caractéristiques de la voix cible, ainsi qu’à une extraction
et une modification insuffisante de l’information de timbre. En particulier, les
modèles d’enveloppe spectrale utilisés actuellement sont généralement basés
sur les méthodes de prédiction linéaire et l’analyse cepstrale (MFCC). Ces
méthodes ne permettent pas une estimation précise des paramètres de la fonc-
tion de transfert sous-jacente du signal (modèle source-filtre). Ces méthodes
ne sont donc pas suffisantes pour permettre une extraction et une modélisation
précise de l’information de timbre.

L’objectif de notre travail de recherche a été de réaliser un système de con-
version de voix dans le cadre de la parole de haute-qualité. Nous nous sommes
concentrés en particulier sur l’étude de l’estimation de l’enveloppe spectrale
ainsi que sur les méthodes de transformation du timbre. Nous avons montré
que la méthode d’estimation de l’enveloppe spectrale dite True Envelope per-
mettait d’améliorer l’estimation de l’enveloppe spectrale. Nous avons proposé
une nouvelle mesure d’évaluation de la performance de la conversion basée sur
des critères perceptifs ainsi que sur une estimation précise des paramètres de
l’enveloppe spectrale cible.

L’approche proposée a été introduite dans un système de conversion de
voix basé sur une modélisation par mélange de gaussiennes (GMM). Nous



présentons une méthode permettant de sélectionner automatiquement l’ordre
du modèle de l’enveloppe spectrale, ce qui permet en outre une extraction
plus robuste de l’information du timbre dans le signal source. Enfin, nous
présentons une méthode de modification du timbre de la voix basé sur LP-
PSOLA et une représentation de l’enveloppe spectrale en Line Spectral Fre-
quencies (LSF). Comparée à une approche de référence, l’approche proposée
conduit à une amélioration significative de la qualité de la conversion sur la
base d’évaluations objectives et subjectives.

HIGH-QUALITY VOICE CONVERSION

This dissertation address a work on the field known as Voice Conversion. This
technology refers to the ability to modify the perceived voice identity of a
speaker to render it similar to that of a specific target one. A Voice Conver-
sion system consists basically in the analysis and modification of the source
speech after conversion of the timbre information (spectral envelope), com-
monly achieved by statistical modeling. However, natural speech quality has
been rarely observed following the current approaches. Some degradations can
result from the conversion process and, in general, a reduction on the overall
quality of the converted speech is commonly perceived. In addition, the con-
version effect is not considered fully satisfactory since the converted speech is
not always perceived as being similar to that of the target speaker. Finally,
note that the speech signals used until now has been restricted to low-medium
quality sample-rates ([8− 16]).

The problems just described can be principally attributed to an insufficient
performance of the source-target mapping of the timbre features as well as an
inefficient modeling and modification of the timbre information. In particular,
the spectral envelope models used to represent the timbre features, typically
based on Linear Prediction or cepstral analysis (MFCC), observe systematic
errors and can not been considered in general as performing efficient esti-
mation of the underlying transfer-function of the signal (source-filter model).
Accordingly, we consider that, following these techniques, proper extraction
and modeling of the timbre information cannot be achieved.

The goal of our research work was the application of Voice Conversion on
high-quality speech. Our main interests were established in the improvement
of current systems quality and the use of high-quality speech. To achieve
this, we focused our motivation into the study of improved spectral envelope
modeling and timbre modification.

The benefits provided by a cepstrum-based technique known as True Enve-
lope to achieve efficient envelope estimation were studied and experimentally
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verified. A model including perceptual criteria and accurate target informa-
tion was defined to evaluate the conversion performance instead of the classical
error measure based on poorly estimated envelope parameters. The improved
envelope models were applied to a Voice Conversion framework based on Gaus-
sian Mixture Modeling, resulting in increased timbre conversion performance.
A strategy to automatically select the order of the envelope models was also
derived, allowing increased extraction of the source timbre features. Finally,
a technique to achieve improved modified-timbre speech synthesis based on
the LP-PSOLA technique and Line Spectral Frequencies parameterization was
proposed. The resulting Voice Conversion methodology showed improved ob-
jective and subjective performance compared to the classical one based on
Linear Prediction.

Mots clés: synthese de la parole, analyse de la parole, analyse cepstral, pre-
diction linéaire.

Keywords: speech synthesis, speech analysis, cepstral analysis, linear predic-
tion.
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Chapter 1

Introduction

The processing of the speech signal can be considered as the task at the origin of the
exponential development of modern communications observed during the last four
decades. The principal motivations of the former telecommunications systems are
found in the captation, quantification, transmission and reproduction of the speech,
historically considered as the principal tool of human communication. Since then,
a huge part of the technological advances offered by systems based on digital signal
processing can be attributed to the significant amount of knowledge resulted from the
intensive research work done in the speech technology domain.

The continuous advance of speech technology has been leading to the extension of
the variety of its applications in a significant way. Since long time ago, the efforts of
the scientific community have been focused beyond the initial proposals of codification
and transmission of the speech information. Besides the pioneer interest to achieve
efficient transmission of speech through low bandwidth channels, current research
areas are found as rich as the variety of applications where any kind of information
contained in the speech signal can be involved. Some of the principal areas in which
current research on speech technology is focused are those of speech coding, synthesis,
recognition, transformation, and natural language processing.

In particular, voice transformation has been emerging as one of the main interests
of the scientific community in the recent years. It refers to the ability to modify a
perceived quality of the speech (i.e. intonation, pronunciation, hoarseness, expressiv-
ity, timbre). Potential applications can be found in the areas as different as cinema,
radio broadcasting, music, health, education, security and mobile telephony.

This research work is focused on the technology known as voice conversion (VC). A
VC system is defined as a system capable to render similar the perceived identity of a
speaker considered as the “source” speaker to that of a “target” one. The motivation
of this technology can be identified in several ways, starting from the capacity to
produce a variety of speaker identities on a Text-To-Speech system (commonly based
on a single speaker database) and finishing with the ability to provide the identity of
a speaker which is no more available.

The goal of this work is the research and development of a VC framework looking

1



2 Chapter 1 Introduction

to improve current VC performance and to extend the processing framework to speech
signals of increased quality (compared to current VC works). In order to achieve that,
we principally addressed our interest toward the investigation of some issues which
are not efficiently resolved in the state of the art of the VC research as the one
concerning the efficient modeling of the spectral envelop as well as natural converted
speech synthesis.

1.1 Historical interest in Voice Conversion (VC)

It could appear ambitious to state a historical interest in voice conversion since the
emergence of speech technology systems could be considered as being recent (some
few decades ago). So far, it can be senseless to address it to an epoch where the
human voice was rather based on an irregular phonation of sounds than in a sequence
of distinctive phonemes obeying to the rules of a language. Nevertheless, if we firstly
refer to voice conversion as the ability to use the human vocal system to imitate
the identity of another acoustical source we can then found the first motivations to
achieve this ability in the primitive human beings, despite the anatomical limitations
of their vocal systems [1], intended to reproduce some characteristic sounds of animals
and their natural environment.

With the emerging of modern languages, less “primitive” motivations to the imi-
tation of human voice (furthermore called ventriloquism) can be found at the ancient
Greek civilization, where the content and narrative style of some texts suggests the
necessity of some ventriloquism skills on the actors to play some roles at live theater
performances. This ability is commonly traced back by modern ventriloquists to a
male Greek god named Eurykles [2]. Moreover, an ancient restriction to the repre-
sentation of female actress still kept in some cultures some few hundred years ago
pushed male actors to imitate women’s voices to perform female characters and, in
general, to imitate the voice of known personalities of the epoch (kings, politicians,
artists, war heroes).

A special comment can be done to the publication at the 18th century of “Le
Ventriloque, ou l’Engastrimythe” by Jean-Baptiste de La Chapelle [3], claiming the
ventriloquism as “something coming from the art or the nature, or sharing such mu-
tual origin”, at an epoch where this ability kept a negative reputation related to
religious connotations. Later, in the 19th century, Alexandre Vattemare (Paris, 1796-
1864) became famous over all Europe performing as ventriloquist.

With the explosion of mass entertainment industries as the radio, television, cin-
ema and music during last century, the challenge to reproduce the voice of the emerg-
ing “world celebrities” clearly became a real and ambitious interest. We could hardly
neglect, for instance, the motivation of people to keep listening to the voice of an al-
ready deceased celebrity, their favorite radio presenter, or to listen to the translation
of a film with the original voice of the actor, the voice of a popular politician or artist
while someone else performs his role in a show, the voice of a famous singer of the
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past on lyrics he never song or performing duets with current singers, etc.
Lately, the increasing interaction in several domains of the society with multime-

dia content and technological solutions using speech synthesis allow us to wonder a
rich variety of ways in which voice conversion could also be successfully applied. The
motivations could be, however, as different as the nature of the current speech tech-
nology applications (telephonic assistance, physiological impairments, entertainment,
education, security, etc).

1.2 The place of Voice Conversion in current speech

technology systems

In particular, the interest to providing Text-To-Speech systems (TTS) with a multi-
speaker facility has been found as the main motivation of the scientific community
to work on the development of VC technology. A TTS system intends to produce
synthetic speech as output for a given input text. This technology has been already
implemented for several applications with the aim to provide, in the most of them, a
human-like interaction ambience between users and automatized systems.

Besides TTS systems, another domain in which voice transformation has been
successfully applied is the one of the entertainment. For example, speaker timbre
modifications to provide specific qualities on actors voices are commonly done for
cinema dubbing and music. Some missed dialogs can be also added “offline” if the
original actor is not available by modifying the voice of another speaker. Video
games industry has also been applying some voice morphing and voice transformation
techniques to produce a variety of voices from a single one. This field will definitely
represent soon one of the biggest development opportunities of VC technology.

We must remark that the main factor which is limiting the use of VC technology
for high-quality applications (cinema, music, video games, multimedia devices) is
found in the fact that high-quality voice conversion can be hardly achieved by current
VC propositions. The current performance cannot be considered as providing full
conversion effect and natural synthesis. In addition, VC research has been restricted
to low-medium speech quality.

1.3 Motivation of this work

The sound analysis and synthesis team at the Institute of Research and Acoustic-
Music Coordination (IRCAM) has a well-known experience in the research of music
technology. In general, the work done by this group aims to provide technological
solutions that could extend and satisfy the creative capacity of composers, musicians
and sound engineers for any kind of artistic proposal involving musical, singing or
voice content.



4 Chapter 1 Introduction

In particular, since long time the group has been working on the topics related to
the modification of the timbral and prosodic characteristics for speech and singing-
voice proposals. In addition to some relevant published works in this field ( [4], [5]),
several collaborations have also been done with cinema productions. One of the most
representative examples of these works can be found in the movie “Farinelli” [6], [7];
in which a homogenic timbre was created from a tenor (male) and a soprano (female)
singers in order to imitate a “castrato” singer.

We could easily find a variety of applications in which VC technology could be
applied for artistic proposals: the facility to reproduce the voice of an unavailable
actor or a deceased celebrity for cinema dubbing, the real-time conversion of voices for
theater or live music performances, etc. However, it is clear that the required quality
for such applications is higher than the one for telephonic applications. Accordingly,
besides the aim to achieve a proper and satisfactory conversion effect, an additional
goal of this work is the application of high quality signals on a VC framework for
achieving high-quality converted speech.

1.4 Organisation of the work

After this introductory chapter, in Chapter Two we present some concepts about
the speech signal and the characterization of the speaker from a speech signal point
of view. Then, the characteristics of a VC framework are described, as well as an
extensive study of the evolution of the research on VC technology. The chapter
concludes with a brief description of our proposed approach.

In Chapter Three the well-known Pitch Synchronous and Overlap Add (PSOLA)
method is described. The principal steps for the estimation of the signal parameters
as well as time-axe modifications to achieve F0 and duration transformations are
also presented. The chapter concludes with an improved strategy to perform timbre
conversion.

Improved spectral envelop models are presented in Chapter Four. The limita-
tions and drawbacks of Linear Prediction modeling and other improved autoregressive
methods are discussed. An efficient cepstrum-based model called “True-Envelop” al-
lowing optimal spectral envelop estimation is described, as well as an autoregressive
derivation leading to improved all-pole modeling. The concept of optimal residual
and the benefits of using mel-frequency scaling on the envelop estimators are also
presented.

The spectral modeling methods described in Chapter Four are exhaustively evalu-
ated in Chapter Five. In Chapter Six, these methods are therefore applied to the VC
framework. The resulting spectral conversion performance is evaluated by means of
a proposed perceptive model inspired on current audio quality evaluation standards.

Finally, the configuration of the whole VC framework is presented in Chapter
Seven. The complete analysis-conversion-synthesis stream is described in detail. The
results of subjective tests comparing the proposed methodology with the baseline
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based on Linear Prediction are presented. The work ends with some conclusions and
future work perspectives.
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Chapter 2

Introduction to Voice Conversion

2.1 The speech signal

The speech is produced as the result of a complex process performed at the human
vocal system. Continuous “speech” is generated by a sequence of configurations of the
vocal system suited by the phonetic content and intonation to be pronounced. Briefly,
the process of the sound pressure perceived as speech starts with the generation of
an airflow at the lungs. Then, depending on the nature of the sound this airflow can
be converted in general to quasi-periodic pulses at the glottal level by a systematic
opening-closing of the vocal chords or be constrained to a noisy flow by passing
through glottal cavities. Finally, the resulting periodic or noisy flow is acoustically
shaped by the vocal tract, the nasal cavities and the lips. Accordingly, the speech
process is commonly simplified to a source-filter model, in which the source part is
represented by the excitation signal observed after the glottis and the filter part is
attributed to the simplification of the vocal and nasal cavities to a acoustical tube of
varying cross-sections.

The different modes and configurations at each level of the vocal system and the
way in which their elements interact in the speech production process are mainly de-
fined by the phonetic content of the pronounced words and the characteristic prosody
(intonation, speaking style). Although the fact that the different articulators modify-
ing the whole vocal system are continuously varying, it is assumed, for simplification,
that the elements representing the source and filter parts are fixed among the duration
of a phoneme (stationary characteristic of speech sounds). Accordingly, it could be
attributed at each phoneme, a characteristic harmonic behavior (nature of the excita-
tion signal) as well as a specific spectral shape (vocal tract configuration). Note that
plosive phonemes (principally produced by a pulse air flow) and transitional ones,
due to its instantaneous and varying nature respectively, cannot be explained in the
way just described.

In general, considering the nature of the excitation signal, phonemes observing a
periodic waveform (resulting in harmonic spectra) are known as “voiced” (vowels, liq-
uids consonants), otherwise they are considered as “unvoiced” (fricatives, whispers).

7



8 Chapter 2 Introduction to Voice Conversion

Following, depending on the nature of the phonemes sequence the speech signal can
be therefore classified at a segmental level as being voiced or unvoiced. Note, how-
ever, that for some cases, the same phoneme can be found at difference occurrences
as being voiced or unvoiced.

The most representative case of the action of the filter part is found when pro-
nouncing vowels. In this case, the air flow pulses coming from the periodic excitation
signal pass freely through the vocal tract, which can be assumed to entirely repre-
sent the filter component since there is no coupling with the nasal cavity (no-nasal
vowels). Considering that the articulatory vocal tract configuration is typically mod-
eled in terms of the cross-sections and length values of an acoustical tube model, the
characteristic energy maximas (known as formants) of vowels spectra are explained
as the corresponding resonant frequencies of such physical model.

We finalize this short description of the speech signal with the concept of “pitch”.
The pitch is commonly defined as the perceived height of a sound . In the case of
speech, it is directly related to the instantaneous fundamental frequency (F0) value
of the speech signal. We will therefore refer indistinctively to this quality as pitch
or F0. Accordingly, for voiced speech, the temporal interval between two pulses on
the excitation signal, corresponding in general to the one observed between successive
periodic waveforms on the speech signal is also called fundamental or pitch period.

2.2 Speaker characterisation

Despite some qualities that could be subjectively attributed to a speaker as the speak-
ing rate (slow, fast), loudness (low, strong), pitch range (low, medium, high) and
other related to the voice quality as the roughness, hoarseness and intelligibility it
appears difficult to establish a set of descriptors well suited for a robust description
of the specific voice of a speaker. We should better refer to the factors allowing us to
discriminate individual speaker identities among others at different levels.

Firstly, at a linguistic level, the particular speaking style in conversational speech
help us to discriminate between different speakers. This speaking style, principally
due to cultural and regional factors, is mainly described by temporal aspects con-
cerning prosody and pronunciation, as the featured pitch trajectory at a segmental
level, the placement of pauses, the average duration of phonemes, vowels/consonants
duration rates, etc. However, a minimum amount of conversational speech is needed
to identify such temporal aspects and a significant amount of data to characterize
them. Clearly, the perceived speaking style differences between two speakers are sig-
nificantly reduced when pronouncing non-conversational speech as single words, short
utterances or a written text.

Secondly, considering purely acoustical aspects, it is well-known that the pitch
range (values in which the fundamental frequency varies) represents the first de-
scriptor allowing speaker discrimination. Nevertheless, precise speaker identification
is mainly based on the perceived voice timbre. Both acoustical descriptors (pitch,
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timbre) depend on the individual characteristics of the vocal system of the speaker.
Therefore, the information related to these descriptors does not depend on the amount
of speech. From a temporal point of view, we can also remark the local and segmen-
tal nature of the information provided by acoustical and speaking style descriptors
respectively. We could therefore state that the speaker identity can be characterized
in its simplest way by the perceived voice timbre and average pitch.

As mentioned above, the pitch range of a speaker is given by the oscillation capac-
ity of their vocal cords. This range depends principally on the type of the speaker.
Generally, female and childish observe a significant higher pitch range than male
speakers. Accordingly, an average normalization is commonly done when aiming to
match the pitch height of a target speaker. We remark that such average conversion
provides the target pitch perception as much as the speech content is not considered
to be influenced by the particular speaking style of the target speaker.

The differences between the perceived timbre of two speakers are principally at-
tributed to morphological differences of their particular speech systems. Firstly, con-
sidering the acoustical tube model, the vocal-tract length defines the overall positions
of the formants. Then, when comparing the spectra of speakers with different vocal
tract dimensions pronouncing the same phonetic content, the resulting effect is ob-
served as a warping of the formants positions. In a similar way to the pitch range,
the origin of this length mismatch is principally founded on the gender and age of
the speakers. In general, male speakers have a longer vocal-tract length (17.5cm in
average). Accordingly, the vocal region (formants) of female and childish speakers
are commonly observed within a frequency region larger than those of male speakers.

We know however that the perceived timbre of a speaker is not completely defined
by the dimension of its vocal-tract. It is commonly accepted that the timbre informa-
tion is contained on the whole shape of the spectrum (spectral envelop). Following the
source-filter model, the form of the spectral envelop represents the transfer function
of the filter related to the articulatory configuration of the vocal tract. Accordingly,
the differences between the timbre of two speakers when pronouncing the same pho-
netic content are attributed not only to the formants positions but in general to the
observed differences between their spectral envelops.

2.3 Definition of a Voice Conversion system

We already introduced a definition of a Voice Conversion system as a system ca-
pable to render similar the perceived identity of a “source” speaker to that of a
“target” speaker. Accordingly, the main tasks performed on a VC system are those
of speaker features estimation, features conversion and speech modification. Follow-
ing the concepts discussed in the past section, the voice timbre and F0 information
are considered the principal speaker descriptors to convert. The acquisition of the
related features typically relays on the estimation of the local timbre information in
terms of the spectral envelop and the global F0 statistics. The strategy to perform
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the corresponding analysis on the speech signal is commonly selected considering the
nature of the features and the signal model used to achieve signal synthesis, as will
be furthermore described.

Concerning the features conversion, we denote the two modes in which a VC
system generally operates: training mode and conversion mode. Firstly, since the
conversion rules are in theory particular in each source-target speakers case, they
must be previously defined. Typically, this is achieved by exhaustive training of
a determined transformation function using speech databases of the corresponding
speakers. These databases are commonly designed to cover the whole acoustical
space of the speakers since we aim to define a conversion function that could be
applied to source features coming from any unknown utterance. As final step, the
transformed features will be applied through the synthesis methodology to perform
converted speech synthesis. In the next section some of the different VC propositions
and their related techniques are described.

2.4 Different VC approaches

The existing variety of VC approaches can be classified considering three different
functionality axes: the analysis-synthesis method or anasyn method 1, the transfor-
mation model, and the nature of the speaker features. The area of influence of these
axes on the configuration of a VC system can be clearly identified on the three main
tasks described in the past section. The anasyn method defines the framework in
which the speech signal is processed to perform the speaker features estimation and
the signal modification. The transformation model provides the structure in which
the source-to-target mapping is defined, typically consisting in a specific form and
training methodology of a transformation function used to achieve features conver-
sion. Finally, the speaker features, as commented above, define the nature of the
information used to characterize the speakers.

Accordingly, we propose a functional description of an ideal VC system as follows:
anasyn method must provide acces to the signal information related to the voice
identity in order to accurately estimate/modify the speaker features. These features
must be parameterized in a way that could lead us to state consistent source-target
relations in the transformation model. Finally, this model must be able to perform
features conversion that could be traduced as feasible voice signal modifications; in
other words, the converted speech must preserve qualities as naturalness and intelli-
gibility.

It appears clear that the particular drawbacks and limits of the existing techniques
performing any of the functionalities just described have an effect on the overall
VC system performance. In general, several factors could have an influence on the
choice of a particular VC framework configuration. For instance, contrary to the

1the analysis stage is considered for speech modification strategies based on a source-filter de-
composition
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transformation model, the anasyn method and the speaker features keep a significant
dependency, resulting in some cases to a straightforward representation of the features
in terms of parameters of the signal model. We present in the following subsections
a brief description of the principal techniques used in the different VC approaches
concerning the different functionality axes.

2.4.1 Analysis-Synthesis techniques

Besides the historical codification proposals, some of the existing speech modeling
techniques allow us to modify some characteristics of the speech signal as for example
the F0, the duration, the spectral envelop, and the harmonicity. The anasyn methods
can be classified in general as being time or frequency domain based. One of the most
representative time-domain techniques is the one known as Pitch Synchronous and
Overlap-Add (PSOLA) [8], [9]. This technique is based on the decomposition of the
signal at time intervals defined by the periodicity of voiced speech. The temporal po-
sitions (known as pitch-marks) defining such decomposition are assumed to represent
the glottal closure instants (GCI) of the speech production system. The resulting
decomposed segments of the signal, known as Elementary Wave Forms (EWF) are
therefore considered as the local units in which the speech information is characterized
and modified. Despite its straightforward application to modify the periodicity of the
signal, derivations of this technique also allow modification of the spectral informa-
tion. For time-axe modification proposals, the synthesis quality provided by PSOLA
is considered as being natural and clean of artefacts within a range of modification
factors. However, the assumption of periodicity limits the processing basis of PSOLA
to voiced speech.

There exist several frequency domain techniques that have been used on VC sys-
tems. In particular, concerning sinusoidal modeling, the harmonic plus noise model
(HNM) [10], [11], can be found in several VC approaches. This technique is based on
the idea that speech signal can be represented by a deterministic part consisting in
harmonically related sinusoids and a stochastic part defined by a joint time-domain
and frequency-domain representation. The harmonic assumption provides some ad-
vantages to the HNM to process the spectral information. However, the resulting
synthesized speech is commonly perceived as artificial if the phase information is not
efficiently processed.

Following, considering the phase processing issue, a special mention must be done
to the technique known as Phase Vocoder [12], allowing signal modification through
frequency domain processing based on the phase information. The synthesis quality
provided by using this technique has been significantly improved allowing highly nat-
ural and artefacts-free speech modification thanks to works as [13], [14], [15]. Another
frequency domain techniques used in some VC strategies are the channel Vocoder and
multi-band filtering. In general, these techniques are based on the decomposition of
the spectrum on several pass-band filters commonly defined under auditory criteria.
However, the speech synthesis quality provided by channel Vocoder is typically found
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as unnatural.
A particular place is given to some VC approaches achieving converted speech

synthesis by concatenation of segments from a target database. This strategy can be
considered as being both time and frequency domain based since the concatenation
consists on time-domain waveforms which are commonly defined by both temporal
and spectral criteria. Depending on the particular concatenative framework, the
waveforms segments, known as concatenation units can consist on single phonemes,
diphonemes or triphonemes.

2.4.2 Speaker features

Since the F0 conversion performed by the VC systems commonly relays on an average
normalization of the source value, we better focus our attention on the strategies
concerning the timbre representation.

There is a variety of techniques that has been used as spectral envelop estimators.
Before the presentation of some of them we just want to remark that in VC approaches
not performing fully source envelop modification, as the ones based on frequency
warping, formants synthesis or target units selection, the spectral envelop represents
only a basis to define the spectral conversion rules (vocal-tract length ratio, formants,
codebook index).

Linear Prediction (LP) and cepstrum-based techniques (cepstrum, Mel-Frequency
Cepstral Coefficients) have been commonly used as envelop estimation models. Linear
prediction is based on assuming voiced speech spectra as the result of an autoregressive
system. In other words, the underlying transfer function of the speech signal is
considered to correspond to an all-pole structure. Cepstral models, based on the
separation of the spectral envelop and F0 information in the quefrency domain, lead
us in general to a smooth representation of the spectral envelop information.

For VC proposals, LP coefficients are typically represented in terms of the Line
Spectral Frequencies [16], leading us to some interpolation and representation benefits
on the parameterization of the spectral envelop information [17], [18]. Both LP or
cepstrum based strategies allow us to represent the envelop information in a set of
parameters limited in number by the order of the autoregressive or cepstral model
respectively.

However, the envelop estimation accuracy is not only limited by the model order
but also, as will be furthermore described, by its capacity to fit the particular char-
acteristics of the spectrum. In particular, as it was already explained, the F0 keeps
a straightforward relation with the speaker. This information has not taken into ac-
count in the envelop estimation strategy. In general, envelop estimation errors can
decrease timbre conversion performane. The VC strategies found in the bibliography
cannot be considered as performing efficient envelop estimation.
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2.4.3 Transformation models

There is also rich variety of techniques used to achieve speaker features conversion on
the different VC propositions. This stage relay basically on the training of a mapping
between the source and target parameters followed by the definition of a transfor-
mation function. Statistical learning strategies as Vector Quantization, Neural Net-
works, Hidden Markov Models, Gaussian Mixture Modeling and classical adaptive
filtering has been used as transformation models. The choice of a specific methodol-
ogy depends not only on the nature of the mapping to be extracted but also in the
characteristics of the selected speaker features, the speech data, and the availability
of additional speech information as the phonetic content.

Vector Quantization (VQ) based conversion relays typically on a one-to-one map-
ping between codebooks of source and target features assumed to represent the acous-
tical space of the speakers. The definition of these codebooks is typically achieved
through unsupervised training by minimization of the average distance between the
training data and the elements of the codebook, considered as the centroids of the
most representative patterns of the features space. The main problems related to this
strategy are founded in the abrupt change of the resulting mapping when applied to
continuous speech and the lack of consideration of the data dispersion to evaluate the
membership of the data points to the clusters.

In Gaussian Mixture Modeling, the features space is modeled in a probabilistic
way by means of gaussian functions. In contract to Vector Quantization, the resulting
parameters space is not only represented by the cluster centers (mean of the gaussian
function) but by the regions defined by the variance of each gaussian component. Ac-
cordingly, Vector Quantization can be seen as a particular case of Gaussian Mixture
Modeling. Fitting of the GMM is typically achieved in an unsupervised way by max-
imization of a likelihood function of the probabilistic model defined by the gaussian
mixture and the training data. To achieve source-target mapping, a transformation
function based on linear regression is defined between the source and target proba-
bilistic models. A significant advantage of GMM-based conversion related to Vector
Quantization is founded in the fact that the resulting transformation function for a
data point is defined as a sum of transformations weighted by the relative membership
of the data point to each gaussian component, providing in theory smooth converted
parameters transitions on time-continuous speech. This technique has shown the best
parameters-conversion performance on the existing VC approaches.

Neural networks, depending on their activation function, allow us to model non-
linear relations between the source and target features (as for example formants fre-
quencies). The neural elements (neurons) are assumed to capture representative pat-
terns of the parameters space at different levels depending on the number of layers of
the network structure. Neural Networks models are trained by gradient descent algo-
rithms. Hidden Markov Models allow to include dynamic information of the speaker
features by means of transitional probabilities between a predetermined number of
states in which each phonetic pattern is modeled. Accordingly, phonetic information
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is required as well as a large amount of data in order to capture enough dynamic
information between the phonemes. The derivation of a source-target mapping of the
spectral information from HMM has been achieved by means of linear transformations
defined through adaptive filtering strategies.

2.5 Evolution of the research on VC

2.5.1 First approaches

Although the fact that most of the research on VC has been done the last decade we
find the first works on this field reported more than twenty years ago. In [19], Childers
states the definition and objectives of a VC system and propose an approach based on
the normalization of average parameters related to the speech production chain (pitch,
vocal track length and glottal source). The resulting system shows a good gender
conversion performance but still far to achieve precise target identity conversion.
Some years after, Abe followed a different approach proposing a framework based on
the concatenation of segments of the target voice [20]. The aim is to include target
speaker dynamics on the converted speech. However, the conversion performance
depends on the availability of a huge target database.

In 1992, Valbret presented the first methodology based on the modeling of the
acoustical space of the speaker by Vector Quantificiation [21]. The conversion is de-
fined by a mapping from the source space (source VC dictionary) to the target one,
this approach shows a better performance than a spectral conversion based on Dy-
namic Frequency Warping. We found also in this work one of the first framework
taking advantage of the PSOLA technique to achieve prosodic and source-filter based
modifications on speech signals. Nevertheless, the resulting conversion effect is not
considered to be satisfactory and some artefacts are founded in the converted signal
due to discontinuities produced by the parameters transformation. In [22] Naren-
dranath uses neural networks to establish a mapping between formants estimates and
their corresponding frequency warping factors to achieve timbre conversion. The re-
sults confirm those of Childers concerning vocal tract transformation about the fact
that it is necessary more than a single warping factor to achieve full gender conversion.

2.5.2 GMM: statistical modeling for time-continuous trans-
formation

The work of Stylianou [23] presenting a continuous linear transformation of spectral
parameters by a Gaussian Mixture Model has became the reference VC framework.
This contribution emphasizes the idea of [21] to base the VC strategy on the conver-
sion of spectral features that can be straightforward applied to the synthesis frame-
work. As described in the past section, the discontinuities founded in the VQ based
approach are significantly reduced by the smooth behavior of the time-continuous
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mapping provided by the GMM. In general, this framework is considered to offer
better perceptive results than predecessors approaches. The benefits of using a GMM
as the conversion engine related to VQ, neural networks and multivariable linear
regression techniques were reported in [24].

The most of the propositions described until now consist in the estimation and
application of conversion rules exclusively based on a frame by frame basis without
taking into account dynamic information. Accordingly, [25] and [26] proposed the
use of Hidden Markov Modeling to characterize the speakers. The resulting spectra
conversion is reported to significantly outperform the one based on VQ.

The modeling of the joint source-target acoustical space in the GMM-based frame-
work to derive the conversion rules and the use of a spectral parameterization based
on LSF proposed by Kain in [27] have became also reference strategies on the VC
research. In this work is also introduced the application of VC on TTS technology.
The benefits of using an envelop modeling based on LSF instead of classical cepstral
estimation were studied in [28].

In [29], some drawbacks related to GMM-based approaches as the characteristic
oversmoothing of the converted parameters and the sub-optimal processing of the
phase information are addressed. In [30], Toda proposed a Maximum Likelihood based
strategy to reduce this over-smoothed temporal dynamic of the converted parameters
by using the global variance information. This strategy is reported to be more effective
than spectral enhancement by postfiltering. In this work is used a signal modification
framework based on an adaptive interpolation and weighting of the spectrum [31],
which can be briefly described as a channel Vocoder based on processings adapted to
the F0.

2.5.3 Alternate propositions

The use of HMM to set a model of the speakers is recovered in [32], where the spectral
conversion is achieved at each HMM state by adaptive filtering of the spectral pa-
rameters. The transformation filter is estimated by minimization of the source target
distance by gradient descent. Other works using HMM are found in [33] and [34],
were the acoustic spaces of the speakers are modeled following both frequency and
temporal dynamics. The resulting performance was not observed to outperform sig-
nificantly the one obtained by the static strategy based on GMM. Rentzos presents
in [35] a complex VC framework also based in HMM and formants transformation by
Dynamic Frequency Warping. The system takes advantage of the phonetic informa-
tion and proposes a complex prosodic description to achieve pitch conversion. The
results are reported to outperform in average the GMM-based approach.

Sunderman recovers the approach based on units selection and vocal track length
normalization (VTLN) to establish a mapping between a source and a target codebook
selected (not estimated in order to preserve the naturalness of the target features)
through phonetic segmentation [36]. Orphanidou presents in [37] a strategy based
on the wavelets theory and neural networks with Radial Basis activation functions,
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achieving a good recognition of the target speaker on the converted speech. However,
a significant muffling effect is perceived on the converted speech, principally due to
problems in the modeling of the high-frequency information.

It is hard to find revolutionary propositions in the later works on VC research.
The most of them are rather based on slights modifications of some of the well-known
strategies. We could however remark the work of Erro [38], in which both GMM-
based conversion and DFW are applied to define a spectral conversion. Following
this strategy the details of the spectra (commonly loose by the statistical conversion)
are preserved , leading to increase the naturalness of the converted speech.

2.5.4 Limitations and derived challenges

We could identify some problems limiting the performance of the systems based on
the GMM approach. Firstly, the criteria frequently used to evaluate the conversion
performance cannot be considered as efficiently evaluating the proximitybetween the
converted and the target spectra. Moreover, the conversion rates reported in the
bibliography are found below, which can partially explain the common perception
of a third speaker on the converted speech. Other problems founded in the result-
ing converted spectra are those of the sub-optimal extraction of source features on
the converted speech (principally due to an inefficient transformation of the spectral
detail or inefficient residual estimation) and the poor dynamics of the converted pa-
rameters. The inner problem lead us in general to keep recognizing some features
of the source speaker after conversion, while the latter limits the naturalness of the
converted speech.

Accordingly, in [39], [40] and [29] is proposed the selection of the residual signal
from codebooks. Spectral magnitude interpolation and natural phase dispersion cri-
teria were used on the selected residuals aiming to increase the naturalness of the
synthesized speech. Also, Sunderman presented in [41] an approach based on the
prediction of the residual signal by exploiting the correlation between the spectral
envelop parameters and the corresponding residual. It is reported however that the
best results are perceived when using non modified residuals.

Also, besides the HMM-based approaches already commented seeking to include
somehow the dynamic information, the work of Toda in [42] aims to reduce the over
smoothing effect of the parameters conversion by using the concept of Maximum Like-
lihood on the GMM-based conversion framework. The resulting increased dynamic of
the converted parameters appears to improve the perceived converted speech quality.

There have been also some efforts to convert the prosodic information. Although
the fact that VC research has been mainly focused on the goal to achieve timbre
conversion, it is clear that a perceived difference on the speaking style between the
source and target speakers limits the performance of an average normalization of the
F0. Accordingly, it is presented in [43] a strategy to predict the local F0 value.
This work is based on the findings of Kain about the existing correlation between
the spectral envelop information around the first formant and the corresponding F0
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[44]. Other propositions using alternative descriptors of the prosodic information at
a segmental level (F0 curves) to achieve F0 conversion are found in [40] and [35].

Finally, another challenging issue of the VC research has been founded in the char-
acteristics of the speech databases used to train the transformation model. Firstly, the
classical requirement of parallel databases limits significantly the context in which VC
technology could be applied. Some works as the ones of [45], [46] propose strategies
to achieve source-target mapping by independent speaker modeling. An additional
advantage of these strategies is the possibility to achieve a significant reduction of
the target database size. Also, it has been also studied that the mimic of pronounci-
ation when recording the speech material in order to naturally increase the matching
between source and target utterances can increase the conversion performance [39].

Despite the extensive work done on VC research, the resulting overall perfor-
mance cannot be considered as being satisfactory. Although the increasing interest
to improve the perception of the target speaker by modeling and converting prosodic
features, the main goal remains in a proper conversion of the speaker timbre. Last con-
tributions have been mainly dedicated to the extension of the conversion framework
to achieve multi-speakers conversion by applying the concept of eigen-voices [47], [48].
These approaches allow both one to many and many to one speakers conversion de-
spite a slight reduction of the speaker conversion perception.

2.5.5 Our proposition

We will focus our work on improving the transformation of the timbre information to
achieve high-quality speaker identity conversion. After study of the approaches re-
sumed in the past section we consider the benefits obtained by the strategy based on
linear transformations through statistical modeling of the spectral envelop informa-
tion to achieve timbre conversion. We aim, however, to improve the converted speech
quality provided by the current VC approaches since they cannot be considered as
providing natural converted speech quality. This fact represents our principal interest
since we aim to perform VC on high-quality speech signals.

Accordingly, when reviewing the VC bibliography just resumed in the past sec-
tion, we put special attention on the factors limiting the converted speech quality of
the current frameworks. Clearly, our findings are closely related to the three function-
ality axes already described in this chapter. Firstly, a poor estimation of the spectral
envelops, generally leading to both poor modeling of the converted spectra and an
inefficient extraction of the speaker information on the residual signals (considering a
source-filter based modification). Secondly, irregular performance to achieve natural
converted speech due to limits on the synthesis framework to perform proper tim-
bre modification and, as just mentioned, to the remaining information of the source
speaker on the residual. Finally, we consider that the timbre conversion performance
has not been efficiently evaluated following the strategies found in the bibliography
since they are commonly based on poorly estimated information.

We therefore propose to incorporate improved spectral envelop techniques to the
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baseline VC framework based on GMM and to investigate into efficient modified-
timbre synthesis. We consider also to carry out an exhaustive study of the GMM-
based transformation strategy in order to identify the factors limiting the conversion
performance provided by the baseline approach. A new strategy using optimal spec-
tral information and perceptual criteria will be proposed to efficiently measure the
spectral conversion performance. Finally, as mentioned above, in order to achieve
voice conversion on high-quality speech and to clarify into the factors at the origin of
the artefacts commonly perceived on converted speech, the resulting VC framework
will be implemented on signals with a sample-rate higher (24Khz) than the typical
range used until now ([8− 16]Khz).

More precisely, as will be explained in detail in the further chapters, we take
advantage of the benefits provided by the cepstrum-based True Envelope estimator to
outperform the state of the art timbre conversion performance by efficient estimation
of the spectral envelop. Therefore, to achieve high-quality timbre modification we will
introduce the concept of optimal residual and to exploit the interpolation properties
of LSF parameterization and autoregressive filtering to derive a proper synthesis
strategy based on the PSOLA technique.



Chapter 3

Speech signal analysis and
modification

The Pitch Synchronous Overlap-Add (PSOLA) is the technique allowing modification
of the speech signal by pitch-synchronous analysis and synthesis. Although the fact
that it is principally based on the periodicity of the signal, this technique provides
clean synthesis quality for low and medium time-axe modification rates. Also, follow-
ing the source-filter model of the speech system, timbre modification can be achieved
through a derived strategy known as Linear-Prediction PSOLA (LP-PSOLA). Thanks
to the extensive study on the PSOLA technique found in [49], it will be described
in the following sections the methodology followed to perform speech signal analy-
sis, including an improved LP-PSOLA-based strategy leading to high-quality timbre
modification.

3.1 The PSOLA technique

The PSOLA strategy is based on the decomposition of the speech signal in Elementary
Waveforms (EWF) obtained by centering the signal windowing at temporal markers
synchronous to the local fundamental period of the signal (pitch-marks). Accordingly,
time-axe modifications as time-stretching and F0 transposition can be achieved by
modifying the number and the distance between successive EWFs respectively. Note
that this strategy is conceived for signals observing local single-source, monophonic
and periodic properties.

Depending if the number of fundamental periods contained in the EWFs are two
or four we will refer to Wide-Band PSOLA (WB-PSOLA) or Narrow-Band PSOLA
(NW-PSOLA) respectively. In the first case, modification of the distance between the
temporal markers limiting successive PSOLA-WB EWFs will result in a modification
of the F0, as well as a repetition/suppression of EWFs will be traduced in dilata-
tion/compression of the time-axe. This modification is not allowed by PSOLA-NW
processing since the periodicity is already fixed by each EWF.

19
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The spectra computed from windowed PSOLA-WB EWFs corresponds to the con-
volution of the spectral envelop of the signal and the transfer function of the analysis
window, leading in general to a smoothing of the spectral detail. However, the re-
sulting spectra can be considered as an approximation of the spectral envelop. The
precision of this estimation depends on the positioning of the window analysis and
the impulse response attenuation (effective length) of the underlying filter related to
the fundamental period of the signal. On the other hand, PSOLA-NB based spectra
shows a finer structure due to the harmonic partials resolution resulting from the
periodicity contained in the EWFs. Clearly, if the stationary property of the signal
is verified by the NB analysis duration, the spectral peaks found at the harmonic
partials denote a sampling of the filter transfer function by the local F0 of the signal.
The effect of the analysis window is also reduced due to the increased length criteria
of NB analysis. Accordingly, the information provided by the peaks of NB spectra
is considered as being more consistent in terms of spectral envelop estimation than
WB spectra. It appears therefore a reasonable choice to achieve signal decomposi-
tion/synthesis by PSOLA-WB based processing and spectral envelop estimation by
PSOLA-NB one. In fact, PSOLA-NB and PSOLA-WB techniques are commonly
found in the bibliography as Time-Domain PSOLA (TD-PSOLA) and Frequency-
Domain PSOLA (FD-PSOLA).

As we mentioned above, the PSOLA technique funds its theoretical basis on the
periodicity of the signal. On the other hand, speech signals can show both periodic
and noisy-like segmental behavior depending on the phonetic content. For the latter
case, to achieve EWF decomposition, a default F0 value is typically attributed to
the signal in order to set the temporal markers defining the EWF limits. Note that
a pitch-synchronous modification of the temporal axe on unvoiced EWFs creates a
periodicity on the signal, leading to harmonic spectra. Some strategies to reduce the
undesired effects of applying pitch-synchronous processing to unvoiced speech can be
found in [49]. In general, it is assumed the suboptimal processing of the PSOLA
technique on the unvoiced regions of the speech signal since the resulting synthesis
quality for moderate modification factors has been found satisfactory.

Besides the voiced/unvoiced decision that must to be estimated for each EWF,
we can already identify other parameters that are needed in a PSOLA framework.
For instance, the estimation of the pitch-marks defining the limits of the EWFs is
based on the local F0 information. Accordingly, a F0 estimation must be available.
A description of the methodology followed to achieve F0, pitch-marking and voicing
estimation will be presented in the following section based on the works of [49] and
[50].
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3.2 Speech signal analysis

3.2.1 Fundamental frequency analysis

Fundamental frequency estimation methods can be classified in a first term as being
time-domain or frequency-domain based. In general, time-domain methods offer a
better temporal precision since in contrary to frequency ones they only need an anal-
ysis size of two fundamental periods. Time-domain methods are commonly based on
the autocorrelation function to state an estimate of the F0, while frequency ones re-
quire, in addition to the frequency representation, a spectral peaks tracking strategy.

The work of [50] presents a time-domaing strategy considered as one of the best
F0 estimators. This technique, known as Yin leads to improved F0 estimation by
proposing some modifications to the classical strategy based on the autocorrelation
function of the signal. Although the fact that precise F0 estimates evaluation can
be hardly achieved, the performance of the Yin has been found satisfactory through
informal observation.

3.2.2 Voicing analysis

The short-term characterization of the signal as voiced or unvoiced is done by means
of the voicing coefficient. This value corresponds to a measure of the energy explained
by the periodicity of the signal over a decomposition of the spectral information in
frequency bands. This measure is based on the resulting error when modeling the
signal by an harmonic model. Note that the voicing coefficient is not a measure of
the periodicity of the signal itself.

The estimated voicing coefficient is based on the estimation of the local voicing
coefficient itself at frequency bands centered at each F0 multiple (partials) with a
bandwidth equal to F0. Following, the voicing coefficient measure can be seen as the
average signal-to-harmonic ratio over all the spectrum between the real energy of the
signal and that provided by the corresponding partial of the harmonic model at each
frequency band. Accordingly, the speech signal can be characterized at each analysis
window as being voiced or unvoiced.

Clearly, local voicing information measure leads us to identify the frequency re-
gions in which the spectral energy can be represented by the harmonic model. This
fact let us introduce the concept of voicing frequency, corresponding to a cut-off fre-
quency in which the low-pass band is considered as being mainly explained by the
harmonic model, as well as the high-pass one as being weakly represented by it. By
fixing a threshold to state the minimum local voicing coefficient required to consider a
frequency band as being voiced, the estimation of the voicing frequency is achieved by
maximization of the number of voiced and unvoiced frequency bands at the low-pass
and high-pass bands respectively. The voicing frequency is considered as providing
additional timbre information since it can be observed a significant correlation with
the voice quality of the speaker.
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3.2.3 Pitch-marking

The pitch-marking can be understood as the temporal marking of signal singularities
that put in evidence the periodicity of the signal related to the fundamental period.
The term “singularity” is related to the action of a glottal pulse and is attributed to
characterize in the temporal domain a significant concentration of the local energy
of the signal. Following, the characterization of the signal in terms of singularities
consists in the localization of such energy concentrations as well as an evaluation of
their importance as descriptors of the fundamental period. In general, accordingly to
the glottal source signal of the speech production model, the position of the singu-
larities filling the attributes just described has been found to be strongly correlated
to the glottal closure instants (GCI). Note that secondary singularities can be found
within a fundamental period due to the so called sub-glottal pulses produced at the
closed-phase of the glottis.

The localization of the singularities can be estimated by means of the phase group
delay. This measure, defined as the frequency derivate of the phase, provides us
with information about the temporal localization of the energy in function of the
frequency. Accordingly, the average group delay measured over the whole frequency
axe is considered as the temporal delay (related to the center of the analysis window)
in which the energy centroid is found. The group delay can be previously weighted
by the local energy of the spectrum in order to reduce the influence of the presence
of noise at frequency components observing weak energy.

Once the singularities are detected, the precise placement of the pitch-marks is
done verifying two constraints: the interval between successive marks must follow the
temporal evolution of the local fundamental period and the marks must be placed in
the neighborhood of the detected singularities representing the zones of local maxi-
mum energy. Several studies found in the bibliography have shown that the maximal
delay of the local maximum energy position between successive frames can be found
in the range of [10% − 25%] related to the fundamental period. Accordingly, the
strategy used to achieve a progressive placement of the pitch marks is used based
on two control parameters: a periodicity/energy trade-off factor of the constraints
just described and a fundamental period ratio to limit the maximal temporal delay
in which a local maximum of energy will be considered. Note that the periodicity
constraint must not be considered at unvoiced regions.

A complete description of the resulting pitch-marking algorithm and the voicing
analysis can be found in [49].

3.3 PSOLA-based speech modification

3.3.1 Signal decomposition and reconstruction

Once the pitch-marks defined, the signal is decomposed in Elementary Waveforms
following the Wide-Band criteria (2 fundamentals periods) to perform time-axe mod-
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ifications. The decomposition is done by applying the Hanning window to the signal
interval defined by the previous and following pitch-marks related to the current pitch-
mark. The choice of this type of analysis window is based on the fact that the signal
reconstruction by overlapping of the EWFs is lossless if no time-axe modification is
performed.

Assuming a low variation of the fundamental frequency on continuous speech,
the duration of the interval considered as the first fundamental period of the EWF
(interval between the previous and center mark) and the second one is considered
to be similar. Accordingly, the center of the analysis window will not significantly
vary from the position of the central pitch-mark, leading to a preservation of the
local energy centered at the pitch-mark. If Narrow-Band processing is required, an
additional decomposition is done by extending the analysis interval (and therefore
the analysis window) to the limits defined by two previous and two following pitch-
marks to the current one. Note that this criteria is exclusively considered to perform
spectral envelop estimation, following, the resulting NB-EWFs are not necessary to
achieve signal synthesis.

3.3.2 Time-stretching and F0 transposition

Time-axe modifications are achieved by interpolation and repositioning of the WB-
EWFs. The strategy is based on the computation of synthesis pitch-marks considering
the desired time-axe modifications. The positioning of the synthesis pitch-marks is
done in a progressive way following two steps. Firstly, the original temporal interval
between successive marks is modified accordingly the transposition factor. Secondly,
once the position of a new synthesis mark is fixed, the corresponding EWF is obtained
by interpolation of the EWFs found at the neighborhood of the original time-axe
position following the time-stretching factor.

Note that, following the speech model, the EWF segmented at each pitch-mark
corresponds in principle not only to the convolution of the filter featured by the cur-
rent vocal-tract configuration and the current glottal pulse, but also to convolution
responses remaining from precedent pulses [51]. Accordingly, for significant funda-
mental period modifications this sub-optimal speech signal decomposition strategy
could lead to unnatural speech quality. This problem is principally found when ap-
plying low F0 transposition factors since the overlapping interval between successive
synthesis EWFs is significantly reduced or eliminated. On the other hand, a sig-
nificant time-stretching factor could lead as well to unnatural speech quality by a
suppression of several successive EWFs or significant repetition of a single EWF.

The phenomenon just described supports our initial statement about the limited
modification factors that must be considered to achieve PSOLA-based natural speech
modification. In general, it has been observed that a factor around 2 represents the
maximal transposition factor that can be achieved preserving natural speech quality.
Concerning time-stretching, the modification factor has been found to be larger (3 or
bigger). However, following the description just described, this limit for both type of
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transformations can vary depending on the original fundamental period (difficult to
achieve low transposition factors on high-pitched signals) and the number of EWFs
contained on a phonetic segment (difficult to achieve significant time compression or
expansion if only few EWFs are available).

3.3.3 Elementary Waveforms processing

Some modifications are suited on the EWFs to avoid degradations and improve the
resulting quality of the reconstructed signal. Firstly, as was described in the past
section, when performing time-axe modifications, the synthesis EWFs are obtained
by interpolation of the original EWFs. Accordingly, the interpolation can be done in
the time (TDI-PSOLA) or frequency domain (FDI-PSOLA). In the inner case, the
interpolation is done by a weighted sum of the EWFs. The weight corresponds to
the proximity ratio between the position of the synthesis pitch-mark (reflected on the
original time-axe) and the pitch-marks of the EWFs involved in the interpolation.
Following the same interpolation form, FDI-PSOLA consists in the interpolation of
the corresponding EWFs spectra.

In our case, the choice between both techniques depends exclusively on the type of
signal that is modified. TDI-PSOLA is applied to the original speech signal while FDI-
PSOLA is applied to residual signals (by definition, temporal domain interpolation is
not allowed on residual signals). The process of obtaining residual signals is based on
the Linear Prediction PSOLA strategy that will be described in the following section.

Note that pitch-synchronous time-axe modification has not a theoretical basis
on unvoiced EWFs since it could create periodicities on unvoiced regions, leading
to a perceived degradation on the reconstructed signal. The strategy followed to
reduce this problem consists in the addition of random noise in the phase information
of the unvoiced EWF spectrum. This leads to reducing the phase correspondence
between the harmonic partials related to the periodicity. The phase randomization
is exclusively applied to the frequency region above the estimated voicing frequency
of each EWF in order to preserve the underlying harmonic-inharmonic nature of the
signal.

3.4 Improved modified-timbre synthesis

3.4.1 PSOLA-based source-filter synthesis (LP-PSOLA)

The short-term spectral envelop must be modified to achieve speaker timbre conver-
sion. The strategy consists in the extraction of the source envelop and furthermore
application of the converted envelop at each EWF. Accordingly to the source-filter
model, a residual signal is obtained as result of the extraction of the spectral envelop
by inverse filtering. Then, the transformation is obtained by application of the mod-
ified envelop on the residual signal by means of a synthesis filter. This procedure can
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be achieved in a Time Domain PSOLA basis (TD-PSOLA) [21]. In general, assuming
an autorregresive-based modeling of the spectral envelop, PSOLA-based processing
on the residual signal is known as Linear-Predictive PSOLA (LP-PSOLA).

More precisely, LP-PSOLA is based on the extraction (or application) of the en-
velop information at each EWF by inverse (or synthesis) filtering. Accordingly, we
firstly apply the LP-PSOLA procedure in “extraction” mode to obtain the whole
residual signal by overlapping of the residual EWFs. Then, at the “modification”
mode, the residual signal is decomposed again in a PSOLA-basis to apply the con-
verted envelop at each EWF in order to achieve converted speech synthesis. More
details of the LP-PSOLA method can be found in [49].

Note that some of the analysis and modifications described in the past sections
can be preferably done on residual signals. For instance, the subtraction of the con-
tribution of the filter reduces the influence of the energy variations on the signal when
computing the pitch-marks. Note that in general, when performing time-axe modifi-
cations, the resulting sum of the analysis window weights applied to the overlapping
sections is not unitary, resulting in a energy decompensation. This effect is clearly
smaller if using residual signals. Finally, we can also comment that the characteristic
flatness of residual spectra allows us generally a better subjective observation of the
voicing frequency.

3.4.2 Interpolated PSOLA-based synthesis (LPI-PSOLA)

Despite the benefits just described we found some problems on the LP-PSOLA
method generally leading to distort the synthesis quality. The main one comes from
the fact that the analysis window is systematically performed on the signal when
computing the residual and synthesis EWFs to obtain firstly, the residual, and then,
the converted signal, resulting in a reduction of the spectral detail at each step.

It was also observed that mistmatches between the temporal evolution of the
energy on the residual residual signal and the converted envelope can lead to perceived
degradations on the signal after perform overlapp-add of the synthesis EWFs. This
problem was specially observed when the EWFs positions were modified to perform
F0 transposition before application of the converted envelop.

We propose a methodology to improve the resulting converted speech quality tak-
ing advantage of the interpolation properties of a LSF parameterization of the spectral
envelop (addressed in details in the next chapter). The strategy, named as Linear
Predictive Interpolated PSOLA (LPI-PSOLA), consists in a continuous extraction
and re-application of the spectral envelop by interpolation at each sample of the LSF
parameters between pitch-marks. This can be seen as a time-continuous vocal-tract
filter adaptation. This sample-by-sample processing has clearly an increased compu-
tational cost (if compared to the EWF-based processing of PSOLA) since involves
the updating of the filter coefficients at each sample. However, this strategy avoids
the spectral smoothing produced by the analysis windowing an reduces the effect
of envelope-residual mismatches by means of a continuous interpolation of the enve-
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lope information. An example of the resulting spectral detail reduction suffered by
LP-PSOLA compared to LPI-PSOLA synthesis is shown in Fig 3.1.
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Figure 3.1 Example of LP-PSOLA and the proposed LPI-PSOLA synthesis.
It can be appreciated a smoothing of the spectral detail in the case of LP-
PSOLA.

To achieve LPI-PSOLA processing the residual signal is segmented in non-overlapping
frames with a length corresponding to the local fundamental period (EWF-T0). The
limits of each segment correspond to the middle positions between the current pitch-
mark and its neighbors (previous and next pitch-marks). Denotting tk the position
of the k-th pitch-mark, the limits of the corresponding EWF-T0 are

T0start(k) = tk − (tk − tk−1)

2
(3.1)

and

T0end(k) = tk +
(tk+1 − tk)

2
(3.2)

Since the signal will be continously applied to the synthesis filter the analysis
window (hanning) is exclusively applied on the first (left-side half window) and last
(right-side half window) EWF-T0 frames of the signal. Within an EWF-T0 segment,
the synthesis filter is defined for each sample by linear interpolation of the LSF pa-
rameters. Dennotting Elsf (k) the corresponding LSF-based envelope information for
the pitch-mark k, the initial values of the synthesis filter at the k-th EWF-T0 are
fixed to Elsf (k − 1) whereas the final ones to Elsf (k). Note that the PSOLA-NB
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duration criterion (4 periods) in which the spectral envelope information is originally
estimated allow us to expect a smooth evolution of Elsf (k) at succesive pitch-marks
positions.

Considering n and N as the relative sample position and segment length respec-
tively at the k-th EWF-T0, the corresponding LSF parameters at each sample are
obtained as follows

Elsf (k, n) =
(
1− n

N

)
Elsf (k − 1) +

( n

N

)
, Elsf (k) (3.3)

The AR coefficients are computed from the resulting LSF parameters at each
sample and updated on the synthesis filter. Note that the initial and final conditions
of the filter should be also updated at each sample in order to achieve full continuous
filtering. Then, the resulting EWF-T0 synthesis frame is obtained in a sample-by-
sample basis by feeding the synthesis filter with the current EWF-T0 residual sample,
the updated AR-coefficients and the previous filter conditions. Denotting lsf2poly the
LSF to AR-polynomial conversion and filter the linear filtering operator, Sres(k, n)
and Ssyn(k, n) the n-th sample of the k-th residual and synthesis EWF-T0 respectively,
and z(k, n) the corresponding final conditions of the filter, we can represent the LPI-
PSOLA synthesis process at each sample of the whole signal in the form

Ssyn(k, n) = filter(1, lsf2poly(Elsf (k, n)), Sres(k, n), z(k, n− 1)) (3.4)

The whole synthesis signal is obtained by non-overlapping concatenation of the
resulting Ssyn(k) segments.
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Chapter 4

Spectral envelope modeling

4.1 Introduction

In terms of the well-known source filter model that models sound creation by means
of a white excitation signal passing through a filter, the spectral envelope is the
transfer function of the filter. Accordingly, spectral envelope estimation consists
of estimating the resonator filter of the signal. As it was already described in the
preliminary chapters, this resonator filter is considered in the case of the speech
signal as representing the information of the voice timbre.

In Chapter 2 we addressed some concepts concerning the nature of the excitation in
the speech production process. The excitation signal is briefly considered as a periodic
train of impulsions or white noise for voiced and unvoiced speech respectively. There
exist some straightforward techniques to perform envelope estimation for the noisy
excitation case [52]. If, however, the excitation is periodic the estimation is difficult
due to the fact that the information observed on the spectrum corresponds to a sub-
sampling of the underlying transfer function defined by the F0 of the excitation signal.
In this case, the spectral envelope is defined as a smooth function passing through
the prominent peaks of the spectrum; these peaks are principally related to the F0
harmonics, and therefore the spectral envelope should be a transfer function that, if
inverted, renders the sequence of spectral peaks as flat as possible.

Assuming that the spectral envelope represents the principal information to be
modified in order to achieve speaker timbre modification, we consider efficient SE
estimation as necessary if aiming to perform high quality voice conversion. More
precisely, it appears clear that matching poorly estimated source and target envelops
to define the conversion rules lead us in general to a poor accuracy between the
resulting converted envelops and the real target spectra. We argue that inefficient
envelop estimation affects both the perceived conversion effect and the naturalness of
the converted speech.

Some problems that hinder efficient envelope estimation are the proper selection
of the filter model (AR,MA, or ARMA) and the proper selection of the model order.
Most current VC systems use auto-regressive (AR) or Cepstrum based methods to

29
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perform envelope estimation using model order values close to an approximative or-
der based on physical cues. Despite some advantages and its successful application
for speech coding and speech recognition proposals, they do not allow, in general, to
do efficient envelope estimation in the manner just defined. We were then interested
in studying the limits of several methods performing envelope estimation and in in-
vestigating improved estimation techniques that could offer better results. For this
purpose, we focused our attention on an improved cepstrum-based technique known
as True Envelope estimator.

In the next sections of this chapter we present a study focused on efficient spectral
envelope modeling. We present some AR and Cepstrum based estimation methods
and we discuss some of the advantages and drawbacks related to each one. The model
order issue, considered as capital to achieve efficient spectral envelope modeling has
been also studied and a proposition for the derivation of an optimal model order in
function of the fundamental frequency is presented.

4.2 AR-based modeling

4.2.1 Linear prediction

The main reason for using linear prediction for speech envelope modeling is that the
vocal tract filter can be approximated by an all-pole model [53]. LP is well-adapted
for modeling speech spectra and, in particular, the formants that characterize voiced
speech. The LP model is obtained by means of a minimization of the residual signal
of a MA linear predictor, or equivalently, by means of a maximization of the flatness
of the residual spectrum [52].

Assume X(ωk) to be the K-point DFT of the signal frame x(n). The coefficients
of the LP all-pole filter, ak are the solutions of the linear equation

−
p∑

k=1

RLP (i− k)ak = RLP (i) , 1 ≤ i ≤ p, (4.1)

where

RLP (i) =
1

K

K∑

k=0

|X(ωk)|2ejωki (4.2)

is the autocorrelation sequence (acs) of the signal segment. It can be shown that
the first p samples of the autocorrelation sequence of the filter impulse response will
match the corresponding samples of the acs of the signal.

4.2.2 Limits of linear prediction modeling voiced speech

It is well known that LP can be used to correctly estimate the spectral envelope for
white noise excitation signals, as long as the order of the model is sufficiently large.
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For harmonic excitation signals, the selection of the LP model order is more critical
because with increasing order the LP model will not fit the envelope but the complete
spectrum (including the harmonic structure). The classic approach to specifying the
appropriate model order is based solely on the physical properties of the filter transfer
function [54].

Also, the LP model introduces considerable bias into the estimation of the envelope
parameters. This is because the spectral envelope is sub-sampled by the harmonics
of the excitation signal. As a result, the autocorrelation function (acs) of the input
signal is an aliased version of the one of the impulse response of the spectral envelope
filter. As explained in the previous section the LP model matches the filter acs with
the acs of the signal. Therefore, the LP filter estimated from a periodic signal is
biased whenever the acs of the envelope filter is limited in time.

This systematic error appears in the fitted envelope as a bias of the envelope peaks
towards the pitch harmonics. It is easy to see that the aliasing effect will increase with
increasing fundamental frequency of the excitation signal as well as with decreasing
smoothness of the spectral envelope. No attempt was made to connect the model
order to the fundamental frequency.

Finally, note the fact that the criteria of minimal residual energy used for LP
modeling is equivalent to the maximization of a spectral flatness measure of the
complete residual spectrum [52]. For harmonic spectra (voiced speech) however, a
spectral flatness measure concentrated on the spectral peaks, such as the example of
the one used in the DAP model [55] is much more appropriate. Using the classical
spectral flatness measure it is possible to maintain some envelope features in the
residual spectrum. For the non-harmonic case, there are no more ”valleys” formed
by the harmonic peaks and therefore a spectral flatness measure that takes the whole
spectrum into account is better adapted. In this context, we can say that LPC
performs better spectral envelope modeling on unvoiced speech.

4.2.3 Discrete All-Pole

The aim of the discrete all-pole model (DAP) [55] is to solve the aliasing problem
described above. The basic idea exploited with the DAP model is to fit the all-pole
model using only the finite set of spectral locations that are related to the harmonic
positions of the fundamental frequency. The error function used for the DAP model
estimation is a discrete version of the Itakura-Saito error measure. If the observed
and estimated speech envelopes are denoted as S(ω) and Ŝ(ω) respectively and the
frequencies of the harmonics are given by ωm the error measure is

EDAP =
∑
m

S(ωm)

Ŝ(ωm)
− log(

S(ωm)

Ŝ(ωm)
)− 1. (4.3)

Note that the frequency positions ωm are not required to obey harmonic relations.
Adaptive minimization of EDAP yields the DAP estimate. Since only the relevant
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Figure 4.1 LP and DAP estimations of an ARMA system (model order
O = 25, samplerate Fs = 44100Hz, fundamental period P0 = 50).

spectral positions of the input signal are used, the systematic error of the DAP esti-
mator is significantly lower than that of the LP model. To obtain a unique solution,
however, a sufficient number of points must be used. As reported in [55] the number
M of spectral peaks in the frequency range between 0 and the Nyquist frequency
should exceed the model order O of the all-pole model. Given the fact that for a har-
monic signal with fundamental frequency F0 we get O < M = (Fs/2)/F0 the model
order O appears to be limited in a way similar to that which will be further discussed
for the TE method. Nevertheless, the DAP model order is generally selected following
the same guidelines as the LP model. In Fig. 4.1 we show an example of LP and DAP
estimation fitting the same spectrum used for the TE estimator example and equal
model order.

4.2.4 Line Spectral Frequencies parameterization

Line Spectral Frequencies (LSF) are an alternative representation of an AR polynome.
This representation, also known as Line Spectrum Pairs (LPS), has been widely used
due to its advantageous quantization and interpolation properties [17], [18]. LSF are
defined as the zero locations of two polynomials formed by adding an extra reflection
coefficient to a LPC polynomial 1. The process is described as follows: Denoting A(z)

1In [16] Itakura explained the origin of such polynomials since a physical model point of view:
“...as we know, a linear predictor can be transformed into a pseudo vocal tract area function whose
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as the z plane representation of the AR model of order p computed on a signal frame,
we thus have

A(z) = Ap(z) = 1 +
∑

apz
−p (4.4)

If we extend the order to p + 1, setting the last coefficient to be 1 or −1 we then
obtain the polynoms P (z) and Q(z) in the form

P (z) = A(z) + z−(p+1)A(z−1) (4.5)

and
Q(z) = A(z)− z−(p+1)A(z−1) (4.6)

Resolving both expressions we can clearly see that P (z) and Q(z) have a symmetric
and anti-symmetric polynomial form respectively. The derivation of these polynomials
corresponds to the open and closed conditions described in [16] when a stage p + 1 is
added on the tube model. The information of A(z) remains unchanged by the relation

A(z) = (P (z) + Q(z))/2 (4.7)

P (z) and Q(z) have some interesting properties: all zeros of P (z) and Q(z) are
on the unit circle and are also interlaced with each other. Then, since all zeros are
found on the unit circle they can be represented by its phase values (frequency) on
the z plane and hence be called Line Spectrum Frequencies. Also, the minimum
phase property of the original polynom is easily preserved if the ordering property
expressed as 0 < ω1 < ω2 < ... < ωp < π is fulfilled after quantization, ensuring the
filter stability. It is also well known that the LSFs in the vicinity of a spectral peak
tend to be close together. The narrower the bandwidth of the peak, the closer the
LSFs.

An important issue to consider is the one related to the quantization properties
of the different AR parameterization methods. It was found that LSF coefficients are
not correlated [18] and that spectral interpolation distortions, in contrast to other
representations as the log-area-ratios, are all nearly equally important among all the
parameter orders [56]. Following, LSFs allow a simply euclidian distance to be an
efficient error measure as well as an approximation of the spectral distortion if the
inverses of the variances of the parameters are used as weights [18].

Interpolation properties are especially interesting for VC since, aiming to achieve
natural speech quality, it is necessary to keep a smooth evolution of the spectral en-
velope on voiced regions of continuous speech. We also remark that the interpolated-
envelope synthesis framework introduced in the past chapter (LPI-PSOLA) is sup-
ported in the basis of the use of an envelope representation allowing efficient spectral

boundary conditions are a complete opening at the lips and a matching resistance termination at
the glottis. If the latter condition is replaced by a complete opening or complete closure, all the
poles of the resulting system will move onto the unit circle in the Z plane. In this way is possible
to describe the conventional AR expression by two sets of pole frequencies corresponding to the two
new conditions...”
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domain interpolation. Clearly, an envelope parameterization leading to natural spec-
tral interpolation is required.

Following, LSF parameterization represents also in this issue the best choice. In
[17] the interpolation performance was compared for several AR representations using
a variable frame-rate analysis on real speech. LSF based interpolation resulted in the
lowest average spectral distortion and the lowest percentage of outliers representing
increased spectral distortion. Also, for AR modeling, the stability of the resulting
filter represents a capital issue since additional processing could be required. The
experiments presented in that work also shows that unstable filters could be obtained
as a result of the linear interpolation of the parameters for some AR representations.
As it was previously mentioned, LSF interpolation ensures filter stability.

Note that in statistical based prediction the converted features observe smoothed
temporal dynamics. Note also that an averaging of the distance between the LSF
parameters results principally in a smoothing of the energy maximas of the spectrum.
It can be therefore deduced than an important over-smoothing of converted LSF in
continuous speech will be found as a poor presence of energy maximas in the spectra.
More precisely, a weak formant structure. As result, a muffling effect is commonly
perceived on converted speech. However, the straightforward relation between the
smoothing nature of converted LSFs and the effect produced in the spectra give us
some lights to overcome this problem by means of a simple strategy based on the
normalization of the parameters variance, as will be furthermore explained.

4.3 Improved cepstrum-based modeling: True En-

velope

There is a number of approaches for estimating the spectral envelope by means of
cepstral smoothing. The discrete cepstrum [57] is the most well know, but is rather
demanding computationally. It requires a pre-selection of the spectral peaks. The
True Envelope (TE) estimator was originally presented in [58]. Recently, a procedure
has been proposed that allows significant reduction of computational costs to a level
comparable with the Levinson recursion so that real time processing can be achieved
[59]. Note however, that a reduction of the computational cost comes with slightly
reduced precision. Therefore, we will not use the real time version of the TE estimator
for the experiments carried out in this work. The true envelope estimator will be used
as the representative of the cepstrum based spectral estimators.

TE estimation is based on cepstral smoothing of the amplitude spectrum. Let
X(ωk) be the K-point DFT of the signal frame x(n) and Ci(ωk) the cepstrally
smoothed spectrum at iteration i. The algorithm then iteratively updates the smoothed
input spectrum Ai(ωk) with the maximum of the original spectrum and the current
cepstral representation

Ai(ωk) = max(log (|X(ωk)|), Ci−1(ωk)) (4.8)
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Figure 4.2 True-Envelope estimator iteratively approaching the ARMA test
spectrum (model order O = 25, samplerate Fs = 44100Hz, fundamental
period P0 = Fs/F0 = 50).

and applies the cepstral smoothing to Ai(ωk) to obtain Ci(ωk). The procedure is
initialized setting A0(ωk) = log (|X(ωk)|) and starting the cepstral smoothing to
obtain C0(ωk). As depicted in Fig. 4.2, the estimated envelope grows steadily.

The algorithm stops if for all ωk the relation Ai(ωk) < Ci(ωk) + θ is true with θ
being a user supplied threshold. In our experiments, the value θ = 0.01dB was used.
Given the fact that the cepstral order is limited the TE estimator creates a band
limited function that passes through the prominent spectral peaks. The peaks that
are considered prominent are automatically selected according to the cepstral order.
The explicit peak selection that is necessary for the DAP estimator as well as for the
discrete cepstrum, is not required.

4.4 Improving AR modeling by the True Envelope

estimator: TELPC

The nature of the drawbacks mentioned in the section dedicated to the spectral
modeling of voiced speech by the conventional LPC technique let us conclude that
LPC performance is limited by the local characteristics of the signal and the method
itself. Following, aside from the fact that the autocorrelation function used in LPC
suffers some aliasing, it does not represent the desired spectral information to be



36 Chapter 4 Spectral envelope modeling

modelled as we are interested in fitting the spectral envelope as close as possible to
the original spectra. Accordingly, we follow the proposition of [60] to interpolate
the spectrum using optimal band limited interpolation before imposing an all-pole
model so that the LSF representation of the spectral envelope is still attainable. In
addition to this advantage we conjecture that the AR system will obtain a better
representation of the narrow spectral formants, which are generally too broad after
band limited interpolation.

Denoting the K-point DFT of the speech segment x(n) as X(wk), we can summa-
rize the steps for the proposed modification as follows

TE : X(ωk) → ET (ωk) (4.9)

We obtain the autocorrelation function RE(i) of the estimated spectral envelope by
IDFT.

RET
(i) =

1

K

K∑

k=1

ET (ωk)
2ejωki (4.10)

Now, the new TE-LPC filter coefficients are computed resolving the well-known
Yule-Walker equations system with the modified autocorrelation information
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We remark that after the modification of the autocorrelation function, the minimal
residual energy characteristic of LPC is no longer valid. Related to the original
signal, the resulting predictor is not optimal in the sense of the MSE criteria but it
is supposed to fit closer to the spectral envelope. A comparison between LPC and
TELPC is shown in Fig. 4.3.

4.5 Efficient modeling by optimal order estimation

In the introductory part of this chapter we addressed the proper model order selection
as one of the issues to be resolved in order to achieve efficient spectral envelope
estimation. For speech signals, the order selection is normally based on cues from a
simplified physical model of the speech production system and it uses to be adjusted
in function of coding requirements. The characteristics of the signal are rarely taken
into account or as for example, in the case of voiced speech the fact that the filter
is observed after having been sampled by the harmonic structure of the excitation
signal.



4.5 Efficient modeling by optimal order estimation 37

0 500 1000 1500 2000 2500 3000 3500 4000
50

60

70

80

90

100

110

f[Hz]

A
[d

B
]

FFT

LPC

TE−LPC

Figure 4.3 Example of LPC and TE-LPC spectral fitting (model order=50)

4.5.1 Cepstrum based optimal order selection

A major advantage of cepstral envelope estimation techniques is that a reasonable
estimate of the optimal cepstral order can be provided. If the observed signal has
a fundamental frequency F0, the harmonic excitation spectrum samples the filter
transfer function with a sample-period given by F0. Therefore, one may deduce that
the information in the original filter that exceeds the related Nyquist bandlimit in the
cepstral domain is lost. Assuming a sample-rate of Fs the related Nyquist quefrency
bin number in the discrete cepstrum is Fs/(2F0). This fact provides us with a simple
way of selecting a nearly optimal cepstral order, given that the maximum frequency
difference between two spectral peaks carrying envelope information is known. If the
difference between those peaks is ∆F then the cepstral order used in the TE estimator
should be selected accordingly to

ÔTE = Fs/(2∆F ) = αTEFs/∆F , αTE = 0.5 (4.12)

Due to the fact that sinusoidal peaks are not ideal impulses, the sampling of the
spectral envelope performed by the excitation signal will not be ideal. Moreover, for
very smooth transfer functions a lower order may already be sufficient. Therefore, the
optimal order (the order that provides an envelope estimate with minimum error) will
generally not only depend on F0 but also on the specific properties of the envelope
spectrum. Nevertheless, as will be shown in the experimental section, the order
selection according to (4.12) is appropriate for a wide range of situations, and the
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resulting estimation error is generally close to the optimum.

4.5.2 Pre-smoothing

Initial experiments with the TE estimator revealed a problem with the order selection
described above due to the fact that in real-world signals the spectral envelope is not
sampled regularly. The main problem here is the fact that the spectral peak at
0Hz, and possibly at Fs/2, is generally missing so that for harmonic excitation with
fundamental frequency F0 the maximal frequency difference between the supporting
peaks will be ∆F = 2F0. To be able to increase the model order we propose a two
step estimation. First a TE model with order O = Fs/(4F0) is estimated. From the
estimated envelope we derive an estimation of the appropriate sinusoidal amplitude
at positions 0Hz and Fs/2Hz. For both positions we create artificial spectral peaks
with the estimated amplitude whenever the original amplitude is smaller than the
estimated amplitude. In the second step, due to the artificial spectral peaks, ∆F is
reduced to F0. Therefore, according to (4.12), we may select ÔTE = αTEFs/F0. As
a result, all available details in the envelope spectrum can be resolved. The two step
estimation procedure will be denoted as the TE method below.

4.5.3 The optimal residual

Following the source-filter model, the residual signal is obtained after extraction of the
estimated envelope. However, as previously stated, estimation errors of the spectral
envelope will be translated as features remaining on the residual, prohibiting a full-
flatness characteristic of the residual spectrum. As it was previously pointed out in
this work, this could be a factor limiting the quality of the converted speech, since
such remaining features could lead to artefacts in the synthesized signal when applying
a transformed envelope or when modifying the harmonic structure or when keeping
some perceptual information from the source speaker. The latter effect can be easily
appreciated when listening to residual signals obtained from envelope estimations
with increasing precision.

While local adaptation of the model order is not feasible for the feature conver-
sion function, the concept can be used to compute a locally-optimal residual signal.
The resulting increased spectral-flatness residual signal has been found through ex-
perimentation to improve the overall speech synthesis quality when a target envelope
is applied. Accordingly, the residual signals obtained following this strategy were
used in our synthesis framework to perform converted speech synthesis. In Fig. 4.4 is
shown a comparison between the TE-based “optimal residual” and a LP-based one
(order=20). Clearly, as it can be appreciated in the figure, the spectral flatness is
significantly increased, the effect can be appreciated for both a single frame case and
on the overall utterance. We specially remark the problems of LP inside the vocal
band ([0− 4KHz]) to reach a flatness characteristic, where some remaining features
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from the source speaker can be perceived after application of the converted envelop,
degradating accordingly the conversion effect.

4.6 Warped-frequency based spectral envelope es-

timation

Human perception is frequently thought to reduce the dimensionality of parametric
representations of spectral information. It is well known that not all the information
in the observed spectrum is of equal importance since a logarithmic scaling of the
frequency axis is closer to the resolution used by the ear to perceive sound. Following,
it is well-known the benefit of using the Mel scale to represent the frequency-axe
precision of human perception. The use of this scale enables a compression of the
spectral information, minimizing the perceptual effect of missed information on the
spectral envelope.

We found that some envelope models that use frequency scaling such as the well-
known Mel-Frequency Cesptral Coefficients (MFCC) and Warped Linear Prediction
(WLPC) [61] are not well adapted to achieve signal modification since MFCC rep-
resents mainly the frequency-bands energy shape, while the envelopes deduced by
WLPC include the harmonic structure. However, we argue that the application of
frequency scaling in the TE method should lead us to achieve efficient modeling of
perceptually scaled spectra. Accordingly, we propose applying the Mel-based function
to the spectrum used by the True-Envelope estimator algorithm in order to obtain
a perceptual resolution on the estimated envelope. We will refer to the resulting
method as the Mel True-Envelope estimator (MTE).

4.6.1 Order selection for frequency-warped based models

Following the ideas of order selection for cepstral models outlined above, an efficient
order selection would depend on frequency due to the frequency-dependant warping
factor. If the spectral envelope is represented in terms of a single cepstral model,
however, the order has to be defined. Moreover, the question is which frequency
band should be selected to guide the order selection process so that the envelope
obtained in the mel frequency representation is as perceptually close as possible to
the real envelope. Based on perceptual cues, we argue that the fact that we are
primarily interested in a precise estimation at low frequencies gives us a reason to
propose an adaptation of the order selection based on the lowest ∆F0. This value is
found at the position of the first F0 partial after frequency warping since we apply
the Mel-scaling in a way that the axis limits are preserved (0 ≤ FmelHz ≤ FS/2).
Accordingly, the adaption can be simplified to apply the inverse of the corresponding
mel scaling factor at F = F0 to the α parameter in (4.12). Therefore, the resulting
α value should be found around 0.15 for F0 < 1KHz since the bark scaling is linear
until this value. Clearly, this adaptation leads to reduced order values.
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Figure 4.4 Residual signals obtained by LP and TE with optimal order
selection (TEopt). a) time domain residual frame (top, LP always at left,
TEopt at right); b) corresponding frame spetrum (second row); c) spectrum
on the vocal band (third line); d) overall utterance spectrum (bottom).
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Note that due to the frequency-dependant compression of the frequency-axis, the-
oretically, the local order will increase with the frequency. Accordingly, the optimal
order will generally be greater than the one selected using α = 0.15 in (4.12). The
impact of the different frequency bands for the order selection will depend on the
energy and the perceptual sensitivity in the related bands. The evaluation of this
phenomena is one of the motivating factors for the experiments described in the next
chapter.

4.6.2 Mel-Frequency based TELPC

Autoregressive spectral envelop estimation based on frequency-warping is commonly
done by replacing the unit delay elements of a the filter structure by first-order all-
pass filters. In [61] this technique, also known as Warped Linear Predictive Coding
(WLPC), is described in detail and compared with the conventional LPC technique.
The aim of this technique is to perform an AR based estimation of a frequency warped
version of a spectrum. The problem we found in WLPC is related to the fact that
the harmonic peaks at low frequencies are included in the estimation. This charac-
teristic could appear advantageous for inharmonic excitation signals or applications
seeking to keep the F0 information (speech coding as example). However, for tim-
bre (speaker identity) modification it is essential to separate the contributions of the
source and filter components. The spectral flatness measure used as a performance
measure in [61] is not well adapted to harmonic spectra since it takes into account the
whole spectrum. Therefore, the improvements shown by WLPC using this measure
are rather interesting for unvoiced speech.

Once a proper order is selected to perform a MTE estimate, it can be used as shown
in section 4.4 to fit an all-pole model of the frequency warped representation. We
denote this method the Mel-based True-Envelope LPC (MTELPC). As stated in the
first section, the estimation performed by True-Envelope follows the shape defined by
the spectral peaks and not the peaks themselves for either linear or warped frequency
resolutions. Therefore, MTELPC is expected to match, in contrast to WLPC, the
desired shape without extracting the harmonic structure of the spectrum.

Note that MTELPC performance will be firstly limited by the MTE estimate
given as an input of the autoregressive model and secondly by the order of the au-
toregressive model itself. To resolve the first point, we are especially interested in
using an adequate order selection criteria, such as the one proposed in the previous
section. Once the MTE is defined, we can deduce that the resulting all-pole envelope
will become closer to the MTE estimate as the order of the AR system increases, as
for TELPC.
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Chapter 5

Evaluation of spectral envelope
estimators

5.1 Introduction

In this chapter we present the result of several experimental studies carried out with
the aim of evaluating the performance of the models described in the past chapter.
The goal is to establish relations among the envelope characteristics, the envelope
model, the fundamental frequency, and the model order. We were especially motivated
to verify the robustness of the order selection proposed for the cepstrum based models.

The order in which the different studies are presented corresponds to the chrono-
logical progression of our research on the spectral envelope estimation issue. Follow-
ing, the set of experiments is divided in three main parts. The first one concerns
a comparison between TELPC and LPC when performing envelope estimation on
speech spectra. Secondly, an evaluation framework based on harmonic synthetic sig-
nals was built to verify the relation between the model order and the fundamental
frequency in a controlled way and to establish which method represents the best enve-
lope estimator. Special attention was given to the comparison between the AR based
models (LPC, DAP, TELPC) as LSF parameterization is suitable for the VC system.
Finally, the adaptation of the order selection for the Mel-frequency based models is
evaluated considering perceptual concepts.

5.2 Comparison between LPC and TELPC on real

speech

5.2.1 Spectral-Peaks Flatness Measure for harmonic spectra

We wanted to compare the performance of TELPC and LP when fitting the spectral
envelope for voiced speech. Generally, a widely used measure for the performance
of an AR model is based on measuring the whitening property of the inverse filter.

43
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The Spectral Flatness Measure (SFM), is defined as the ratio between geometric and
arithmetic averages of a power spectrum according to

SFMdb(S(ωi)) = −20 log 10
Gm(S(ωi))

Am(S(ωi))
(5.1)

Where

Gm(S(ωi)) = 1/N

√√√√
N∏

i=1

|S(ωi)|2 (5.2)

Am(S(ωi)) =
1

N

N∑
i=1

|S(ωi)|2 (5.3)

Decibel values are often used, accordingly, in the case of a constant spectrum SFM=0
dB. Denoting X(ωk) and Â(ωk) as the K-point DFT of voiced speech and their cor-
respondent all-pole model, we may express the residual SFM as follows

SFM(Sr(ωk)) = SFM(X(ωk)/Â(ωk)) (5.4)

However, as we mentioned before, we are interested in the spectral flatness of spectral
peaks of the residual spectra for voiced speech. To stay as close as possible to the
original spectral flatness measure we are not using the discrete Itakura-Saito measure
proposed for DAP (4.3) but a discrete version of the SFM which takes into account
the harmonic peaks only. This spectral-peaks flatness measure (SPFM is defined
according to

SPFMdb(Sr(ω̂i)) = −20 log 10
Gm(Sr(ω̂i))

Am(Sr(ω̂i))
(5.5)

For
Sr(ω̂i) = Sr(ωi), ∀ ωk ≈ (hF0), hF0 < FS (5.6)

5.2.2 Experimental evaluation

For the following comparison, we define the low band as the low-pass spectral band
containing the first few harmonic peaks (4 for this test), and the high band as the rest
of the harmonic or quasi-harmonic peaks (defined as the spectral maxima closer to
expected harmonic frequencies). This choice has a psycho-acoustic basis: in the au-
ditory human model, the first harmonics are resolved in individual perceptual bands,
in contrast to the others, where an average of some peaks takes effect at each band.
For completeness, even if we are primarily interested in the low band case, we will
also evaluate the SPFM in the high band and the whole spectrum.

We evaluate the SPFM on normalized voiced speech residuals computed from con-
ventional LP and the proposed TELPC on low-medium pitched signals (male speak-
ers) and high pitched signals (female speakers). The speech corpus was composed of
100 phonetically-balanced utterances of 4 different speakers (3 males, 1 female), the
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F0 averages over all the sentences for each speaker are also shown. As performance
measure we used the reduction percentage of the SPFM performed by TELPC com-
pared to LPC. The evaluation was done with 2 different model orders. The results
are show in Table 5.1.

Low band High band Whole Unvoiced
(0-4f0) (4f0 − FS) spectrum speech

order=56 SPFM reduction percentage [%]
female 60 6 13 3
male 1 41 1 2 3
male 2 36 1 2 5
male 3 28 1 2 5

order=80 - - - -
female 60 20 25 16
male 1 45 3 5 4
male 2 39 1 2 3
male 3 42 0 2 2

Table 5.1 LPC and TELPC performance comparison for different speakers
with f̄0 = 242Hz, 153Hz, 131Hz and 129Hz respectively.

As expected, the results show that TELPC performs better SPFM maximization
in every case we measured. While the improvements are rather small if measured
over the whole spectrum or the high frequency band, they are significant in the
perceptually especially important low frequency band. The improvement is more
significant for high-pitched signals and is not very sensitive to the model order for
the selected order values. Improvements found for the unvoiced cases could be due
to voiced and mixed parts that remain in the unvoiced segments.

5.3 Evaluation of linear-frequency based envelope

estimators

We consider three principal aspects to be evaluated on the envelope estimators pre-
sented in the past chapter. Firstly, the performance of the order selection based on
the F0 information. Secondly, a comparison of the modeling error performed by the
different estimation methods and its relation with the features of the transfer func-
tion. Finally, a comparison limited to the AR-based models, since there were already
outlined the benefits of using LSF parameterization.

We have no access to the complete information of the transfer function of speech
or audio signals. We therefore defined an experimental framework to quantify the
estimation error by using synthetic ARMA signals with stationary envelope and ex-
citation. In a real world situation a number of additional factors will affect the
estimation and therefore the error will generally be much higher. However, the re-
sults concerning the systematic errors due to model type and order are expected to
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remain valid.

5.3.1 Experimental procedure

To prevent an excessively large number of control parameters for the synthetic signals
the ARMA filter envelopes of these signals are limited to rather low order. The
transfer functions consist of 2 pairs of complex poles and 2 pairs of complex zeros.
Because the smoothness of the spectral envelope is primarily related to the pole and
zero radii we select fixed angular locations of poles and zeros. The first pole pair has
angle ±π/6 and the second ±π/2. For the zeros the angles of ±2π/6 and ±4π/6 are
used. The set of radii used to form the pole rp and zero rz locations is given by

r = log(2.013 + k0.04) with k = 0, 1, . . . , 17. (5.7)

The resulting radii cover the interval [0.7, 0.99]. For a sample-rate of 44100kHz this
represents 3dB-bandwidths in the range 132− 5014Hz. These values cover the range
of formant bandwidths that are common for the spectral envelopes for speech and
musical instruments. For all experiments we use a Hanning window that covers
exactly 4 periods of the fundamental frequency of the excitation signal. To prevent
systematic errors that may arise due to the fact that the spectral bins do not sample
harmonic peaks exactly at their local maximum, we use a DFT size that is a power
of 2, at least 8 times larger than the analysis window.

To restrict the dimensionality of the problem, a 2-dimensional grid of radii was
used. The first dimension controls the radius of the 4 poles while the second dimension
controls the radius of the zeros. The complete 2-dimensional grid allows us to study
transfer functions that are dominated by AR or MA filter characteristics, as well as
an important number of ARMA filters. In Fig. 5.1 we show 3 limiting cases of special
interest: ARMA with maximum radii (rp = rz = 0.99), AR dominated (rp = 0.99 ,
rz = 0.7), and ARMA with minimal radii (rp = rz = 0.7).

The input signals for the analysis are constructed by means of superposition of all
the harmonics of a given fundamental frequency (F0) that are below half the sample-
rate Fs/2. The set of fundamental frequencies that will be used covers the range
Fs/500 < F0 < Fs/50. No partial is added at 0Hz or Fs/2. The harmonic excitation
signal is then filtered using the respective ARMA filter. The fundamental frequencies
to be used in the experiments were selected so that the related fundamental periods
cover the range P0 = [50, 500].

The LP, DAP, and TE algorithms were used to obtain estimates of the spectral
envelope using a grid of orders covering the range O = [5, Fs/F0] and using an order
increment of 5. Order values according to the proposed selection criteria are also
included. To evaluate the estimation error we use the root mean square error of the
log amplitude

EM =

√√√√ 1

K

K−1∑

k=0

(log |S(k)| − log |Ŝ(k)|)2, (5.8)
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Figure 5.1 Examples of the evaluation transfer functions. Poles and ze-
ros with maximal radii (solid). Poles with maximum radii and zeros with
minimum radii (dash-dotted). Both with minimum radii (dashed).

where S(k) and Ŝ(k) are the K-point DFT of the filter transfer function and the
estimated envelope respectively. Using only the magnitude spectrum could appear to
be a problem because phase values are not taken into account. Note however that for
minimum phase filters the phases are unambiguously determined by the log amplitude
spectrum. Therefore, the phase spectra would not add further information. The error
measure expressed in (5.8) appears especially useful for algorithms that try to achieve
timbre modification by means of deconvolution of the spectral envelope, because for
these applications any error, whether it is underestimation or overestimation of the
envelope, is equally important. For applications that try to achieve formant location,
another error measure would be preferable.

5.3.2 Order selection evaluation

In Fig. 5.2, two examples of the average error according to (5.8) are displayed as a
function of the parameter α, which represents the model order relative to the number
of samples contained in the fundamental period P0 = Fs/F0 of the excitation signal.
Two sets of transfer functions are used to calculate the average of the estimation
error. The first set contains all transfer functions described above, and the second set
fixes the zero radius at the lowest value (rz = 0.7), so that only the subset of transfer
functions that is closest to an AR model is taken into account.

The comparison of the results obtained in the various experiments reveal that the
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error generally decreases with increasing P0. This is related to the fact that with
a longer period more harmonics are used to sample the envelope, facilitating the
estimation.

If we locate the order that provides the minimum error we find that for both sets
of transfer functions the average optimal order of the TE estimator is always close to
the expected position αTE = 0.5 that represents the Nyquist quefrency limit. Note
that if the number of spectral peaks is large (P0 = 400) the optimal order corresponds
to an αTE that is slightly lower than 0.5. This can be attributed to the fact that the
model starts to become overly complex given the set of transfer functions that is being
used. Even in this case, however, the order selected according to (4.12) achieves an
error which remains close to the optimal error.

A similar behavior can be observed for the whole set of ARMA envelopes and the
DAP method. Here, however, the optimal position αDAP = 0.4 is slightly below the
theoretical limit. For the AR dominated subset of transfer functions we find that the
optimal DAP order is much smaller. The strong dependency of the optimal DAP
order on the characteristics of the transfer function reveals a problem with the DAP
estimator. The experimental results show that for orders that are close to the limit
required for a unique solution (α < 0.5) the objective function (4.3) does not provide
enough information to bind the AR model, and therefore, the error begins to increase
for model orders well below α < 0.5. For the underdetermined case (α >= 0.5) DAP
performs similarly to LP. This can be understood as the LP solution which is used to
initialize the iterative DAP procedure. We can conclude that for the undetermined
case the LP solution is already part of the solution manifold of the objective function
(4.3). While the value of the optimal order of the DAP model depends strongly on the
characteristics of the filter transfer function, we may nevertheless conclude that when
no a priori information about the system structure is available, which is generally
true for real world situations, the DAP order should be selected using (4.12) with
αDAP = 0.4. Note that a particular disadvantage of the DAP estimator is the fact
that the estimated filter may be unstable [55].

When considering the LP model we find that the minimum error for the complete
set of filters is found for values of α in the range [0.05, 0.25]. The lower order of the
LP method makes sense as the LP estimator uses the complete spectrum to adapt
its parameters so that a lower order suffices when aiming to prevent adaptation to
the harmonic structure. Again, due to the fact that the complete spectrum affects
the LP estimate, it appears questionable that the optimal value for α found in these
experiments can be generalized.

So far the order selection criterion has been validated using only two values of the
fundamental frequency. In Fig. 5.3 the experimentally obtained optimal orders for the
ARMA and AR-dominated set of transfer functions and a large range of fundamental
frequencies are compared with the orders selected according to the proposal described
above. Fig. 5.4 compares the modeling error for the same set of experiments and
orders.

The results displayed in these figures show that the relations that have been dis-
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cussed for the fundamental periods P0 = 100 and P0 = 400 in the previous section
are valid for the complete range of fundamental frequencies. As a result of the exper-
iments described so far we conclude that the model order for TE and DAP estimation
should be selected as a function of the fundamental frequency using αTE and αDAP

in ( 4.12) as long as no a priori information about the underlying transfer function is
available. For LP, no conclusive suggestion can be made.

5.3.3 Models comparison

Having obtained a simple means to select proper orders for at least the DAP and TE
estimator we aim to investigate the relation between the envelope characteristics and
the model that performed best.

Comparing the average estimation error of the different estimators we find that LP
always displays the worst performance. TE performs better for the complete ARMA
set and is outperformed by DAP only for the AR dominated set of transfer functions
and only if the experimentally derived optimal order is used. If no information about
the optimal order is available, DAP is only slightly better, even for the case of AR
dominated transfer functions.

In Fig. 5.5 we display the model that had the smallest estimation error for 4
fundamental periods and for each filter transfer function used in the experiment. The
estimators are color coded. Black represents DAP, grey TE, and white LP. Note that
for Fig. 5.5 the order selection scheme was not used.

The figures indicate that the TE method is the best for all fundamental periods
in the majority of cases. DAP performs better only if the pole radii are significantly
larger than the zero radii. The LP model never outperformed the other methods.
The advantage of DAP with respect to AR models is especially prominent for small
periods (high F0). As was made clear in the previous section, the advantage of DAP
for AR dominated envelopes diminishes when the optimal order cannot be established
because the characteristics of the target envelope are unknown.

5.3.4 Comparison on the AR-based estimators

Once it was verified the usefulness of the order selection as a proper criterion for the
TE estimator, we wanted to evaluate the performance of TELPC compared to the
other AR-based models. As it was mentioned above, this comparison is especially
interesting considering a VC system based on LSF parameterization. We carried out
the same experimental framework described in the previous section using TELPC
instead of TE. For this experiment, the order of the AR system and the TE model
used to obtain the TELPC estimation were varied in the same way.

Although the fact that the estimations of TELPC are limited by the order of the
AR system, the behavior of TELPC was found to be close to the results shown in
the past section for TE. In Fig. 5.6 we present an example of the evaluation of the α
parameter for P0 = 150. Clearly, the α value found in the past experiment remains a
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Figure 5.5 Best estimator for each individual transfer function and funda-
mental periods P0 = 100 (left,top), P0 = 200 (right, top), P0 = 300 (left,
bottom), and P0 = 400 (right, bottom) samples using the experimental opti-
mal model orders. Black (DAP) and grey (TE) areas denote the model that
performed best in the experiments. LP (white) is never the best model.
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valid choice for TELPC, performing slightly better than DAP for the general envelope-
features case. This behavior can be better appreciated for the complete F0 grid also
in Fig. 5.6, where the resulting modeling error when using the experimental optimal
order is compared to the one obtained using the order selection at each P0 case.
Clearly, the order selection performs close to the experimental optimal order.

5.4 Mel-frequency based envelope estimators

5.4.1 A perceptual model for envelope modeling evaluation

A problem of evaluation spectral envelope models by means of simply comparing the
differences of the transfer functions is that the perceived impact of the differences
is not taken into account. This is partially resolved by considering Mel-frequency
scaling on the spectral envelopes. Nevertheless, the frequency-dependant sensibility
of the ear must be also considered. We therefore propose a perceptual framework to
evaluate the similarity between envelope estimations.

Following, considering the current state of the art of speech and audio quality
evaluation, we followed some concepts found in the PESQ standard [62] to include
perceptual criteria in our evaluation: the use of a Mel-scale based frequency resolution
(if it is not already considered in the envelope model); the application of a middle-
ear filter, which represents a frequency dependent attenuation of the spectral energy;
the consideration of the energy in terms of loudness based on Zwicker’s law [63].
Once this perceptual representation is obtained, following the model of the inner
ear the differences between the resulting envelops are computed at each perceptual
band. Denoting E(f) an envelope representation, the steps followed to compute its
perceptual representation are

Eme(f) = Hme(f) E(f) (5.9)

where Hme(f) represents the middle-ear attenuation filter [64] shown in Fig. 5.7.
Then, the frequency-axe is scaled by a mel-scale based function preserving the axe
limits.

Eme(fMel) = FMel(Eme(f)) (FMel = 0, FS/2 for f = 0, FS/2) (5.10)

The resulting envelope representation is converted from dB units to sones units
(loudness) by application of the loudness function to its linear amplitude representa-
tion.

eme(fMel) = exp

(
Eme(fMel)

20
ln(10)

)
(5.11)

L(fMel) = eme(fMel)
0.23 (5.12)

For simplicity, the term me denoting the middle-ear filtering is not included in the
notation of the loudness representation. Once the Lm(fMel) and Lr(fMel) represen-
tations are computed from the model-based and reference envelopes respectively, the
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Figure 5.7 Middle-ear attenuation filter.

mean square error is computed for the whole frequency-axe and for each perceptual
band.

5.4.2 Experimental procedure

The Mel-frequency based models addressed in the past chapter (MTE, MTELPC)
were therefore evaluated on real speech signals following the perceptual framework
just described. To accomplish this study, given the subsampled nature of the observed
envelope, we considered reasonable to use the ideally band-limited interpolation as
the reference envelope. As it has been explained in [65], this interpolation is per-
formed approximately on the linear frequency-axis by the TE estimator using the
order selection according to (4.12).

Firstly, we were interested in evaluating the α parameter for the MTE order
selection. Once a proper value was defined, it was used to perform MTELPC estimates
in order to carry out a comparison of the estimation performance among LPC, MTE,
and MTELPC using the perceptive model previously described. We used real speech
signals from a male and a female speaker so that we could also evaluate the order
selection related to the mean F0 of the speaker. For the three methods, we used
several model orders within the range Ô = [7, 59]. This range, and the one defined by
the F0 values, covers approximately α within the range [0, 0.7]. On the other hand, a
discrete grid was defined to quantify the resulting α value in function of the F0 value
and the analysis order at each frame. Linear TE estimation with order selection is
also performed since it will represent our reference envelope. Ten-thousand frames
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(75% of them considered as voiced) were analyzed for each speaker, corresponding to
approximately 40 short phrases. The mean F0 values for the male and female speaker
are close to 150Hz and 240Hz, respectively.

5.4.3 Results

The resulting average error produced by the MTE estimates showed a parabolic form
and its minimum was found to be, as expected, slightly higher than the proposed value
(α=0.15), as shown in Fig. 5.8 for the male and female speakers. This performance
is especially clear for the female case, where the mean F0 is significantly higher.

We computed the MTELPC estimates fixing the resulting α value to 0.15 since
we are specifically interested in evaluating the effect of the AR model order when
using already optimized MTE estimation. The results are included in Fig. 5.8. As
previously stated, it showed an improved performance for increasing α, which can
be explained by the increasing capacity of the AR model to fit the underlying MTE
estimate. We remark, however, that the best result of MTELPC cannot outperform
the one of MTE.

Clearly, LPC was found to perform worse than the MTE based methods. As
expected, this effect increases since the aliasing of the autocorrelation function used
by LPC grows for increased F0. [55].

In order to measure the effect of the voicing nature we carried out the evaluation
without any voicing discrimination criterion on the frames. In theory, this is benefi-
cial to LPC since it represents the best method for envelope estimation of inharmonic
spectra. Also, it clearly reduces the cases where the order selection has a theoreti-
cal basis. Despite this fact, the improvements shown by LPC were not significant,
affirming the proposed α value as a proper choice.

We also considered the case where the model order remains unchanged since many
applications are generally restricted to this condition. Principally, we aim to measure
the optimality of the order selection in MTE when considering only the mean F0. For
MTELPC only the AR model order remains unchanged since, as in the previous test,
the selection criterion denoted by α = 0.15 is already considered at each analysis
frame to compute the MTE estimates used to fit the AR model. The results are
shown in Fig. 5.9 and are found to be rather similar to those obtained using variable
order. We can therefore state that average order selection should be preferred over
any arbitrary criterion when the model order must remain unchanged.

Taking into account the modeling error per perceptual band, let us also clarify the
effect of the local adaptation of α related to the frequency bands. We show in Fig. 5.10
the resulting error-surface of the MTE modeling related to α within each perceptual
band. Clearly, the α value corresponding to the minimal error at each perceptual band
(solid line) follows the local scaling of δF (dotted line) after warping of the frequency
axis. This view also let us appreciate the fact that, compared to LPC, by using MTE
based methods with order selection we are primarily maximizing the matching of the
estimated envelope on the low-band region, which is, clearly, perceptually preferable.
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Figure 5.8 Perceptual error as a function of the local α. In all cases
MTELPC uses α = 0.15 for the MTE estimate. Male (left) and female
(right) speakers.
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Figure 5.9 Perceptual error as a function of the average α. In all cases
MTELPC uses α = 0.15 for the MTE estimate. Male (left) and female
(right) speakers.
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Figure 5.10 Perceptual error (intensity) as a function of α and the fre-
quency band (male speaker), MTE estimation. At each band, the solid line
follows the resulting minimal error location while the dotted one represents
the theoretical α value considering the local frequency warping.



Chapter 6

Speaker identity conversion by
spectral transformation

In this chapter we address the issue of the transformation of the spectral information
to achieve the voice timbre conversion. To achieve this, the strategy found in [23] to
transform the envelope information by means of linear regression based on statistical
modeling by Gaussian Mixture Models was considered. The improvements shown in
the past chapter concerning the estimation of the spectral envelope information will
be adopted in the transformation framework aiming to improve the performance of
the current VC propositions.

The chapter begins with a discussion about a voice conversion approach based
on the transformation of average parameters. Secondly, the GMM approach based
on the pioneer work of [23] is introduced followed by the use of improved envelope
modelling for the estimation of the envelope information. We carried out an exhaus-
tive experimental study on the transformation of the spectral envelope considering
an evaluation framework based on a perceptive model. The results let us claim a
significant improvement of the envelope transformation performance. Finally, some
results concerning the transformation of other spectral information as the local F0,
the voicing nature and the voicing frequency are also discussed.

6.1 Timbre conversion by vocal-tract length nor-

malization

As described in Chapter two, a significant difference between the vocal-tract length
from two speakers is generally traduced as a perceived difference between their corre-
sponding timbres. It was already commented the fact that this physiological difference
is explained as a warping of the spectral information, principally within the vocal re-
gion ([0− 4KHz]). For instance, the corresponding warping factor to match females
spectra with that of a males has been observed in average close to the value 0.7.

Following, it can be considered in a first term as timbre conversion strategy the

61
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application of the warping factor matching the source spectra to that of the target.
However, the estimation of this factor is commonly based on the estimation of the for-
mants theirselves, which cannot be always performed in a straightforward way. This
methodology was observed through informal experimentation to allow a perceived
timbre modification. However, the perceptual identification of the target speaker on
the converted speech can be hardly satisfied, specially at cases involving speakers
with similar formants positions. Therefore, it appears necessary to perform not only
an average matching but an individual matching of the formants positions as well as
their corresponding energy level.

We remark that some important spectral features concerning the voice quality
(and then partially defining the identity of the speaker) are provided by the nature
of the glottal signal (glottal formant, first few partials differential energy). However,
efficient estimation and proper modification of the glottal signal is still under study.
In general, the capacity to modify spectral features related to the glottal signal is
strongly dependant on the signal synthesis framework. In this work, as it will be
presented in the next section, the whole spectral envelope represents the speaker
feature to be processed in order to achieve timbre conversion.

6.2 Gaussian Mixture Model baseline proposition

The spectral conversion strategy consisting on the use of GMM to perform a sta-
tistical based mapping between the acoustical space of a source and target speaker
was proposed by Stylianou in [23]. This method is based on the soft probabilistic-
classification of the local spectral features provided by the GMM. More precisely, the
probability distribution of the observed features is assumed in the form

p(xt) =
m∑

i=1

αiN(xt; µi; Σi) (6.1)

where xt denotes a parametric representation of the spectral envelope at time t and
N(x; µi; Σi) the normal distribution. The dimension of xt, corresponding to the order
of the envelope model will be addressed in detail in the next section.

The original approach was modified in [27] taking into account a joint source-
target features modeling instead of assume that the target distribution follows the
source one. The proposition is supported by the idea that a clustering performed in
this way must increase the source-target mapping capacities since it takes into account
the allocation of the inter-speaker correlations. There are two additional advantages
when using this approach. Firstly, the resulting expression to compute the regression
model avoids the necessity to perform an inversion of correlation matrices, reducing
in consequence the possibility to deal with numerical problems commonly due to the
presence of small correlation values. Secondly, this model is not restricted to use the
same dimensionality to represent the source and target features. This fact allow us
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to use, as we will further explain in detail, the concepts of efficient spectral envelope
estimation presented in the past chapter.

Then, following [23] and [27], the GMM parameters are trained using a parallel
source-target speech database. Once the GMM is fitted, a conversion function, aim-
ing to define a statistical matching of the target features can be obtained by linear
regression in the form

ŷt = F (xt) =
m∑

i=1

(Wqx + bq) p(cq|x) (6.2)

The resulting conversion function can be seen as a weighted sum of linear models
where the weights correspond to the posterior probability of a given input belonging
to a particular class. The transformation matrix and bias vector represented by Wqx
and bq respectively in equation (6.2) can be computed for the case of a GMM by
estimation of E[y|x], resulting in

Wq = ΣY X
q (ΣXX

q )−1 (6.3)

and
bq = µY

q − ΣY X
q (ΣXX

q )−1µX
q (6.4)

where ΣY X
q and ΣXX

q
−1 corresponds to the local covariance matrixes of the joint

source-target GMM

Σq =

[
ΣXX ΣXY

ΣY X ΣY Y

]
(6.5)

µq =

[
µX

q

µY
q

]
(6.6)

6.3 Improving speaker characterisation by efficient

envelope estimation

Autoregressive and cepstrum based methods are commonly used as envelope models
in the VC systems. It was already explained that the main problems observed in such
methods come from the fact that they do not modelize the envelope as was previously
defined and the model order is rarely adapted to the characteristics of the speaker.
Clearly, since the spectral envelope represents the timbre or identity of a speaker, the
quality of VC systems is considered to be significantly limited by the precision of the
envelope estimates.

Following the order selection denoted by (4.12), to achieve optimal envelope esti-
mation the model order must be locally adapted in function of the current value of F0.
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On the other hand, the GMM-based spectral conversion is restricted to a constant
dimensionality of the feature vectors. Nevertheless, considering only the average F0

of the speaker should lead us to a more judicious selection of the global model order
compared to any other arbitrary selection. The modelisation of the speaker features
can then be adapted in average to the characteristics of the speaker. More precisely,
in this way we expect to reduce the mismatching between the envelope estimations
used as speaker-dependent features at the conversion and synthesis stage and the real
information contained in the spectra. Note that the impact of the model order effect
on the conversion performance has not been taken into account.

Assuming that the mean F0 value of the source and target speaker will generally
differ, it can easily be verified by applying a different dimensionality to x and y in
(6.5) and (6.6) that the linear regression represented by (6.2) is not restricted to the
use of equally-dimensional source and target features.

6.4 Data selection

The joint data used to compute the statistical mapping between the speakers is set
after estimation of the spectral features on a frame-by-frame basis. To perform the
time alignment, the target features are selected and linearly interpolated depending on
the resulting Dynamic Time Warping path to match the time-axe of the source ones.
So far the sentences uttered from both speakers are the same, the resulting acoustical
correspondance is expected to be adequate. However, this correspondance could be
degradated by different factors at some instances due to the particular speaking style
and pronunciation of the speakers.

Firstly, phonetic mismatchs could be due to missed, bad or significantly sustained
pronunciations by one of the speakers. When a phoneme is missed, it is well-known
that the DTW technique provides a sub-optimal solution since the resulting alignment
path denotes a correspondance between both time axes at every time step. As result,
the acoustical matching at the neighborhood of the related phoneme will be not
optimal. Also, the pairment of segments pronounced in a different way will obviously
degradate the source-target correlations we want to capture in order to define a proper
mapping. Finally, a significant duration mismatch on a phoneme will result as well
in an significantly increased interpolation of the parameters of one of the speakers,
probably leading, as the latter case, to degradate the source-target mapping.

Secondly, the voicing nature of paired frames could differ due to the particular
pronunciation of the speakers. This fact affects principally the frames located at
the phonetic boundaries, where paired frames coupling transitions between speech
regions of different voicing nature (vowels, fricatives, plosives, etc) could present a
significantly different harmonic nature.

In order to reduce mapping degradations related to the problems mentioned above
we applied some selection criteria. To avoid phonetic mismatchs we used a phonetic
segmentator based in Hidden Markov Models to label the phonetic content of the
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speech material and therefore to include exclusively speech frames corresponding to
the same phoneme when building the joint data sets. Also, the frames where the
corresponding time warping factor results outside the range [0.52] (corresponding
to a duration rate greater than 2) are not taken into account on the joint database.
Finally, regarding the voicing nature, instead to use a simple threshold to discriminate
between voiced and unvoiced frames, an upper and lower voicing threshold are defined
in order to preferably match frames with a clear voiced or unvoiced characteristic,
where the spectral envelope information is expected to be rather stable. Finally; an
energy threshold was also fixed in order to not take into account frames with very
low energy (i.e. at the intermediary pauses of the utterances).

6.5 Statistical modeling of the spectral features by

GMM

6.5.1 Model training

Once the joint source-target features database is defined, the GMM is fitted by means
of the well-known expectation maximization (EM) algorithm [66], [67]. This algorithm
updates the mean and covariances values of the model in an iterative way looking
to maximize a log-likelihood function of the probabilistic model. The principal pa-
rameters to be defined are the model size (number of gaussian components), the
number of iterations and the number of data vectors to perform the training. The
algorithm stops when the likelihood differential is lower than a predefined threshold
or the maximal number of iterations is reached. Classical VQ clustering by means
of the k-means algorithm is used to initialize the GMM components. As shown in
Fig. 6.1, this initialization provides faster convergence on the EM algorithm than a
random one.

6.5.2 GMM-based clustering of continuous speech

It was observed that performing VQ initialization of the GMM parameters, the EM
algorithm converges after few iterations to a log-likelihood value not significantly
higher compared to the initial value given by the VQ clustering. Following, the fact
that the GMM training relays on a slight adjustment of the VQ centroids lead us to
deduce a poor overlapping of the covariance regions at the multidimensional space.
In consequence, it could be expected a high selectivity of a single gaussian component
when estimating the posterior probability at each data point. This behavoir is shown
in Fig. 6.2 where the posterior probability was computed at each frame on a whole
utterance. However, it can be appreciated that the resulting pseudo segmentation
given by the class membership is rather following the limits provided by an HMM
based segmentator (dotted lines). Note that since the number of GMM components
is smaller than the assumed number of phonemes it is not expected a one-to-one
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Figure 6.1 Resulting log-likelihood for a GMM training (joint source-target
data) by Expectation-Maximization algorithm.

correspondance between the different phonemes and the classes defined by the gaus-
sians. Moreover, due to the significant amount of vowels on the training data and
their strong formantic structure, the spectral envelope patterns kept by the GMM
are expected to correspond principally to vowels-like structures.

It could be argued that a single class membership behavoir and the limited number
of classes could lead in general to limit the evolution of the converted envelopes since,
clearly, frames corresponding to different phonemes are fully attributed to the same
class. For these cases, it can be deduced from the transformation function (6.2) that
the differences between the converted envelops will be mainly given by the product
Wqx, corresponding to the multiplication of the transformation matrix Wq and the
source feature x. Accordingly, a low valued Wq will produce similar converted outputs
for source features belonging to the same class since the conversion will be reduced,
following the expression for bq, to the consideration of the target means represented
by µY

q , as performed in a conversion approach based on Vector Quantization. Clearly,
this can be one of the reasons of the poor dynamics observed on the converted features.

Note that following (6.3) it can be deduced that Wq represents a trade-off between
the cross target-source covariance ΣY X

q and the source covariance ΣXX
q . In other

words, the transformation matrix keeps values as significant as the covariance of the
source features not be significantly higher than the target-source covariance.

The challenge is therefore to increase the sensitivity of the conversion function
to the temporal evolution of the source envelope preserving the naturalness of the
converted speech. To achieve this, we consider necessary to optimize the features
clustering in two principal aspects: an increasing discrimination of the phonetic cases
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and an increasing cross source-target correlation. The first aspect has a straight-
forward interpretation as an augmentation of the number of classes. As result, it
could be also expected an increment on the correlation values if the new clustering
outperforms source-target relations missed at the previous one. Accordingly, aiming
to increase the phonetic discrimination and the source-target matching we experi-
mentally tested several strategies. Firstly, we included dynamic information in the
feature vectors (derivates). The result was not found satisfactory since it was not
observed a significant increment of the number of classes or features matching. More-
over, the increased dimensionality of the data vectors reduced the learning capacity
of our (already increased features-dimensionality) framework.

We also tested an alternative based on supervised training using phonetic infor-
mation aiming to force a class per phoneme correspondance. However, the resulting
membership on continuous speech was found rather noisy, surely attributed to the
sparse characteristic of the data points at phonemes where a statistical generalization
of the spectral features can be hardly achieved. Note that at difference of the vowels,
where a formant structure is kept, the spectral features of other phonemes can be
principally dependant on the particular phonetic context. As result, the unstable
components selection produced irregular envelopes transitions, leading to perceived
artefacts in the converted speech.

Finally, we tested a strategy based on a dual features representation. The idea
was to use a spectral envelope model allowing a better discrimination of the phonetic
cases on the acoustical space and another providing a good envelope precision to
achieve speech synthesis. The MFCC coefficients were used to train the GMM due
to its well known performance for speech recognition tasks. Once achieved the GMM
training, the resulting conditional probabilities were used following the EM procedure
to estimate the parameters of the conversion function based on the envelope model
selected for synthesis.

Following this strategy it was not observed an increment in the number of classes
but an increased overlapping of the GMM components on continuous speech due to
an increment in general of the covariance values. However, the increment found in
the values of ΣXX

q was more significant than those of ΣY X
q , producing low values

in Wqx. As result, it was observed an increased oversmoothing on the converted
envelopes. Moreover, the resulting conversion performance was found to be worst
than the standard approach according to informal objective and subjective tests.

As conclusion, the conversion performance provided by a data clustering based
on the classical maximization of the pdf of the GMM was not outperformed. How-
ever, the strategies just described must be exhaustively evaluated. Note that in
the strategies based on unsupervised training the clustering is always based on the
maximization of the log-likelihood. This is a good indicator of the capacity of the
probabilistic model to cover the data in the multidimensional space but it does not
give us any information about the conversion performance provided by the clustering.
In general, it was observed that an increment on the log-likelihood does not represent
an increment in the conversion performance. Accordingly, we claim that the inclusion
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of the conversion error as the cost function at the training stage appears to be more
addequated.

6.5.3 GMM-based spectral conversion evaluation

We already commented that it cannot be straightforwardly stated that an increasing
likelihood will be traduced as an increasing performance of the source-target mapping
defined by the regression model. In addition, note that a likelihood comparison
between probabilistic models fitting spaces of different dimensionality is not allowed.
Accordingly, the evaluation of the statistical model must be defined in terms of the
conversion performance.

The adaptation of the envelope model order to the mean F0 of the speaker, com-
bined with the use of speech signals with increased sampling rates will generally
result in an increased dimensionality of the feature vectors. As a consequence, the
typical values of data size and GMM complexity (number of components) must be
evaluated since it is well-known that for increased dimensionality, statistical learning
models suffer from the curse of dimensionality. In general, the number of feature
vectors needed to achieve learning generalisation increases exponentially as the di-
mensionality does. On the other hand, we do not expect a significant augmentation
in the number of components since an increased precision of the envelope information
should not modify, in principle, the average number of representative patterns in the
acoustical space of the speaker (they are mostly defined by the overall shape of the
spectrum).

However, as a typical unsupervised learning problem, the optimal number of gaus-
sian components and the optimal size of the training set must be selected in an ex-
haustive way. The best learning configuration (model complexity and training size)
will be the one resulting on the best conversion performance when the learning reaches
a generalization behavior, which is observed as a stable gap between the training set
and the evaluation set performance at using several training set sizes.

Evaluation of VC systems has commonly been limited to the estimation of a
transformation ratio based on spectral distortion measures related to the envelopes
designed by the target features. This strategy appears to be a good indicator of the
conversion performance achieved by the linear-regression model since it can tell us how
close the converted features are to the target related to the distance measured before
conversion. However, we cannot deduce how perceptually relevant the remaining
differences between the converted spectra and the target spectra will be. In addition,
an error measure computed in this way does not allow an objective interpretation since
the envelope estimates of the target speaker (considered the reference envelopes) are
not also efficiently estimated.

We propose therefore the framework presented in the past chapter to evaluate
the envelope conversion performance. In this case, it is considered as reference en-
velope the efficient target estimates obtained by application of the optimal order
criterion. The GMM-based spectral conversion was evaluated in an extensive exper-
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imental study for the LPC and the improved envelope models. The experimental
framework is explained in detail in the next section.

6.6 Improved spectral envelope conversion evalu-

ation

6.6.1 Experimental framework

As we mentioned in the introduction of this article, our interest is to apply VC on
high-quality speech signals. Therefore, instead of the low-medium quality sampling
rates used until now, we built a higher quality speech database with sampling rate
Fs = 24KHz. This represents a challenge to the baseline system since it involves
the extension of the probabilistic model to a frequency region where the correlation
between the spectral information and the underlying classes captured by the model
is theoretically weak. As a consequence, the average conversion performance of the
whole spectrum could be decreased compared to the one reported in the bibliography.
On the other hand, using higher quality signals should lead to a better understanding
of the factors limiting the quality of the converted speech.

We used two male and two female speaker with mean F0 values M1 = 140Hz,
M2 = 150Hz, F1 = 240Hz and F1 = 236Hz respectively in order to perform
gender conversion and to better evaluate the effect of the proposed adaptation of the
model order to the mean F0 value of each speaker. A total of two hundred short
phrases considered to be phonetically balanced were recorded, providing a quantity
of voiced feature vectors within the range [30, 000− 40, 000] for the training set and
around 5, 000 for the evaluation set (corresponding to 20 phrases). Source-target
time-alignment was achieved by classical Dynamic Time Warping (DTW).

Since we are mainly interested in evaluating the model order effect on the con-
version performance, we carried out the proposed conversion using an extensive grid
of model orders covering the range O = [10 − 140] with an increment of 10. This
range is considered to be well adapted to our evaluation since it contains the order
values typically found ([10−30]) in the bibliography for the LPC model and it largely
covers the expected values when applying order selection. We are also interested in
supervising the learning conditions of the model in order to clarify whether or not the
increased dimensionality of the vectors affects the model complexity and the amount
of data needed to fit it. Spectral conversion was carried out using TE, TELPC and
the commonly used method based on linear prediction (LPC) as envelope estimation
methods.

6.6.2 Optimal order evaluation

In Fig. 6.3 we show the results for a male-to-male spectral conversion (M2 to M1).
The curves correspond to the resulting perceptively-based conversion error averaged
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over the whole spectrum measured in sones. The model order is equally increased for
both source and target speakers. The point denoted by ‘x’ represents the performance
obtained when the average order selection is applied for each speaker (Ôsrc = 80,
Ôtar = 90). As it was done in the envelope models evaluation, TELPC uses local order
selection to perform the TE estimate. The order that has been varied corresponds to
the AR-model used to approximate the TE estimate.

Clearly, the order selection applied to the TE model produces the minimum error,
which is also found at order values around the resulting selected order. Moreover,
the observed performance of TE puts in evidence the relation between the resulting
conversion performance and the adaptation of the envelope order, validating our
claim concerning the benefits of using improved envelope estimation to outperform
the conversion performance. TELPC was observed to perform close to TE, allowing us
to use LSF parameterization keeping a conversion performance close to the optimal.
Note also that the faster convergence shown by TELPC (compared to TE) confirms
the benefits of using local order adaptation. These results were found in both intra-
gender conversion cases.

Both TE and TELPC models outperformed the results provided by LPC. The
improvement is specially significant at the female-to-female case. This can be ex-
plained, as for the envelope evaluation, to the increased aliasing issue for increasing
F0 previously addressed in this work.

The effect of the order adaptation to the mean F0 of each speaker increases
significantly for the gender conversion. This is shown in fig. 6.4 when the selected
orders between a male and a female speaker differs almost by a factor of 2 (ÔF1,F2 =
50), leading to a significant reduction of the dimensionality. There, the error curve
is shift towards lower orders and its minimum is found closer to the selected order
value of the target speaker. Also, the resulting conversion error when applying the
order selection is found very close of the overall minimum error for the male-to-female
case and it represents the minimum error for the female-to-male case. Following the
observed similarity between the intra-gender and inter-gender cases concerning the
same nature of target speaker we could argue that, in general, the conversion error is
more sensible to the estimation performance of the target envelope information.

6.6.3 Perceptual improvement

Fig. 6.5 shows the resulting conversion error at frequency bands defined in a per-
ceptual basis (Mel-scaling of the frequency axe) for both intra-gender cases using
the order selection. Clearly, TE and TELPC outperforms significantly LPC spectral
conversion at the low frequency region. The differences found in the first perceptual
band (centered around 150Hz), could be partially explained by the different estima-
tion criterion of the envelop information within the range [0 − F0]Hz between LPC
and the TE based models. As it was already addressed in the chapter concerning
the spectral envelope modeling the TE estimate at 0Hz is fixed by means of the in-
terpolation based on the full FFT representation whereas LPC is commonly focused
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Figure 6.3 Perceptual error as a function of the envelope model order. Male
to male conversion (left), female to female conversion (right).
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Figure 6.4 Perceptual error as a function of the envelope model order. Male
to female conversion (left), female to male conversion (right).
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to fit the most significant energy peaks without any particular consideration at 0Hz.
We therefore expect that the observed improvement in the conversion performance
at this specially perceptually-important band will outperform LPC-based converted
speech quality.

6.6.4 Learning validation

One of our main interest to carry out an exhaustive study of the conversion perfor-
mance was the validation of the learning achived by the statistical model. Clearly,
the typical values of training size and model size could be affected by the increased
dimensionality of the envelope features resulting from the order selection based on
the F0 and the increased sample-rate. Accordingly, there were defined several sizes of
training data in order to evaluate whether or not the performance obtained with the
test data observed a generalization of the learning for the different learning configu-
rations (each conversion case, envelope model and GMM size). Accordingly, all the
results presented in the past section correspond to models observing learning general-
ization. In the same way several GMM sizes were evaluated to observe if the typical
values found in the bibliography concerning the number of classes are confirmed when
using envelope features of increased precision.

We present in Fig. 6.6 the results of both GMM size and training size evaluation
for each envelope model. The results correspond to the male-to-male conversion since
this is the case presenting the highest features dimensionality when using the order
selection (Ô = [80, 90]). It can be shown that the overfitting effect remains rather
low when increasing the order until the selection values [comentar segun plots!!]

6.6.5 Unvoiced speech conversion

Commonly, the source spectral envelops corresponding to unvoiced speech are kept to
achieve the converted speech synthesis. This strategy is commonly followed since it
is assumed that a clustering of the unvoiced envelopes can be hardly achieved due to
the weak theoretical basis to explain the structure of unvoiced speech spectra. Also,
it is well accepted that, in general, the unvoiced segments of time-continuous speech
are significantly less perceptually important to identify the speaker identity than the
voiced ones. We claim however that some perceived artefacts at the voiced/unvoiced
couplings on the converted speech are due to a mismtach between the smooth time-
continous predictions of the voiced envelops and the unmodified unvoiced ones. Ac-
cordingly, we claim that an average conversion of the spectral shape of unvoiced
spectra could increase the conversion effect on continuous speech and, in general, the
converted speech quality. The conversion framework used on voiced speech was also
applied to unvoiced speech. Considering that the amount of unvoiced information
is significantly lower than voiced one and considering also that we only aim to cap-
ture average properties of the spectral envelope shape we used a reduced number of
components on the GMM. To achieve speech synthesis, a phase randomization factor
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Figure 6.5 Perceptual error as a function of frequency bands.
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Figure 6.6 Perceptual error as a function of the GMM complexity.

was applied because of the noised nature of unvoiced speech and the characteristic
oversmoothing of statistical models. The overall results were affirmed by informal
perceptive tests, the effect of an homogenous timbre among the voicing transitions
appeared to be increased.

6.7 Features dimensionality reduction

6.7.1 Covariance matrix pruning

Observing the resulting form of the local covariance matrices ΣXX
q and ΣY Y

q after
training of the GMM it was found that an important number of elements of the
matrices kept low values compared to those at the diagonal. Clearly, using parameters
from precise envelope estimations some dimensions of the envelope features will result
poor correlated. More precisely, considering a cepstral-based parameterization, the
quefrency bins modeling envelope features that can be hardly generalized in the speech
data might result poor correlated. In general, the first cepstral coefficients, modeling
the main features of the envelope will observe the mayor values. It can be therefore
expected that the most significant values in covariance matrices based on cepstral
models will be concentrated at the elements corresponding to the first dimensions.

On the other hand, note that the definition of LSF parameters suggest us that
the influence of the individual parameters on the spectrum is mainly local. More
precisely, it can be attributed to each parameter a frequency band briefly defined
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Figure 6.7 Resulting LSF statistics of a GMM component on the vocal
region. Female speaker (top), male speaker (bottom).

in central frequency and bandwidth by its mean and variance values. This behavoir
is illustrated in Fig. 6.7 with the resulting statistics of a GMM component using
TELPC modeling on a female and male speaker using a model order corresponding
to the average optimal order selection. For clarity, it is only shown the frequency
region concerning the vocal band.

In Fig. 6.8 we present a representative example of the patterns kept by the re-
sulting covariance matrices of the LSF (TELPC model) and cepstral (TE model)
parameterization on a male speaker. As expected, the covariance matrix of the cep-
stral case shows a concentration of the significant values in the region defined by the
first coefficients. The LSF case observes also a similar concentration on the same
region, however, the concentration appears also extended among the diagonal. Con-
sidering the frequency bands interpretation of LSF parameters just described, the
concentration observed at the first coefficients can be explained by the strong corre-
lation within the vocal band at features phonetically close, whereas the extension on
the neighborhood of the diagonal can be attributed to an existing correlation of the
spectral envelope information between adjacent frequency bands.

These observations let us argue a possible reduction of parameters on the GMM
by pruning the covariance matrices at regions not providing significant information.
Accordingly, we realized a single values decomposition on the matrices. The resulting
eigenvalues are shown in Fig. 6.9 (top) as well as the corresponding accumulative
information (bottom) explained if the number of eigen values is increased (starting
from the lower) to recompose the matrices. It can be seen that some few eigenvalues
are significantly higher than the others. It could be therefore expected that the
pattern denoting the localization of the most significant information keeps a simply
structure. This effect is specially observed on the LSF case where the inflection
point is found just before the last few eigenvalues. Note however that the amount of
information using TELPC increases linearly with the number of eigen values, denoting
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Figure 6.8 Examples of covariance matrices of a GMM model. LSF param-
eterization (left), cepstral parameterization (right).

probably a higher sparsity of the information on the matrix compared to the one
provided by the cepstral model.

As next step we recomposed the covariance matrices using only the most signif-
icant eigen values. The result is shown in Fig. 6.10. The patterns featured by the
most significant information at each case keep the expected form. For LSFs, it can
be appreciated that the concentration of information in the low dimensions is still
extended among the neighborhood of the diagonal in the form of a corridor. The
cepstral model is rather leading to a “reduced” covariance matrix defined by the first
dimensions.

We carried out an evaluation of the conversion performance pruning the covariance
matrices ΣXX

q and ΣY Y
q aiming to find a simply strategy to achieve a reduction of the

GMM parameters without significantly affect the conversion performance. We argue
that the notion of the vocal band limits could help us to derive a reduction selection
using LSF parameterization. We could also expect to observe a relation between the
number of cepstral coefficients representing significant information and the order of
the cepstral representation.

The results are shown in Fig. 6.11 and Fig. 6.12. Both strategies were applied using
both LSF and cepstral based models on a male-to-male and a female-to-female cases
in order to clarify if a reduction criterion could be generalized. The graphs show the
resulting conversion rate (if compared to the full matrix case) and the corresponding
data reduction percent for a grid of corridor and reduced dimensions. In general, the
conversion performance appears to be more sensible to the exclusion of values at the
neighborhood since the error rates when using few dimensions on the reduced matrix
is significantly higher than those corresponding to the inclusion of the first diagonals
in the corridor. Note however that the reduced matrix contains less elements than
the corridor at the first values of their corresponding evaluation parameters.

Looking at the results concerning the corridor size in Fig. 6.11, it can be appreci-
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Figure 6.9 Corresponding accumulative information of eigenvalues com-
puted from covariance matrices.
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Figure 6.10 Covariance matrices of a GMM model, LSF parameterization
(TELPC model).
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Figure 6.11 Evaluation of the error augmentation rate and the correspond-
ing GMM parameters reduction at different covariance corridor sizes. Male
to male conversion (left), female to female conversion (right).
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ated for the LSFs an inflection point close to the full-matrix performance for a corridor
size of 30 and 20 for the male and female speaker respectively. Following Fig. 6.7 these
values correspond to the pseudo frequency bands centered around 4KHz. We have
no basis to justify a significant correlation of the envelop information at any point of
the frequency axe concerning adjacent bands but we could argue that, in general, the
most significant correlations are not only found in the vocal band but, in general, in
the neighborhood of any frequency region. Accordingly, the proposed corridor pat-
tern represents a well adapted solution to prune covariance matrices based on LSF
parameterization. The resulting data reduction using this criterion is found around
40%. Note that the corridor cases showing a conversion error below the full-matrix
case can be explained by the fact that some dimensions of both LSF and cepstral
nature are rather providing inconsistent information.

The results when using a reduced covariance matrix shown in Fig. 6.12 do not
clarify our findings as expected. Firstly, as it was already commented, the conversion
performance at low matrices resulted significantly increased compared to the full
matrix case. Secondly, we have no basis to derive a pruning criterion. For the
LSF case, the dimension representing an approximate limit of the vocal band does
not shows a particular tendency of the performance slope. Finally, observing the
resulting conversion error of both strategies when reaching the data reduction given
by the proposed corridor selection the reduced matrix approach performs worse than
the one based on the corridor.

6.7.2 Dimensionality reduction by mel-based envelope mod-
eling

It was shown in the past chapter that using mel-scale based estimations the envelopes
order can be significantly reduced by reducing the precision of the less significant
information in a human perception basis. We were therefore interested to apply these
methods to achieve the spectral conversion as an alternative strategy to reduce the
features dimensionality.

We carried out the same evaluation framework of the spectral conversion presented
in the past section using MTELPC, TELPC and LPC methods. The objective was
to compare the AR-based models using higher-quality signals at model order values
commonly reported in the bibliography. We do not expect a significant reduction on
the conversion performance since it is assumed that the envelopes clustering is mainly
defined by the information contained at low frequencies since the spectral details at
high-frequency values are hardly extracted by the statistical model. Moreover, the re-
duction of the envelopes dimensionality keeping the most relevant information should
lead us in theory to a more judicious clustering since the influence of dimensions in the
multidimensional space corresponding to noisy information is significantly reduced.
Accordingly, the resulting performance of the mel-scaled methods at reduced order
values is expected to be close to the values reached by the linear ones.

This is shown in Fig. 6.13 for the intra-gender conversion cases. Clearly, for the
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Figure 6.12 Evaluation of the error augmentation rate and the correspond-
ing GMM parameters reduction at different covariance corridor sizes. Male
to male conversion (left), female to female conversion (right).
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male case, MTELPC outperforms significantly LPC and TELPC methods at the order
values commonly used as envelope order (O = [10− 30]). Note however that TELPC
converges faster to the performance reached by MTELPC in the female case due to
the reduction of the internal TE-optimal order for the increased F0. The resulting
performance is just slightly higher than the one provided by the linear models.

In Fig. 6.14 are shown the corresponding error for the same conversion cases as
a function of the frequency bands using the highest model orders. The effect of
the mel-scaled estimations is clearly appreciated. The MTELPC method outper-
forms the linear models at the low frequencies whereas the linear ones show a better
performance for frequency values higher than 2KHz approximately. This behavoir
represents a trade-off between an increased conversion performance on a perceptually
important region and its corresponding cost on the high-frequency region. A subjec-
tive evaluation appears to be necessary to clarify whether or not the increased error
at high-frequencies affects the converted speech quality compared to the one of the
linear models.
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Figure 6.13 Perceptual error as a function of the envelope model order
for AR models. Male to male conversion (left), female to female conversion
(right).
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Figure 6.14 Perceptual error as a function of frequency bands, O = 33.
(mel-scaled envelope models). Male to male conversion (left), female to fe-
male conversion (right).
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Chapter 7

Subjective evaluation and
conclusions

In this chapter we describe the perceptual tests carried out to evaluate the proposed
Voice Conversion framework. We expect to confirm the overall results presented in the
past chapter where a perceptually-based model was applied for objective evaluation of
the spectral conversion performance. Following the motivations of this work we were
principally interested in evaluating the resulting transformed speech quality and the
perceived conversion effect using the techniques proposed in the past chapters to define
a Voice Conversion methodology, and to compare it with one based on the classical
techniques. The subjective tests were designed aiming to evaluate three principal
aspects: target recognizability, conversion effect, and converted speech quality.

7.1 Subjective tests description

7.1.1 Target recognizability

The main objective of a Voice Conversion system is to modify the speech signal in a
way so that the target speaker must be identified. Accordingly, it appears clear that
the most important question to answer when subjectively evaluating converted speech
should be “is the target speaker recognized on the converted speech?”. Clearly, the
perceived amount of modification of the source identity is not relevant at this level.
In general, by using a Voice Conversion system we are expecting to achieve a target
recognizability on the converted speech without specially care how perceptually-far
is originally the source speaker if compared to the target one.

The recognition of the speaker identity is a task we perform everyday at every
moment. This process allows us in general to discriminate voices among several
others. However, it relays in a binary decision when looking to identify a specific one
(the voice corresponds/not corresponds to speaker x ). The confidence of this decision
can be hardly qualified in a multi-level scale. However, we are commonly able to
provide, if requested, a simple sure / not sure qualification.

87
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A target-recognizability test was therefore designed to easily evaluate the simi-
larity between the converted speech and the target one. The test consisted in the
evaluation of utterances pairs where the listeners were asked to evaluate if both sen-
tences were perceived as coming from the same speaker and the confidence of the
answer. At each trial, one reference utterance (target set) and an evaluation one
(source, target, or converted) were presented to the listeners. The aim was to eval-
uate not only the target recognizability on the converted utterances but also on the
target and source ones in order to measure the capacity of the listeners to discriminate
the target speaker from the source one and the target itself. Note that an advantage
of an AB test like this is found on the fact that the influence of the perceptual mem-
ory is reduced at difference of an ABX, where three utterances must be evaluated at
each trial [68].

7.1.2 Conversion effect

We were interested in a second term in evaluating the perceived conversion effect after
modification of the source speech. The motivation in this case was to qualify if the
converted speech is perceived closer to the target, the source, or between them. The
latter case can be associated with the third speaker effect reported in the bibliography
as being commonly perceived when evaluating Voice Conversion systems.

It was designed in this case a test of type XAB. At each trial an evaluation
utterance X (converted, source, or target) was presented to the listeners, followed by
a source and a target one (randomly selected as utterance A or B. Then, the listeners
where asked to answer if the utterance X was perceived as corresponding to speaker
A or B. By including target and source content on the evaluation data we aimed to
evaluate the discrimination capacity of the listeners between the source and target
speakers.

7.1.3 Converted speech quality

The quality of the converted speech has been one of the issues not fully resolved on the
Voice Conversion systems. Besides the challenge to successfully convert the speaker
identity, the overall converted speech quality is rarely considered as satisfactory. It has
been already commented in the past chapters that some degradations when applying a
modified envelope on speech signals are due to local mismatches between the envelope
and the residual signal. The muffling effect is principally due to an oversmoothing of
the main features (formants) of the converted spectra. In general, the proposition of
this work is to reduce these problems increasing the precision of the spectral modeling
for both spectral conversion and residual signals estimation proposals. Note that since
we use higher speech quality signals than current VC approaches, the challenge to
perceive proper converted speech quality appears to be significantly increased.

Our third test was therefore focused to exclusively evaluate the quality of the
converted signals. We asked the listeners to proved an overall qualification in terms
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of naturalness and cleanness of the signals on a Mean Opinion Score (MOS) basis.
The MOS scale has been widely used on the subjective evaluation of Voice Conver-
sion works. By using this technique we aimed to obtain information that could be
compared with some results found in the bibliography. The signals were evaluated
in a straightforward way. At each trial an utterance was presented to the listeners,
randomly selected from sets containing original or converted signals. Therefore, the
perceived quality of original signals was also evaluated.

7.2 Evaluation corpus

As it was already outlined, this work was mainly focused on the transformation
of the timbre information. The pitch conversion strategy was based on a simple
normalisation of the average F0 values for each utterance. However, it is well-known
that some prosodic cues at the segmental level could represent a strong perceptual
influence on the listeners if the same sentence is used to compare a source and a target
uuterance with a converted one which preserves the segmental prosody information
of the source. As a consequence, the results obtained at the target recognizability
and conversion effect tests can be strongly influenced by this effect. Accordingly, we
selected different sentences at each trial to reduce the influence of the prosody.

A Voice Conversion system is assumed to perform timbre conversion between
speakers of different genders. We therefore included the four possible gender conver-
sion cases. Following our findings of the past chapters it’s expected in general that the
timbre-conversion performance decreases as the F0 increases. Accordingly, the con-
version cases involving female speakers should be the most affected. In addition, note
that for the cases involving gender conversion, the application of an important F0
transposition factor could result in perceived degradations on the converted signals.

Five sentences were chosen to evaluate each gender conversion case and each con-
version strategy (the proposed one and the reference one, described in the next sec-
tion). The utterances were always selected randomly among the different conversion
cases and conversion systems. The sentences used on this evaluation were not con-
tained in the set of sentences used at the training phase.

7.2.1 Evaluated conversion strategies

Following the benefits already described of using an envelope parameterization based
on the LSFs and the performance of the TELPC model we selected this as our pro-
posed model for envelope estimation. The envelope order was set to 50 since, as it
was shown in the results presented in the previous Chapter, the performance curve
for the TELPC model was already close to the maximal performance at orders close
to this value. Note that for the TELPC model, the F0-based adaptation of the model
order is already considered on the internal TE estimation.

It was observed analyzing the data of each speaker that the curve depicted by the
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average standard deviation values of the LSFs among the frequency axis (centering
each LSF at its mean value) kept a particular shape. The standard deviation of a
LSF parameter (measured among a significant amount of speech data) provide us
information about the bandwidth in which the impact of the parameter is located.
This behaviour was observed by using an important range of envelop orders on the
same speaker (note however that as the AR order increases, the bandwidths of the
resulting LSFs are expected to decrease). In general, the mayor variance values are
found within the vocal band region, assumed to be due to the presence and increased
dynamic of spectral maximas at the formants region if compared to higher frequency
bands.

However, reduced variance values are observed after applying the conversion func-
tion. This reduction of the LSFs dynamics is translated as a widening of the spectral
features corresponding to maximas of energy (notably, the formants). Following our
findings commented in the past paragraph it was intuitive to artificially increase the
standard deviation of the LSFs across continuous frames. This simple strategy goes
in the direction proposed by [42] to reduce the oversmoothing of the converted fea-
tures by increasing their variance. As result, the formants were found narrowed and
the perceived quality on the converted utterances was found increased in terms of
reduction of the muffling effect and increased naturalness.

A normalisation factor around 0.7 (related to the average target values) was ob-
served to provide good results. In general, this value should be manually defined
since, depending on the spectral envelope evolution, a significant augmentation of the
LSF variances could result in a significant approximation of LSF parameters within a
frame and produce perceived artefacts. To avoid such problems, a verification based
on a recent study concerning the minimum separation that should be kept between
adjacent LSF parameters [69] was applied on the converted features after application
of the variance normalisation. If the distance between two LSF parameters was found
smaller than a given threshold the related LSF values were repositioned considering
the central value between them. An exhaustive study in this issue appears to be
necessary to provide formal conclusions.

Finally, converted speech achieved by source-filter synthesis using the converted
spectral envelopes and residuals of the source speaker using the interpolated-filter
strategy (LPI-PSOLA) proposed in Chapter 3. The residual signals corresponded to
the optimal TE-based residual computation by local adaptation of the envelope order,
as described in chapter 4. For the inter-gender cases, PSOLA-based transposition was
applied on the timbre-converted signals 1

1It was noticed that the converted signals obtained by the reference methodology (LPC) used
at the subjective tests for the inter-gender cases were not transposed to match the target F0.
Unfortunately, we were not able to repeat the subjective tests. Therefore, the results obtained for
those cases at the target-recognizability and conversion-effect cannot be considered as valid. We
provide at the last section of this chapter some comments concerning our subjective evaluation of
the correct material and, in general, a hierarchical comparison of the resulting quality depending on
the use of the different envelop models and synthesis techniques.
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The reference system was defined as follows: LP estimates were used as envelope
features. Following the bibliography, the order was set to 20. Note that this order also
corresponds to the order values at which the LP model showed maximal performance.
The residual signals were straightforward obtained by extraction of the LP-based
spectral envelopes on the source signals. Finally, to achieve speech synthesis, the
converted envelopes were applied on the residual signals by the LP-PSOLA technique.

7.3 Results

7.3.1 Subjective tests results

In this section the results of the subjective tests carried out as described in the past
sections are presented. The results obtained among the different conversion cases are
labelled in the plots as following: male-to-male (MM), female-to-female (FF), male-to-
female (MF) and female-to-male (FM). The proposed conversion methodology based
on TELPC and linear prediction are labelled as TELPC and LPC respectively. Ten
persons, all of them French-language speakers participated as listeners. The tests were
performed in a silent room provided with a high-quality sound installation aiming to
produce a conversational context in the perception of the utterances.

The results of the target recognizability test are shown in Fig.7.1. As expected,
the source utterances were rarely considered as similar to the reference ones (target),
as well as the similarity between target ones was clearly identified. Note however, that
for cases concerning intra-gender speakers (MM,FF) the rate of discrimination slightly
decreases between source and target signals, probably due to the influence of a similar
average F0 of the speakers in such a quick-matching context. This phenomenon is
not considered as surprising since it is well-known that the average F0 is the main
feature allowing speakers discrimination.

In general, the resulting recognition scores cannot be considered as fully satis-
factory since the converted speech was not perceived on average as coming from the
target speaker. However, TELPC-based conversions clearly outperformed LPC ones.
Note that LPC performed significantly worse for the inter-gender cases. Besides the
limited performance of the LP model, this can be partially explained by an increased
degradation found in general when applying a significant F0 transposition factor using
the PSOLA technique on modified-envelope signals.

In Fig.7.2 we plot the results of the conversion effect test. The discrimination
rate when using source and target data as evaluation data remains satisfactory. We
remark however the slight confusion observed on the male-to-male case where some
source utterances were recognized as coming from the target speaker. This can be
also explained by the arguments commented above concerning speakers performing in
a similar F0 range. Clearly, TELPC-based conversions were often considered closer
to the target speaker in comparison to the LPC ones. LPC utterances were often
perceived as coming from a speaker in the middle of both source and target. This is
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source target TELPC LPC
No

No (not sure)

Yes (not sure)

Yes

male2male
male2female
female2female
female2male

Figure 7.1 Results of the target recognizability test on original (source,
target) and converted speech (TELPC, LPC). Question: Is the perceived
speaker similar to the target?.

source target TELPC LPC
target

between

source

male2male
male2female
female2female
female2male

Figure 7.2 Results of the conversion effect test on original (source, target)
and converted speech (TELPC, LPC). Question: Is the perceived speaker
closer to the source or the target?.



7.3 Results 93

specially observed at cases involving F0 transposition. As for the first test, this should
be rather attributed to the difficulty to properly identify a speaker on utterances with
perceived degradations.

Finally, the third test consisted in the speech quality evaluation. Listeners were
asked to qualify the perceived quality using the well-known MOS five-scale (bad,
poor, fair, good, excellent). The results, plot in Fig.7.3 allow us to claim the benefits
of the TELPC model in terms of improved converted speech quality. The proposed
methodology outperformed the perceived quality obtained through Linear Prediction.
Note that the overall performance of the intra-gender cases outperform those of the
inter-gender ones, confirming our comments suggesting that proper F0 modification
of modified-timbre signals should be achieved if aiming to achieve full-gender high-
quality Voice Conversion.

We remark that, since we expected a bigger gap between the TELPC and LPC
scores at the quality test we asked some listeners to informally qualify again some
converted utterances. Therefore, examples from both methods corresponding to the
same sentence were successively played. As result, it was observed a bigger difference
between the scores of both methods. In general, we consider that MOS-based tests
lack of robustness since it is difficult to keep the same perceptual criteria along the
whole test. However, for comparison proposals, we were interested to include this
test in our results since the MOS scale was commonly found in the bibliography as
subjective evaluation criterion.

7.3.2 Full comparison of the reference and proposed tech-
niques

Since it was difficult to perform a subjective evaluation with the listeners considering
a full comparison of envelop models, residuals and synthesis techniques, we provide
some comments about our subjective evaluation.

Firstly, we compared the synthesis techniques (LP and LPI PSOLA) using both
envelop models (LPC and TELPC) in order to appreciate the quality differences
provided separately by the synthesis and envelop techniques. As residual, the optimal
residual obtained by local adaptation of the TE model was used for all cases. In a first
term, we used the original envelops (non-converted) in order to exclusively compare
the contributions to the synthesis quality of both techniques and models when aiming
to achieve transparent synthesis. For LP-PSOLA it was clearly perceived a better
quality when using TELPC estimations instead of LPC. When using LPI-PSOLA,
it was observed a slight improvement in the quality for both envelop models. As
expected, the combination LPIPSOLA-TELPC was found the best.

Secondly, when comparing converted utterances using LP-PSOLA on both en-
velop models the main difference was found in a improved perception of clearness
and conversion effect on the timbre for TELPC-based envelop conversion. However,
some degradations where perceived, attributed to the smoothing of the spectral detail.
The quality was found increased when using LPI-PSOLA. A lack of clearness and a



94 Chapter 7 Subjective evaluation and conclusions

original TELPC LPC
0

1

2

3

4

5

M
O

S
 s

co
re

male2male
male2female
female2female
female2male

Figure 7.3 Results of the conversion effect test on original (source, target)
and converted speech (TELPC, LPC). Question: How natural is perceived
the speech utterance?.

reduced conversion effect of the timbre was still perceived for LPC if compared to
TELPC. The improvement of quality when changing the synthesis technique on con-
verted envelops compared to the previous test using the original envelop was found
more significative. This allow us to claim the benefits of the interpolation proce-
dure in LPIPSOLA for modified timbre synhesis. The progressive improvement in
quality on the converted utterances was found following this order: LPPSOLA-LPC,
LPIPSOLA-LPC, LPPSOLA-TELPC, LPIPSOLA-TELPC. Clearly, these findings
matched our expectations concerning the contributions in terms of timbre conversion
and synthesis quality of TELPC and LPI-PSOLA respectively.

Once the advantages of LPI-PSOLA were verified we wanted to evaluate the qual-
ity differences if using the residual issued by LPC analysis or the proposed optimal
based on optimal TE order selection. The synthesis technique was therefore fixed
to LPIPSOLA for all cases. Both residuals were used on both envelop models to
state a hierarchical evaluation of the contributions provided by each element. Firstly,
when using the LPC residual the difference between both envelop models were found
similar to those already mentioned in the past paragraph. However, in both cases it
was found an overall reduction of naturalness as well as a stronger perception of a
mixed timbre rather than a single one. Clearly, as it was already commented in past
chapters, the latter effect comes from some remaining features of the source speaker
on the LPC residual. When using the optimal TE residual with LPC envelops it was
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observed a reduction in the quality compared to the LPC residual case. We claim
that using both residual and envelops issued by LPC estimation some spectral fea-
tures not fully extracted or converted in both elements keep a better correspondance
than the result of LPC-based conversions applied on the full flat optimal residual.
As expected the combination TE-optimal residual and TELPC based conversion was
found as the one providing the best results. In this case the progressive improvement
in quality was found following this order (residual case labelled as res): TEres-LPC,
LPCres-LPC, LPCres-TELPC, TEres-TELPC.

Finally, some comments concerning the inter-gender conversion when the trans-
position of the F0 was applied. As it was already described, the F0 transposition
was achieved by means of TDI-PSOLA on a previously timbre-converted signal. A
reduction on the overall quality was observed on the converted utterances after ap-
plication of the transposition process, resulting sometimes in perceived degradations.
Note that an increment of the fundamental period between EWFs (female-to-male
conversion) by PSOLA is more challenging than the oppositve case. Therefore, as
it was already reported, the quality of the inter-gender conversions was found worse
than the intra-gender cases. This quality reduction was found more significant than
the one observed when the original signal (non-converted) was transposed. However,
the target-similarity effect resulted from the the converted-transposed utterance if
compared to the original-transposed one is evident. We attribute once again this
quality reduction in the transposed signals to the effects of the windowing in PSOLA.

We therefore verified in a subjective way our claims concerning the quality contri-
butions of the proposed techniques: TELPC (with local TE-optimal order selection)
for timbre conversion and, more in general, the TE-based optimal residual and LPI-
PSOLA strategy for modified timbre synthesis.

7.4 Conclusions and future work

7.4.1 Conclusions

The work on High-Quality Voice Conversion in this dissertation was presented. As
main contributions of our work, we denote the special emphasis given to the study of
the modelisation of the spectral envelope, considered as a major factor limiting the
performance of current Voice Conversion approaches, and the use high-quality speech
signals in order to achieve high-quality audio processing.

The work was introduced by an initial discussion about the historical interest
in voice conversion and the current interest of such technology. In Chapter 1 the
Voice Conversion subject was introduced. Some basics about the speech signal and
the speaker characterisation were described; followed by a study of existing VC
approaches and their related techniques based on three functionality axis (analy-
sis/synthesis methodology, speaker features modeling and features conversion strat-
egy). Linear prediction and MFCC were identified as the most used techniques to
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estimate the timbre information (spectral envelope), whereas probabilistic approaches
based on GMM were found as providing the best results to achieve the source-target
mapping of the speaker features.

The main problems reported in the bibliography concerning the performance of
VC systems were found in a limited spectral conversion rate (timbre information) and
an irregular perception of the target speaker on the converted speech. Some artefacts
and an overall lackness of naturalness and cleanness were commonly perceived in
examples of some current VC systems. We also noticed that VC approaches were
restricted to the use of low-medium quality speech ([8− 16]KHz).

Based on the objectives of this work, the principal issues considered in the def-
inition of our investigation work after study of the bibliography are summarized as
follows:

• The spectral conversion performance should be increased to improve both the
conversion effect and the converted speech quality. The performance measures
based on a distance between spectral features parameters do not provide us
clear information about the real error between the converted and target spectra.
Since the achievement of proper timbre conversion represents one of the main
objectives of this work, the spectral conversion issue should be exhaustively
investigated.

• A factor contributing to a reduced performance of the spectral conversion could
be found in an inefficient modeling of the timbre information. Linear prediction
and MFCC methods do not allow precise estimation of the spectral envelope.
Moreover, the modeling of the speaker timbre by the spectral envelope has not
been adapted to the characteristics of the speaker. In general, the impact of
the spectral modeling on the conversion performance has not been studied.

• The GMM-based mapping achieved by unsupervised training does not appears
to be significantly outperformed by supervised methods in which additional
information, as a phonetic segmentation, is required. However, low timbre-
conversion performance should be also attributed to a poor capacity of the
model to capture a phonetically-rich source-target mapping. Moreover, follow-
ing the bibliography, it remains unclear the phonetic nature of the gaussian
components. Alternate strategies to increase the capacity of the model to dis-
criminate phonetic patterns in the timbre space should be studied.

• The generalization capacity of the GMM-based conversion model has not been
fully studied. Specially, the impact of the speaker features dimensionality has
not been addressed. It appears necessary to exhaustively evaluate the learning
conditions in general if aiming to extend the conversion framework to higher
quality signals and to explore into improved speaker features modeling.

• Efficient processing of the spectral detail (residual signals) is a remaining chal-
lenge on VC works. Considering source-filter synthesis, some limitations can be
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deduced from approaches based on the prediction or vector quantification of the
residual information. In general, the use of residual signals obtained after poor
extraction of the envelope information should be also considered as a factor
limiting the resulting converted speech quality.

In Chapter 3 it was described the analysis/synthesis framework based in the
PSOLA technique. An improved synthesis strategy based on LSF interpolation was
presented (LPI-PSOLA). Although its increasing computational cost, this technique
outperforms significantly LP-PSOLA synthesis for timbre modification.

A study on spectral envelope modeling was presented in Chapter 4. The charac-
teristics of LPC, DAP and cepstrum-based models were discussed. The benefits of
the True-Envelope technique for efficient envelope estimation were also described. A
selection of the model order for cepstrum-based models based on the characteristics
of the speaker (F0) was proposed. The computation of optimal residual signals by
local order selection was introduced. It was experimentally confirmed the increased
naturalness and reduction of features of the original speaker when performing source-
filter synthesis using modified envelope information. An autoregressive model based
on the TE estimation was derived (TELPC), allowing LSF parameterization of the
spectral envelope.

An exhaustive experimental evaluation of the envelope models was carried out
using synthetic signals and presented in Chapter 5. A model for efficient timbre
evaluation was proposed including perceptual cues and optimal target-spectrum in-
formation. The increased performance of TE-based estimation compared to other
models was experimentally confirmed. Efficient results were obtained by using the
proposed order selection. TELPC was also found as providing increasing AR-based
estimation performance compared to linear prediction without the drawbacks of the
DAP model (stability, peaks tracking). The experimental study was also extended
to models based on a mel-scaling of the frequency axis, leading to a considerable
reduction of the selected model order.

The spectral conversion phase to achieve speaker timbre conversion was addressed
in Chapter 6. The GMM-based approach is described, followed by an objective eval-
uation of the spectral conversion performance between the classical technique of Lin-
ear Prediction and the proposed TE-based models on high-quality signals (24Khz).
The results allow us to claim a significant performance improvement in terms of the
conversion error by using TE-based models at perceptually-important regions. The
benefits of using the order selection to adapt the timbre information to the charac-
teristics of the speaker were confirmed. The features dimensionality issue as well as
the learning conditions of the GMM model were exhaustively evaluated. Although
the resulting increased order and the extension of the spectral information due to
the use of high-quality signals it was not observed a significant overfitting effect.
Moreover, convenient learning generalization was observed. A strategy to reduce the
increased complexity of the GMM model by efficient reduction of covariance matrices
was successfully demonstrated using principal component analysis.
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Finally, a set of perceptive tests were carried out to subjectively compare a pro-
posed VC strategy based on the TELPC with that of LP. All the gender cases
were considered. TELPC based conversion outperformed LP in terms of target-
recognizability, conversion effect and converted speech quality. In average, TELPC
based conversions were found closer to the target speaker and of increased quality.
Notably, the use of optimal residual signals and the proposed LPI-PSOLA synthesis
scheme provided reduced significantly perceived artefacts on the converted utterances.
However, in some cases the overall conversion performance cannot still be considered
as fully satisfactory in terms of the identity conversion and converted speech quality.
The modification of the F0 to achieve inter-gender conversions was found to reduce
the conversion quality.

7.4.2 Future work

The investigation and experimental work described in this dissertation revealed ev-
idence about the advantages of applying efficient envelope modeling techniques to
improve the timbre-conversion performance for high-quality Voice Conversion. Al-
though the improvements reached by using some of the strategies proposed in this
work we consider that the resulting conversion effect and quality should be improved
and generalized over all the gender conversion cases in order to achieve full high-
quality Voice Conversion.

There are several issues that we consider that should be investigated in the future
to improve the current results. Some of them were not fully studied in this work since
they were not considered in our original planning as prior objectives. Here we present
a summary of the issues to be considered as future work.

• Excitation conversion. It was observed in some cases that, although a suc-
cesful conversion of the spectral envelope information and the use of optimal
residuals, the resulting converted signal presented some artefacts. The problem
was found in a mismatch between the original harmonic characteristics of the
residual (source speech) and the spectral features imposed by the the converted
envelope (target speech). It is well-known that, although its voiced nature,
phonations of the same phoneme with different speech quality can observe a
significant difference of the voicing frequency. Accordingly, an energy maxima
on the envelope can result to be imposed in a noisy region of a residual (with
low voicing frequency) resulting in perceived artefacts.

A strategy to overcome this problem can be based in increasing the periodicity
of the signal by computing a new waveform after repeating systematically the
original one. The opposite case does not represent a major problem since,
as described in Chapter 2, by applying a randomization factor to the phase
information the voicing frequency can be reduced. However, a robust strategy
to convert or adapt the harmonic characteristics preserving the naturalness
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commonly provided by no-modified residual signals appears to be necessary to
avoid some of the artefacts currently observed.

Moreover, a conversion of the whole glottal characteristics of the speakers should
have a significant impact not only in terms of reducing source-filter synthesis
mismatches but in the conversion effect itself. Besides the harmonicity issue
already commented, the conversion of some other speaker-dependant character-
istics of the speech signal as the energy, F0 and the glottal formant should be
investigated to achieve a full characterisation of the speaker voice. However, if
no efficient modeling of the glottal features is already available, the correction
of the harmonicity on the optimal residual signals appears to be a suitable first
step.

• Source-target timbre mapping. Considering the low number of GMM com-
ponents required to model the timbre space it seems that the unsupervised
training significantly simplifies the information in which the source-target map-
ping is derived. Accordingly, it is generally observed a lack of natural evolution
of the converted spectral envelope accross segments of speech of different pho-
netic nature. It appears necessary to increase the phonetic-discrimination ca-
pacity of the maping model on the timbre-features space. Some strategies were
informally evaluated in this work without obtain significant results. An effi-
cient supervision of the timbre-space modeling focused to increase the number
of representative mapping patterns should be investigated.

The limited source-target mapping can be also analyzed from the side of the
oversmoothed spectral structures found when observing the spectra featured
by the resulting gaussian means. This is strongly related to the nature of
the databases used to train the model. Clearly, since the same phoneme is
generally pronounced in different ways at different sentences depending in the
phonetic context and intonation, the statistical model can just provide average
information after be fitted with the entire database. It can be hardly expected
that the resulting mapping provides detailed timbre information.

The use of phonetic information to guide the training of the statistical model
supported by a database content with homogeneous phonetic pronounciation
might be helpful to increase the source-target mapping in both directions (num-
ber of mapping patterns and spectral detail). These strategies are currently
under study

• Features dimensionality. The use of improved envelope models and high-
quality signals lead to significantly increase the envelope order, and therefore,
the dimensionality of the space to fit by the statistical model. One approach
to solve it, already introduced in this work, can be the use of mel-scaling on
the envelope modeling. However, some experimentation using these models
showed some problems on the converted speech due to the increased precision
of the envelope information at the first harmonic partials. It appears that the
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resulting timbre mapping was strongly influenced by the envelope information
of the very low frequency region, leading to inadecuated timbre conversions. A
features-dependant scaling of the frequency axis (less precision on the first few
partials compared to the formants regions) has been discussed as one of the
solutions to be studied.

Another approach based on the use of principal components analysis was also
presented in this work. However it provides a reduction on GMM models al-
ready training by compressing the information on the covariance matrices. This
strategy does not avoid the computational cost of training a model on a high-
dimensional space. A more suitable solution can be the translation of the fea-
tures to a speace of reduced dimensionality by PCA in order to achieve both
training and conversion processing with reduced computational cost. This strat-
egy is also currently under study.

• Database restrictions. The necessity of a parallel database, as well as a
significant amount of speech, can be hardly fulfilled in a number of potential
applications of VC technology. Some recent works propose non-parallel training
and strategies based on the concept of eigen-voices to adapt a pre-trained con-
version model to a new conversion case by only using a small amount of speech
data. However, the performance of such models is reported to be already lim-
ited by the one of the full baseline scheme. We therefore consider that some
lights to efficiently select the speech data providing robust information to define
the source-target mapping can be derived from the study on the source-target
mapping previously suggested.

• Pitch conversion.A full conversion of the prosodic information was beyond
the objectives of this work. An average F0 adaptation was applied to achieve
inter-gender conversion. In general, the PSOLA-based F0 transposition was not
always providing satisfactory results. Some informal tests using a Super Phase
Vocoder tool showed better results in some cases, however, no formal conclusions
can be done. This issue keeps a strong connection with the excitation conversion
one, addressed at the beginning of this section, and might be investigated in
parallel. We consider that a proper adaptation of the F0 range represents a
capital issue to resolve. The perceived quality of the converted speech should
be generalized to an acceptable level over all the gender conversion cases.
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