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ABSTRACT

A strategy to enhance the signal quality and naturalness was
designed for performing probabilistic spectral envelope trans-
formation in voice conversion. The existing modeling error
of the probabilistic mixture to represent the observed enve-
lope features is translated generally as an averaging of the in-
formation in the spectral domain, resulting in over-smoothed
spectra. Moreover, a transformation based on poorly mod-
eled features might not be considered reliable. Our strategy
consists of a novel definition of the spectral transformation to
compensate the effect of both over-smoothing and poor mod-
eling. The results of an experimental evaluation show that the
perceived naturalness of converted speech was enhanced.

Index Terms— speech synthesis, voice conversion, voice
transformation, linear regression

1. INTRODUCTION

A common strategy to achieve timbre conversion in voice
conversion (VC) techniques consists of a probabilistic trans-
formation of the spectral envelope [1] derived after Gaussian
mixture modeling (GMM) of joint source-target feature infor-
mation [2]. The transformation consists of a linear mapping
of features of the source voice to those of the target one. The
features correspond commonly to short-term estimates of the
spectral envelope. Then, timbre conversion is achieved by
modifying the input spectrum so that it matches the predicted
target envelope.

The GMM approach is considered to provide adequate
conversion performance; however, the quality of the con-
verted speech is rarely perceived to be fully natural and
artifacts-free. A factor for this is the poor estimation of the
spectral envelope information. This problem was addressed
in a previous study incorporating accurate estimates [3], re-
sulting in improvements to the conversion rate and speech
quality. Nevertheless, other degradations commonly appear
in the signal as a consequence of over-smoothed or poorly
predicted spectra due to the statistical nature of the mapping.

The mapping is based on a probabilistic model derived af-
ter training a GMM on data presenting paired source-target
features. According to statistical learning principles [4], the
performance of a prediction of this nature is limited by the
amount and consistency of the information seen in the train-
ing data to represent the features spaces and source-target
correlations efficiently, and, by the capacity of the transfor-
mation function to reproduce them closely. Unfortunately,
these conditions can hardly be fulfilled in practice and an en-
hancement stage appears to be necessary to preserve sufficient
naturalness on the converted signals.

Several studies in voice conversion address the over-
smoothing problem proposing different ways to alleviate it
(e.g. [5], [6], [7]). Alternatively, for more general purposes,
post-filtering strategies have been proposed to enhance the
time-domain dynamics of statistically-generated parameter
trajectories. As an example, we can highlight the studies
in [8], exploiting the concept of global variance; the one in
[9], focused on preserving the degree of modulations of the
parameters in the frequency domain; the one in [10], seeking
to enhance the dynamics in the spectra after learning differ-
ences between natural and synthetic speech; and lately, [11],
proposing a framework that includes a compensation of the
error (residuals) between observed and modeled spectra.

Note that these propositions mainly use average or global
information to enhance the dynamics of parameters. We
tackle the problem independently for each feature with a
deterministic approach focusing on the existing observation-
model error between input (source) features and their result-
ing probabilistic value within the mapping process towards
the target space. We consider a compensation of this error
when deriving the spectral transformation to be applied to
the input source speech to achieve timbre conversion. As a
result, the converted speech shows enhanced quality without
affecting, in general, the rate of conversion. Our strategy
centers on enhancing the spectral characteristics of the pre-
dicted spectra proportionally to the observation-model error.
The compensated spectral transformation is presented in this
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study together with evidence of its performance after an ex-
perimental evaluation based on the joint-features conversion
approach of [2].

This paper is structured as follows. Section 2 describes
the GMM transformation and the envelope estimates used as
timbre features. Then, the mentioned observation-model er-
ror and our enhanced spectral transformation are presented in
section 3. The results of our objective and subjective experi-
mental evaluations demonstrating the benefits of the method
are reported in section 4. The paper ends with conclusions in
section 5.

2. BASELINE PROBABILISTIC SPECTRAL
TRANSFORMATION

2.1. Spectral envelope modeling

Although the main proposed strategy of this work is indepen-
dent of the spectral modeling technique, we introduce it for
clarity and briefly remind the benefits of applying improved
spectral features extraction in voice conversion, as reported in
detail in previous works ([3], [12], and [13]) .

Timbre modeling on VC frameworks based on a prob-
abilistic transformation is commonly achieved by means of
linear prediction (LP) or cepstral coefficients. However, these
models do not generally lead to accurate spectral envelope
information. Consider in particular, the problem of aliasing
in LP [14]. In this sense, true-envelope (TE) estimation [15]
provides efficient envelope fitting based on an iterative cep-
stral smoothing of the amplitude spectrum. This strategy is
considered to be optimal on harmonic spectra if the cepstral
order (Ote) is set according to the signal samplerate (Fsr )
and the observed fundamental frequency (f0) according to

Ote =
Fsr/2

f0
. (1)

The resulting TE estimate (that can be interpreted as the
best band-limited interpolation of the major spectral peaks
[16]), is used as the input spectrum of an autoregressive sys-
tem to derive an all-pole model (TEAP) that allow us to use
Line Spectral Frequencies (LSFs, [17]) as timbre features in
a VC framework. As a result, by using accurate envelope
information there were found clear benefits, in terms of the
perceived conversion effect and naturalness according to ex-
haustive experimental studies presented as previous work and
performed on both speech ([3]) and singing-voice [13]) types
of signals.

Moreover, by applying a perceptual scaling (mel-scale)
to the TE-based spectral envelope before fitting the all-pole
model it is possible to reduce the number of noisy-like di-
mensions (note that high samplerates and low-pitched signals
may lead to large cepstral orders in Eq. 1. By following this
strategy additional benefits on the statistical training condi-
tions and perceived naturalness can be extrapolated from pre-

vious work [12], where a spline interpolation of the harmonic
peaks (less ”smooth” than TE) was used as envelope infor-
mation. The resulting all-pole based estimates, referred to as
mel-TEAP, allow us to use a features dimensionality compa-
rable with that typically used for LP, but preserving the ac-
curacy on meaningful spectral details (e.g. vocal formants) of
that provided by TE. An example comparing these techniques
is shown in Fig. 1.

In this work we use mel-TEAP spectral envelope esti-
mates computed by setting optimally Ote according to the f0
at each frame before computing all-pole models of fixed or-
der (thirty). This value was found to provide sufficient spec-
tral accuracy given the samplerate of the speech signals (16
kHz). Accordingly, feature vectors xk and yk correspond to
LSF parameters of size thirty computed pitch-synchronously
(4 periods length).

2.2. GMM-based conversion

Our baseline conversion framework is a well-known method
based on joint source-target features modeling using GMMs
[2]. The parameters of the model are fitted following expectation-
maximization training on phonetically balanced corpora con-
taining paired source-target spoken utterances. The mapping
of the source features to the target space is performed accord-
ing to the following linear regression expression:

ŷk =

Q∑
q=1

p(q|xk) [µy
q + Σyx

q Σxx
q
−1(xk − µx

q )], (2)

where

p(q|xk) =
N (xk;µx

q ; Σxx
q )∑Q

q=1N (xk;µx
q ; Σxx

q )
. (3)

x and y denote feature vectors of the source and target spec-
tral envelope, respectively. xk corresponds to the feature ob-
served at the k−th input frame sk and p(q|xk) its conditional
probability given the source mixture model Φx(Σxx, µx) (de-
rived from the trained joint-GMM of size Q). The expected
value of yk given xk is denoted by ŷk, representing the pre-
dicted target envelope feature. A detailed description of the
conversion approach is found in [2]. As proposed in previ-
ous ([13]) and other more recent studies ([18]), we define the
spectral transformation by means of a transformation filter
Hk(ω) based on the differences between the spectral magni-
tudes of the input and predicted features:

Hk(ω) = |Ŷk(ω)| − |Xk(ω)|, (4)

where Xk(ω) and Ŷk(ω) denote the spectral envelopes fea-
tured by xk and ŷk respectively (scaled back to linear fre-
quency). The transformation filter Hk(ω) is applied to the
harmonic amplitudes following a wide-band technique ([19])
in the form:
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Fig. 1. True-envelope (dashed), mel-TEAP (red), and linear
prediction (black) based spectral envelope estimates fitting a
frame spectrum Sk(ω) (all-pole models with order set to 30).

S′k(ω) = Sk(ω) +Hk(ω). (5)

The converted time-domain waveform is obtained from
S′k(ω) by inverse Fourier transform. Note that a transfor-
mation of the phase information is not considered in this
study. Its potential benefits should be studied further.

3. COMPENSATED SPECTRAL TRANSFORMATION

3.1. Observation-model error

Once the transformation function is retrieved, any source fea-
ture xk can be mapped to the target space following Eq.2.
However, there generally exists a modeling error explained
by the difference between xk and its probabilistic represen-
tation given by Φx. More precisely, it can be easily demon-
strated that the expected value for x = xk, denoted as x′k,
corresponds to:

x′k = arg max
x

p(q|xk) =

Q∑
q=1

µx
q p(q|xk), (6)

we note that, in general, x′k = xk only if Q → ∞. Con-
versely, we define the difference between them as the observation-
model error for xk given by Φx. An example of how this dif-
ference is translated to the spectral envelopes is shown in Fig.
2 (top), denoting a significant smoothing of the formantic
structure.
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Fig. 2. Spectral envelope from real (dashed) and observed
(blue) source feature (top). Target envelope (red), conven-
tional (dashed), and mapping based (blue) predictions.

3.2. Efficient mapping-based transformation

We define the actual spectral transformation denoted by
the source-to-target mapping performed by the probabilis-
tic transformation, as follows:

Hmk(ω) = |Ŷk(ω)| − |X ′k(ω)|, (7)

where X ′k(ω) corresponds to the spectral representation of
x′k. For clarity, Hmk(ω) will be referred to as the mapping
based transformation. Note also that Hk(ω) → Hmk(ω)
as the modeling error on xk tends to be zero. This suggests
that, in general, the conventional transformation does not effi-
ciently reflect the mapping information to the converted spec-
tra on poorly modeled input features.

3.3. Modeling error compensation

Considering that Hmk(ω) carries the actual mapping infor-
mation, we hence define the mapping-based prediction, as
follows:

Y mk(ω) = Xk(ω) +Hmk(ω), (8)

where Y mk(ω) represents an alternative to Ŷk(ω), the con-
ventional predicted envelope. Note in Fig. 2 (bottom) that
envelopes featured by Y mk(ω) can keep a clear formantic
structure (as found originally inXk(ω)), in contrast to Ŷk(ω).

The use of Y mk(ω) as predicted target spectra was found
to increase the perceived naturalness. However, significant
differences between Xk(ω) and X ′k(ω) may produce over-
emphasized features in Y mk(ω) and produce degradations in
the signal quality.

We alleviate this by applying an energy compensation
based on the average differences between smoothed versions



of Ŷk(ω) and Y mk(ω). More precisely, we apply a mean fil-
ter on these envelopes to keep only information on the average
energy and overall spectral slope, as shown in Fig. 3 (top).
The smoothed envelopes, denoted as Ŷ sk(ω) and Y msk(ω),
respectively, are used to derive compensation Hck(ω) in the
form:

Hck(ω) = Ŷ sk(ω)− Y msk(ω). (9)

The complete compensated transformation filterHmck(ω)
applied to the input source spectrum is given by both mapping-
based and energy compensation contributions, as follows:

Hmck(ω) = Hmk(ω) +Hck(ω), (10)

where the final enhanced predicted envelope corresponds to

Y ck(ω) = Xk(ω) +Hmck(ω). (11)

Note again thatHck → 0 andHmck → Hk(ω) for x′k → xk,
denoting that the deviation of the compensated transformation
from the conventional one (based on Ŷk(ω)) is proportional
to the observation-model error, with the benefit of providing
a more judicious application of the mapping information on
poorly modeled features. An example comparing a target en-
velope with the resulting conventional transformation and our
transformation is shown in Fig. 3 (bottom).

We claim that at difference of approaches based on global
variance or other dynamics measures retrieved over segmen-
tal or larger temporal contexts, the strategy just described ap-
pears to be more judicious since it reduces at each feature,
proportionally, the averaging effect of statistical modeling.
For clarity, this methodology should be differentiate it of a
features conversion framework based on codebooks or others
non-cooperative models.

4. EVALUATION

In our experiments, we used data from the ATR speech
database [20] consisting of one-hundred fifty phonetically
balanced sentences from four speakers (two male, two fe-
male). One-hundred thirty-five sentences were used for train-
ing, and the remaining fifteen were used for testing. The
number of feature vectors in the training data vary depending
on the speakers’ case within the range [40, 000 − 50, 000].
A large range of training cases was covered by varying the
size of full-covariance GMMs in the range of [2, 128] seeking
to force poor, sufficient, and over-fitting learning conditions.
The size of the DFT for all spectral representations (transfer
functions and transformation filters) was set to N = 256
points, and the length of the mean smoothing filter was set
empirically to Ns = N/8.

4.1. Objective evaluation

Two performance measures were considered: the euclidian
distance between LSF vectors to evaluate the error given by
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Fig. 3. Conventional (dashed) and mapping based (blue)
smoothed predictions (top). Target envelope (red), conven-
tional (dashed), and our (blue) predictions (bottom).

the conventional prediction and the observation-model error.
Then, the root mean-square error between mel-scaled en-
velopes was computed as a perceptually motivated measure,
including the mapping-based predictions and our final ones.

The results are shown in Fig. 4 and Fig. 5 for training
and test data sets, respectively, corresponding to the male-
to-male conversion (similar trends were found on all conver-
sion cases). The plots at the top show the LSF-based errors
of the conventional prediction error (blue) and x modeling
error (pink-dashed), whereas the ones at the bottom show
the corresponding spectral distortions including the mapping
based prediction (black-dashed) and final compensated one
(red-dashed).

First, note in Fig. 4 that the prediction and modeling error
(blue and magenta lines) on seen data decreases as the mixture
has larger capacity to represent the features space (x′k → xk
and ŷk → yk for Q → ∞). However, as expected, the trend
changes for unseen data, showing in Fig. 5 an increasing
error beyond 16 components. This well-known over-fitting
phenomenon denotes the limitation of the probabilistic trans-
formation to generalize the prediction performance on unseen
data despite a reduction in the observation-model error.

Note that the mapping-based error (black-dashed) is
larger than the conventional prediction, explained by the
MSE nature of ŷk. In this sense, Y mk(ω) can be seen as a
deviation of this value with enhanced spectral characteristics.
This performance gap appears reduced at the final compen-
sated prediction (red-dashed) and can be controlled by the
degree of smoothing applied on the energy compensation: a
significant smoothing will preserve the mapping-based pre-
diction (Y mk(ω)), whereas no smoothing will lead to the
conventional one (Ŷk(ω)).

Finally, we present in Table 1 the average spectral dis-



10
0

10
1

10
2

0.16

0.18

0.2

0.22

0.24

0.26

0.28

L
S

F
 e

rr
o
r

 

 

10
0

10
1

10
2

3

4

5

6

7

GMM size

s
p
e
c
tr

a
l 
e
rr

o
r 

(d
B

)
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Fig. 4. Average LSF coefficients error (top) and correspond-
ing mel-scaled spectral distortions (bottom) as a function of
the number of components in the GMM (training set).

tortion scores of the different conversion cases using the best
GMM configuration overall (16 components). The speakers
are labeled according to the gender (F for females and M for
males). The three segments denote the intra-gender and cross-
gender (female-to-male, male-to-female) conversions respec-
tively. The different scores correspond to the error between
the target envelope Yk(ω) and: 1) the input source Xk(ω)
(’Orig.’), 2) the conventional prediction Ŷk(ω) (’Pred.’), 3)
the mapping based Y mk(ω) (’Map.’), 4) our compensated
prediction Y ck(ω) (’Comp.’) and, finally, the observation-
model error between Xk(ω) and X ′k(ω) (’O. err.’).

Case Orig. Pred. Map. Comp. O. err.
F1→F2 5.77 4.13 6.28 4.85 4.93
F2→F1 5.74 4.29 6.13 5.05 4.63

M1→M2 6.37 4.10 5.71 4.83 4.07
M2→M1 6.34 3.83 5.66 4.55 4.34
F1→M1 9.24 4.10 6.29 4.81 4.90
F1→M2 8.52 4.38 6.40 5.00 4.87
F2→M1 9.27 4.51 6.33 5.18 4.67
F2→M2 8.05 4.95 6.57 5.51 4.60
M1→F1 9.19 4.44 6.06 5.14 4.21
M1→F2 9.22 4.50 6.26 5.20 4.27
M2→F1 8.53 4.48 6.28 5.11 4.50
M2→F2 8.12 4.74 6.64 5.33 4.66

Table 1. Mel-scaled spectral distortions for all pairs (in dB).

4.2. Subjective evaluation

We carried out a set of subjective tests to compare the per-
ceived naturalness between the original and converted sig-
nals of the intra-gender cases to exclude perceived degrada-
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Fig. 5. Average LSF coefficients error (top) and correspond-
ing mel-scaled spectral distortions (bottom) as a function of
the number of components in the GMM (test set).

tions due to a significant pitch modification. Five utterances
from the test data were used on the four possible intra-gender
conversion pairs (M1 → M2, M2 → M1, F1 → F2,
F2 → F1). The ten participants were familiar with evalu-
ations of this nature. We remark that, for simplicity, a simi-
larity test was not carried out because our technique focuses
on improving naturalness. Following informal observations it
was never detected a reduced conversion effect when apply-
ing the compensated transformation.

The perceived naturalness was evaluated by presenting to
the listeners the original source sample and two transformed
versions: the conventional one and our compensated one. The
participants were asked to evaluate the three different versions
in terms of perceived naturalness according to the MOS scale,
as follows: 1) Very degraded, 2) Degraded, 3) Clean enough,
4) Slightly degraded, 5) Clean. The purpose of including the
original sample was to measure the ability of the listeners to
judge clean speech and to compare its perceived quality after
transformation. The results are shown in Table 2.

Case Original Conventional Proposed
MOS 4.7±0.2 3.1±0.9 3.6±0.7

Table 2. Subjective evaluation results (naturalness).

The results show higher scores for the compensated trans-
formation than for the conventional one. The converted
speech following our methodology was systematically per-
ceived to be less degraded and with fewer artifacts. This
supports our claim that our transformation provides clear
benefits on the perceived naturalness. Note that the benefits
of our transformation using high-quality speech (sample-
rate = 44.1 kHz) were found to be higher following ad-



ditional informal tests. Some examples can be found in
http://www.dtic.upf.edu/∼jbonada/mlsp2015-vc/.

5. CONCLUSIONS

In this study, we presented a novel methodology to derive the
spectral envelope transformation for GMM-based voice con-
version taking into account the existing observation-model
error, characteristic of approaches based on statistical learn-
ing. Our strategy applies, accordingly, a compensation in
the spectral domain, enhancing oversmoothed and poorly pre-
dicted spectra, typically observed when performing proba-
bilistic spectral envelope transformations.

The conventional strategy and our strategy were compared
in an experiment. Our claims regarding the perceived benefits
of the compensated transformation were demonstrated using
a subjective evaluation, with a subsequent preference related
to the conventional transformation approach. Further work
should be done regarding an efficient transformation of the
phase information and an extension of the experimental study
to a larger evaluation framework.
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